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I N T R O D U C T I O N

Microchips are the hinge around which the Information Era revolves.
In the span of decades, they have grown from being progress enablers,
to indispensable commodities. Drawing from recent events, the global
pandemic has reminded us (and increased) how reliant we are on
effective digital communication. The consequent 2020 chip shortage,
rippling through from the automotive sector all the way to consumer
electronics, highlighted how the semiconductor industry is a global
market, and has even prompted governments to address it.

In fact, digital electronics has been driving technological advance-
ments in every field, communication, transportation, health, security,
economics, administration, just to name a few, and the rapid growth

figure 1 .1 The chip “Hugo” (IBM technology C8SF), photogra-
phy by Patrick Rocca; in Mathematics and Aesthethics of Chip Design
[Hou+19]. With the appropriate lighting technique, distinct colors are
produced, due to light diffracting differently in different areas because
of the microscopic scale of the design features.
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2 introduction

of machine learning, for one, hints that this trend is unlikely to slow
down soon.

Collaterally, the semiconductor industry has sought to constantly
push the boundaries of computational power, producing ever smaller
chips offering always increasing performance. This is an endeavor
which requires research and development in many areas, but produc-
ing a chip always starts at the design stage.

The process of creating a chip, overall, is named Very Large Scale
Integration (VLSI), and design is only a part of it. Designing a chip
involves describing its function, placing its parts, calculating its con-
nections, and verifying its feasibility and performance, through an
iterative process which might take years; in Section 1.1 we will have
the chance to go in depth about what chip design entails.

Nowadays, all these steps are computed-aided and performed by
EDA (Electronic Design Automation) tools, often supervised by de-
signers. EDA tools are tasked with solving extremely complex mathe-
matical problems; most of them are combinatorial in nature, and hard
to even approximate. Advancements in VLSI design, EDA tools, and
the related optimization problems are strictly intertwined, and the
pursuit of chip efficiency and power translates immediately in new
mathematical challenges.

Global routing (Section 1.1.2) is one key step in the design flow,
the first step in which the connections inside the chip (wires) are
computed. Global routing is used to assess a design’s feasibility, to
predict its performance, to guide other tools into the next design
iteration, and to compute approximate wire positions while optimizing
global objectives, such as wire density and length.

Despite the fast-pacing evolution of EDA tools, and the attention
that global routing has received, in the past decades the mathematical
model at its core essentially remained unchanged: global routing, so
far, has been performed on a coarse graph, based on partitioning the
chip into rectilinear tiles. This has proven to be versatile, and has
been extended in many ways (Section 1.2.1); however it struggles to
capture certain routing aspects which are past the resolution of the
coarse graph (Section 1.3.1). These not only are common in modern
VLSI design flows, but also becoming more relevant in modern chip
technologies.

Therefore, we would like to propose a shift in paradigm. In this Dis-
sertation, we explore the possibility of replacing the traditional global
routing model with a new one, developed with applications to modern
technology nodes in mind. The new model, which we motivate in
Section 1.3.2 and call continuous routing, is based on rhomboidal tiles,
and addresses many shortcomings of the traditional model. In doing
so, we build a global router from the ground up, touching with suffi-
cient depth many aspects that are often overlooked in the literature,
such as routing capacity and routing usage modeling (Sections 1.4.2
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and 1.4.3), routing oracles and their performance (Sections 3.1 and 4.2),
and describing many different algorithms (Chapter 3) which can be
applied in a variety of situations common to industrial design flows.
All of these fits in a unique theoretical framework (Chapter 2 and
Section 1.2.2), which provides solid approximation guarantees.

The foundations of continuous routing were laid in our previous
work [Sac15; HS19], where we outlined how to use rhomboidal tiles in
global routing. The key idea is to build a suitable grid graph where we
can find cheapest paths; this was later generalized to Steiner trees by
Rabenstein [Rab17], who worked as well on path search performance.
Blankenburg [Bla19] moved the first steps in integrating timing with
continuous routing. Here, we will retrace the previous work in far
greater detail, and extend it with very flexible via costs (Section 1.4.5),
outlining all the modeling steps that go from global wires to the objec-
tive function (Sections 1.4.2 and 1.4.6). We contribute to the continuous
routing theory analyzing the structure of paths on rhomboidal tiles to
show that the grid graph cannot be made significantly coarser without
losing optimality (Sections 2.2.1 and 2.2.2); moreover, we give upper
and lower bounds for path costs with this more complete wire model.

At the Research Institute for Discrete Mathematics in Bonn, a
decades-long cooperation with our industry partner, IBM, has fostered
research on VLSI mathematical problems, as well as the development
of VLSI design software covering every aspect of the design flow.
BonnTools is the software suite used daily in production by IBM to
build the most challenging designs up to the latest 5nm technology
node.

The partnership with IBM provided the unique insight into a real
VLSI industry design flow, as well as bleeding-edge designs to test
new technologies with. Hence, as a major part of this work, we have
implemented BonnContinuousRouter, a continuous routing software
analogous to BonnRouteGlobal, the global router in the BonnTools. In
fact, we draw from the experience working on BonnRouteGlobal to
provide, in this Dissertation, all the pieces needed to a modern router,
which is expected to operate in different contexts (such as incremental
routing, buffering, timing optimization). Thus, on the application side,
we contribute with new algorithms (Section 3.3.3) and new experimen-
tal results (Chapter 4). We tested BonnContinuousRouter alongside
with BonnRouteGlobal, and we show that continuous routing is able
to compete and even improve in many cases over the traditional global
routing model.

overview of the thesis

This Dissertation is arranged in four major blocks: preliminaries,
Steiner trees on rhomboids, algorithms and experimental results.



4 introduction

Chapter 1 lays the foundations needed to understand the following
chapters, from the ground up. Section 1.1 is a primer on chip
design, and gives a context to the current work; for the most,
it requires little mathematical knowledge. Section 1.2 deepens
the focus on global routing, gives historical perspective on the
problem, and explains how it can be solved by means of resource
sharing. Section 1.3 introduces global routing on rhomboidal
tiles, and discusses both the need for a new model, as well
as key concepts behind it. This Section also makes little use
of formal mathematical notation, however is better understood
when familiar with VLSI design concepts and especially routing,
since it makes reference to different parts of the routing flow.
Global routing on rhomboidal tiles will be the main topic of
this work. Section 1.4 explains the resource sharing formulation
and the whole global routing model, starting from basic defini-
tions, including the wire model, followed by capacity and usage
functions. In Section 1.4.5 we take a slight detour to define cost
functions on rhomboidal tiles, which we then connect to the
resource sharing prices in Section 1.4.6.

Chapter 2 deals with the last piece of the resource sharing formula-
tion, meaning finding minimum cost Steiner trees on rhomboids.
This Chapter also contains the bulk of the theory concerning this
topic. Section 2.1 defines a type of graph transformations that
is compatible with the costs defined in Section 1.4.5, and shows
how these are linear when graph transformations are applied.
This is used in Section 2.2 to show that we can compute mini-
mum cost Steiner trees on rhomboids on a special grid graph.
In the same Section, we study whether the complexity of the
grid graph can be simplified, and in doing so we characterize
better the shortest path problem on rhomboids. Finally, in Sec-
tion 2.3, we explain how we can derive lower and upper bounds
for shortest paths by only considering a smaller subset of the
grid graph, independent of the terminals. This will be used in
Section 3.2 to accelerate routing algorithms.

Chapter 3 describes the algorithms we used, adapted or devised
in order to bring the theory into a practical implementation.
All algorithms are stated explicitly, and their theoretical perfor-
mance analyzed. We try, where possible, to provide an amount
of detail sufficient to bridge the gap between pseudo code and
implementation, always keeping the practical applications in
mind. The chapter is broadly divided into three blocks.

Section 3.1 is about computing Steiner trees on grid graphs,
and thus is not strictly specific to rhomboidal tiles. In this Sec-
tion, we revisit classical techniques derived from Dijkstra’s path
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search algorithm and discuss some variants which yield good
performance.

Section 3.2 discusses how to use lower and upper bounds to
speed up Dijkstra’s algorithm via future costs, and how to pre-
dict a route cost in order to avoid too many recomputations. This
is more specific to rhomboidal tiles routing, as it uses the results
from Section 2.3.

Section 3.3 is a major Section, and discusses at length local
search approaches (“postoptimization”) for global routing. This
is a rather dense section, with a larger theoretical content than
the previous ones, and although it is not exclusively applicable
to rhomboidal tiles routing, some of the results here are specific
to it. Section 3.3.1 introduces the main concepts used for the
key algorithm, which is stated and analyzed in Section 3.3.3.
To complete the runtime analysis, however, we need to study
a bit further how we can practically compute the cost function
from Section 1.4.5. We do this in Section 3.3.2 and then give the
theoretical runtime estimate in Section 3.3.4.

The remaining part of the Section is devoted to studying practical
application and special cases of the postoptimization algorithm;
these variants are among the algorithms we have implemented
in practice.

Sections 3.3.5 and 3.3.6 discuss sub-problems that yield better
practical runtime performance. Section 3.3.7 is devoted to apply-
ing the postoptimization algorithm to the problem of turning
a two-dimensional Steiner tree into a three-dimensional Steiner
tree that minimizes the rhomboidal tiles cost function.

Lastly, Section 3.3.9 plugs together Steiner tree approximation al-
gorithms and postoptimization to build an extremely fast routing
oracle.

Chapter 4 brings the content of the previous chapters onto the
test ground. We have implemented most of the techniques de-
scribed in Chapter 3. We use the resource sharing algorithm from
Section 1.2.2 and the rhomboidal tile model from Sections 1.4
and 1.4.5 to drive the algorithms. We named the resulting global
router “BonnContinuousRouter”, and we measure its perfor-
mance in comparison to BonnRouteGlobal, and industrial edge-
based router.

The Chapter is divided into two Sections. Section 4.2 compares
the runtime and quality performance of the Steiner tree oracles
we discussed in Sections 3.1, 3.2 and 3.3.9. Section 4.3, instead,
looks at BonnContinuousRouter as whole within the design
flow, and compares quality and performance of the global and
detailed routing.
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contributions

Many parts of this dissertation are joint work. Continuous routing
using a resource sharing formulation was first introduced in my
Master’s thesis [Sac15], stemming from an idea of Nicolai Hähnle, and
then published in Hähnle and Saccardi [HS19]. However, it was limited
to finding cheapest paths (instead of Steiner trees) on the rhomboidal
Hanan grid, it did not address via costs and used a simplified wire
model.

The new wire model from Section 1.4.2, handling tip-to-tip spacing
and overhanging vias, is novel and was developed together with Stefan
Rabenstein. Capacity and usage estimation (Sections 1.4.3 and 1.4.4)
are due to myself, as well as the new via cost and usage formulation in
Sections 1.4.5 and 1.4.6 (planar wire cost and usage are as in [HS19]).

The theory in Section 2.1 is joint work with Stefan Rabenstein and
was part of his Bachelor’s thesis [Rab17], which I co-supervised. The
rhomboidal Hanan grid in Section 2.2 is part of my joint work with
Nicolai Hähnle [HS19], however grid transitions and grid size analysis
(Sections 2.2.1 and 2.2.2) are new to this work and due to myself.
Section 2.3 is a generalization of an idea found in [Sac15].

The algorithms in Sections 3.1 and 3.2 are mostly applications of the
work found in [WWW86; GH05], with the exception of Algorithm 4
(Multidir. Dijkstra, n heaps), which is due to myself, and Algorithm 8
(MST reroute heuristic), which was implemented by Raoul Nicolodi
under my supervision. Algorithm 9 (xyz-postoptimization) is also joint
work with Raoul Nicolodi and started from an idea of mine: a simpli-
fied postoptimization can be found his Master’s thesis [Nic20], which
I co-supervised. The remaining part of Section 3.3 is due to myself
and new in this work.

Chapter 4 is also my own contribution; the code of BonnContinuous-
Router that was tested was written by me, except the implementation
of Algorithm 7 (Monodir. Dijkstra with future costs), which is due to
Stefan Rabenstein and part of his Bachelor’s thesis.



1
P R E L I M I N A R I E S

This Dissertation deals with introducing a new global routing model,
i.e. global routing on rhomboidal tiles. Before we can actually dive into
the topic we have to take some preliminary steps: this Chapter con-
stitutes precisely those steps. Broadly, each of the following Sections
tries to answer its own question:

• Section 1.1: how is a chip designed and manufactured?

• Section 1.2: what is global routing, and how can it be solved?

• Section 1.3: what is the motivation for changing the global rout-
ing paradigm from edges to rhomboids?

• Sections 1.4.2 and 1.4.3: how are wires and routing space mod-
eled in global routing?

• Sections 1.4.4 and 1.4.6: how is usage defined for rhomboidal
tiles and objective resources?

We start from scratch in Section 1.1: we talk about how microchips
are manufactured, what are the constraints and difficulties involved,
and how they are designed. This is merely a bird’s-eye view on the
topic, which is extremely vast; we quickly turn our focus on global
routing specifically (Section 1.2). We introduce the problem, and we
explain how to solve it. We also review what other approaches have
been used in the literature. Special attention is given to the resource
sharing approach in Section 1.2.2, which is what we use for rhomboidal
tiles routing as well.

Familiarity with global routing is needed to understand the next
Section 1.3: here we motivate the need for a new global routing model,
the rhomboidal tile model. This is formalized in Section 1.4, where
we address most of the global routing modeling questions. The wire
model is discussed in Section 1.4.2. This includes describing how wires
are shaped, and which constraints apply to them in global routing
(spacing and track patterns).

These notions are key to be able to estimate how much routing
space is available (we are interested in answering this question for
rhomboidal tiles, but this has applications also in traditional global
routing). This is described in Section 1.4.3.

Afterwards, we would like to discuss how to compute how much
routing space is used by global routes. However, this requires first to
make explicit how we compute the cost of a route on priced rhom-
boidal tiles; this is Section 1.4.5. The following Section 1.4.6 completes

7
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Matti
IBM technology C8SF; Coordinates: X: -10..1560490, Y: -15876..1583636; colored by c7.ctrf

Research Institute for Discrete Mathematics, University of Bonn

figure 1 .2 Placement of the chip “Matti”, in Mathematics and Aes-
thethics of Chip Design [Hou+19].

the resource sharing formulation for rhomboidal tiles routing by de-
riving cost functions starting from the resource sharing prices. This
leaves open the problem of finding Steiner trees of minimum cost,
which is the topic of the next Chapter.

1.1 vlsi design

Modern integrated circuits (what we commonly refer to as a microchip)
are miniaturized three-dimensional structures that implement an elec-
tronic circuit (Figure 1.1). As a useful analogy, we might think of a
common printed circuit board (such as those found in every electronic
product), folded on itself and reduced to the space of few squared
millimeters. Here we will talk exclusively about digital circuits, which
can be described in terms of Boolean functions, and where the signal
carried on the wires has only two logical states possible, 0 and 1.
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Matti
IBM technology C8SF; Coordinates: X: -10..1560490, Y: -15876..1583636; colored by t2.ctrf

Research Institute for Discrete Mathematics, University of Bonn

figure 1 .3 Routing of the chip “Matti”, in Mathematics and Aes-
thethics of Chip Design [Hou+19].



10 preliminaries

logic synthesis

physical designSpecification

HDL

Logic synthesis

hierarchical

Floorplanning

Placement

Global routing

Detailed routing

Gate sizing

Buffering

Verification

Manufacturing

Testing

ne
tl

is
t

hierarchical

[ Wednesday 31st August, 2022 at 14:23 –]

figure 1 .4 Simplified VLSI design flow. The dashed arrows stand
for operations that often require further changes and another design
cycle.

Microchips are built in layers, by progressively depositing and
etching microscopically thin coatings of conductors, semiconductors,
and insulators, in a process called photolithography, on a silicon plate
(a wafer). The first manufactured layer contains the transistors that
execute the logical functions, by switching the voltage level across
their gates; the layers above contain instead the wires, which connect
different transistors together (as well as carrying power and clock
signals). On the last manufactured layers, we usually find the external
pins that lead out of the chip.

Very Large Scale Integration (VLSI) is the process of creating inte-
grated circuits, by combining and connecting transistors into a unique
design. Modern microchips pack meters of wiring and billions of
transistors within the space of a few squared millimeters, hence the
“very large scale”.

In general, VLSI is a rather broad term, encompassing a multitude
of specialized processes and active research fields. In order to better
contextualize this Dissertation, we will briefly cover some of its aspects.
Further details can be found in [HHV15; Vyg01], as well as in many
books on the topic, such as [Uye02]. A simplified design flow chart is
outlined in Figure 1.4, and described in more detail in the following.
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1.1.1 Logic design

VLSI starts from a specification, a description of the microchip func-
tionalities and required capabilities. This might include, for example,
the ability to perform certain arithmetic or cryptographic operations,
or respond to certain instruction sets, as well as requirements on the
number of cores, chip speed, cache memory. For electronic design au-
tomation (EDA) software to be able to process this specification, it has
to be encoded in some hardware description language (HDL), such as the
well-established VHDL and Verilog, or the more recent, open source
initiative SpinalHDL1. From there, logic synthesis tools are tasked with
decomposing the HDL source into simpler circuits and a netlist. These
simpler circuits are often elementary logic gates (such as ∧, ∨, ¬),
which implement some fundamental logical function; by chaining
them appropriately (as specified in the netlist), it is possible to realize
any Boolean function in the specification.

Due to the colossal complexity of modern microchips, design is
performed hierarchically. Elementary logic gates, often referred to as
leaf cells, are designed separately [Van+20]; reusable logical or memory
functions are clustered into larger blocks called macros. Portions of
logic might then be clustered again into larger logical units (for exam-
ple, based on overall functionality, such as integral or floating point
arithmetic, or purely based on their location in the design), and the
process might be repeated all the way up to a full microprocessor core,
for CPUs, and further to the top level.

Hierarchical design starts in logic design, as some of the HDL
source has to be isolated to describe the functionality of smaller blocks.
For this reason, we refer to the netlist as connecting circuits rather
than gates, since some of those could be macros or larger blocks.
Nonetheless, after logic synthesis, we have a netlist for every block at
every level of the hierarchy. This is the input of the next design stage.

1.1.2 Physical design

Physical design is the process of turning the given netlist and circuits
into manufacturable geometries. The first stage is floorplanning, in
which the larger blocks are arranged on the chip in order to determine
the overall area utilization. This is done in respect of the netlist and
timing requirements, for example by placing critical circuits closer to
each other (Figure 1.5). It is then followed by placement (Figure 1.2)
and legalization, where the final location and orientation of all circuits
is set, without overlaps.

Once a location for all circuits is known, the design goes into routing
(Figure 1.3), where the connections specified by the netlist are actually

1 https://spinalhdl.github.io/SpinalDoc-RTD

https://spinalhdl.github.io/SpinalDoc-RTD
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figure 1 .5 Example of blocks at different level of the VLSI design
hierarchy. Macros can be seen in gray, as well as logic gates, colored.
This plot represents one of the stages of the BonnPlan floorplanning
tool [Sil19], where each different color represent a possible further
clustering of the lower level logic.

computed, in the form of wires. We call route a set of wires that
connect a net. Wires belonging to different nets must not intersect
(otherwise we have a short circuit), and they have to adhere to the
design restrictions imposed by manufacturing. The set of rules the
wire shapes have to comply with are called design rules. These describe
which geometrical configurations are allowed, and often affect wires
locally, at a small scale; the process of checking whether a routing
solution is compliant to the design rules is called design rules checking
(DRC). At the same time, the computed routing should optimize
global objectives, such as overall length, or timing. Due to the distinct
global/local nature of these problems, routing is usually performed
in two stages, global routing and detailed routing.

Global routing is tasked with optimizing inherently global objectives
(netlength, timing, power), and to compute a routing solution as close
as possible to a feasible, DRC-clean detailed solution, albeit relaxing
design rules and allowing for wires to overlap.

The resulting global routing solution is used to drive the detailed
router, which removes shorts and finds a DRC-clean solution. This is
achieved by exploiting the previously computed global routes (as well
as any other information the global router can provide) to restrict the
search space. A detailed router might try to first make existing global
wires legal w.r.t. design rules, or actually re-route a net in the area
surrounding the global wire. This is especially taxing because, as an
internal oracle, it should have a full implementation of all design rules
(see, for example, [Sch12]).

On the other hand, a “good” global routing should carefully balance
between wire density, netlength, power, timing, and take into account,
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figure 1 .6 Example of a congestion map in a modern 5nm design
(namely C11, see Chapter 4), using BonnRouteGlobal as a global router.
More details on congestion can be found in Section 1.2.2. Each edge
in the global routing graph is represented as a stretched hexagon;
congestion values above 1.00 represent areas where routing density
is above the predicted capacity, and might create difficulties for the
detailed router.

in the density measure, the effects of different design rules and the
inefficiencies of the detailed router. This combined density measure is
commonly referred to as congestion (see Figure 1.6). In fact, a global
router task is twofold: it should compute a solution that is suitable for
driving the detailed router, and that is representative and predictive
of the output of the detailed router. Congestion is used to evaluate the
feasibility of a design without bringing it all the way through physical
design, and global wires should give a good idea of the design overall
performance, in terms of netlength, timing, and chip area utilization.

The focus of this work is in global routing, and more specifically,
introducing a new global routing paradigm. In Section 1.2.2, we will
elaborate further on global routing..

Last but not least2, in physical design we have several techniques of
timing optimization. As a matter of fact, timing optimization is hard to
restrict to a specific stage: it is ubiquitous in the flow, and might occur
as early as the placement and floorplanning stages [Och19; Alb+02],
often with feedback loops into earlier stages. The most important
timing optimization techniques are gate sizing, and buffering.

In gate sizing, circuits are replaced with logically equivalent ones,
with different timing properties and power consumption; several vari-
ants (e.g. operating at different voltage levels) of the same elementary

2 Quite literally: timing optimization occurs at every stage of the physical design flow.
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gate are usually available. This is ultimately a subtle trade-off problem
between signal speed and power consumption. Furthermore, not all
variants might be suitable to be used for a given circuit instance, due
for example to timing criticality, and not all variants might share the
same footprint, requiring rerouting or placement refinement after the
change.

Buffering, instead, breaks down long paths by inserting repeaters or
inverters3 to strengthen the signal and reduce delay. The delay along
a wire grows quadratically with the wire length: inserting buffers
linearizes this behavior. Of course buffers consume power too, and
might not be needed on all paths, or there might not be sufficient
space to place them. Moreover, when buffer insertion is possible, the
whole routing solution can be planned differently, and the insertion
of a repeater usually implies that a new global (and detailed) routing
path has to be computed anew.

It is clear that timing optimization and routing are tightly coupled;
indeed each net individually might go through several stages of gate
sizing, buffering, placement refinement and rerouting. This is the case
for example in routing based optimization [Sch19a].

1.1.3 Verification and manufacturing

The output of detailed routing is a set of geometrical shapes which
can be manufactured. However, before going into production, the chip
is checked. This is called verification, and like timing optimization,
verification is not confined to a single stage: logic can be analyzed and
tested already at an HDL level, or part of the chip might be simulated.
DRC checking and timing analysis itself are a form of verification, for
manufacturability and performance. If the design is not compliant,
are brought forward to logic or to physical design, and the process
is repeated. In fact, it might take years of iterations before a design
reaches closure, and is ready for manufacturing.

Ultimately, the chip is fabricated: the geometrical shapes are manu-
factured at a microscopic level by means of photolithographic and chem-
ical processes. These are specific to a given technology node, usually
denoted with a distance, like 7nm or 5nm, which roughly measures
the minimum size of a manufacturable feature. The technology node
drives the whole VLSI design process: sets design rules, determines
the size of a transistor and its power consumption. As of the time
of writing, the lead technology node is 5nm, which entered volume
production in 2020, with only two producers worldwide that can offer
this technology, the Taiwanese TSMC and South Korean Samsung.

After fabrication, before productions, chips are tested. This is not
only aimed at detecting defective chips, but also to identify preventable

3 Gates whose logical function is, respectively, identity and negation.
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errors in the production and design process. Testing might be done
electronically, or by inspection of the microchip using optical or man-
ual tools; performance is also measured, and again the design process
might be repeated in order to fix potential issues. It often requires
multiple test batches before a chip is finally ready for mass production.

1.1.4 The challenge for EDA tools

It is often said that the number of transistors in a modern microchip
doubles every two years. This is what is commonly known as Moore’s
law [Moo65], and certainly the microchip production has managed
to follow this trend quite accurately so far. Every technology node,
however, introduces new constraints and limitation to the physical
design tasks, while at the same time requiring increased efficiency
and accuracy. Modern tools are faced with the increased mathematical
complexity of design rules [Alp+10], and optimizing simultaneously
a wide range of objectives at all steps. Turnaround time for physical
design is critical for designer to be able to test changes quickly, as
well as the ability to predict the performance of the design. In this
context, routing is on the front line of technological advancement.
For global routing especially, this translates into the need for a fast,
accurate, multi-objective global router, capable of producing a reliable
congestion metric, while at the same time being customizable, to trade
off different aspects and to quickly adapt to the designer needs.

1.2 traditional global routing

We will now introduce the global routing problem, with a simplified
formulation. For this, we need to understand better how a chip is
structured. Normally, wires in a chip can only be manufactured in one
of the Cartesian axis directions; each manufacturing layer has thus one
associated direction, and they alternate, with z interleaving between x
and y layers. When we talk about layers in global routing, we usually
refer to x and y layers, and we see vias (z-parallel connections) as
connecting two points on two x or y layers.

Wires cannot usually be placed in any position; we rather have a set
of suitable positions which we call tracks. The grid graph arising from
connecting all tracks with vias is the track graph (Figure 1.7a).

From here, we can formulate a simplified routing problem as fol-
lows:
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[ Wednesday 31st August, 2022 at 14:23 –]

(a) A simplified two-layer track graph, with uniform track distance.

[ Wednesday 31st August, 2022 at 14:23 –]

(b) Three vertex-disjoint Steiner trees embedded in the track graph.

figure 1 .7 Track graph and vertex-disjoint routes.

simplified routing problem

Input A track graph G, a netlist N ⊆ 2V(G) of pairwise disjoint
terminal sets.

Output A set of vertex-disjoint {YN}N∈N, where each YN is a
Steiner tree on N ∈ N.

In the above, a net in the netlist is simply a set of vertices in the
track graph, and we model the routes as Steiner trees on the track
graph (Figure 1.7b). Of course this statement is extremely simplified,
since it does not take into account DRC rules, nor it does optimize any
goal. Any realistic routing solution should at least minimize the total
net length.

Nonetheless, this formulation is already NP-hard, even if the nets
consist of two terminals [KV82; Kar72]. To complicate the matter
further, the track graph is huge. Therefore, in global routing, we
operate on a coarser global routing graph.

The chip is partitioned in rectilinear tiles, and the vertices of the
track graph are clustered into a single global routing graph vertex for
each tile (Figure 1.8).

At this point, each edge in the global routing graph stands for
multiple tracks in the track graph; it is thus natural to associate a
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[ Wednesday 31st August, 2022 at 14:23 –]

(a) Global routing tiles group cluster together different tracks.

[ Wednesday 31st August, 2022 at 14:23 –]

(b) One vertex in each global routing gives rise to the global routing graph.

figure 1 .8 Construction of a global routing graph.

capacity to each edge, which we denote with cap(·). We can now give
the first formulation of the global routing problem:

simplified global routing

Input A three-dimensional grid graph G (the global routing
graph), with associated capacities cap : E(G)→ Z⩾0 and
edge length function ℓ : E(G)→ R>0. A netlist N ⊆ 2V(G),
and wire width functions w : N× E(G)→ R>0.

Output A Steiner tree YN in G, for each N ∈ N, such that the total
wire width on each edge does not exceed the capacity, i.e.

∑

N∈N:e∈E(YN)

w(N, e) ⩽ cap(e) ∀ e ∈ E(G)

and s.t. the total wire length
∑
N∈N

∑
e∈E(YN) ℓ(e) is min-

imized.

Several variants of the above problem are possible too, for example
nets can be weighted, or the objective might be different. Of course,
the problem above stays NP-hard, since it contains the Steiner tree
problem [GJ77], as well as the edge-disjoint path problem [Sch09]
we mentioned before. However, this formulation opens up for more
sophisticated objectives and allows to arbitrarily simplify the path
search graph. As a downside, the netlist now comes as a terminal sets
on the vertices of the global routing graph, therefore we have to snap
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the original connection points on the track graph to V(G). This is a
potential drawback, as we will see in Section 1.3.

1.2.1 Previous and related work

In the literature, the global routing problem has been tackled in several
different ways; for an in-depth survey, we refer to Hu and Sapatnekar
[HS01].

A natural way to approach global routing, is to work with integer
and linear programming. This has been investigated, for example,
by Grötschel, Martin and Weismantel [GMW96b; GMW96a]; later,
Hoàng and Koch [HK12] manage to solve small but complex instances
using this very method. However, size remains the bottleneck for
ILP approaches; Wu, Davoodi and Linderoth [WDL11] work around
the issue by decomposing the problem and running different IPs on
smaller subregions. Nonetheless, only very small instances can be
solved by means of ILP.

Another global routing technique, widely used in industry, is nick-
named “rip-up-and-reroute”; this is a large class of algorithms and
heuristics, which focus on triggering a route recomputation when
the previously computed solution is not good enough (for example,
conflicts with other nets). An early example of this can be found in
the work by Ting and Tien [TT83]. Hadsell and Madden [HM03] use
congestion to drive the rip-up-and-reroute mechanism, obtaining im-
proved results. In general, rip-up-and-reroute is a popular technique
adopted by many of the top-ranked contestants to the ISPD Global
Routing contest [Mof09]. Here we would like to mention NTHU-Route
2.0 [Cha+10], Archer [OW09] (both employing rip-up-and-reroute as
main technique), FastRoute 4.0 [XZC09], which uses rip-up together
with shortest path searches (also called maze routing), and MaizeRouter
[Mof08]. Other contestants included FGR [RM08], which instead ap-
proaches routing with a mechanism based on Lagrangean multipliers,
and BoxRouter 2.0 [Cho+09], which combines linear programming
and path search together.

Among the most successful approaches to global routing, however,
we have multicommodity flow techniques; the work of Shragowitz and
Keel [SK87] is one such example. Although limited to two-terminal
nets, they develop an algorithm to progressively reduce overflow by
rerouting a subset of each net at every iteration. A similar formulation
by Raghavan and Thompson [RT91] generalizes to three and more ter-
minals, although, in their work, they first solve a linear programming
relaxation, and afterwards they recover an integral solution. Carden,
Li and Cheng [CLC96] are the first to give a theoretical bound to the
solution computed through a multicommodity flow formulation; they
perform subsequent routing iterations by updating the edge weights
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multiplicatively [AHK12]. Garg and Könemann [GK07] also take a
similar approach, providing a simpler algorithmical framework, then
extended by Albrecht [Alb00; Alb01]; the latter is based on solving a
fractional relaxation using a fully polynomial approximation scheme,
and then applying randomized rounding. Vygen [Vyg04] extended
this technique to optimize coupling, delay and power consumption,
and then later Müller [Mül06] to manufacturing yield too. This con-
verged into a unique, general resource sharing framework for handling
multi-objective global routing in the work of Müller, Radke and Vy-
gen [MRV11]; in the recent work of Blankenburg [Bla21], the runtime
bound of resource sharing has then been improved. At the moment
of writing, this represents the state-of-the-art in the multicommod-
ity flow class, providing an algorithm which can be used to solve
very large instances extremely fast, as well as theoretical guarantees
for approximation ratios. We will go into further details on this in
Section 1.2.2.

The flexibility of this approach allows Held, Müller, Rotter, Scheifele,
Traub and Vygen to incorporate timing constraints, as well as optimize
different delay models [Hel+18]. Precedents for timing optimization
together with routing can be found for example in the work of Huang,
Hong, Cheng and Kuh [Hua+93] and then Hong, Xue, Huang, Cheng
and Kuh [Hon+97]. These are also based on multicommodity flow or
resource sharing, and employ net-based and then path-based delay
bounds. More recently, resource sharing has been used by Daboul,
Hähnle, Held and Schorr for performing gate sizing [Dab+18; Dab21],
and most notably in buffering, with the work of Rotter [Rot17] and
then Daboul, Held, Natura and Rotter [Dab+19]. This represents per-
haps the most complex global routing oracle so far, since it is capable
of optimizing simultaneously placement resources for buffering, tim-
ing (with a simplified linear model), congestion (on the global routing
graph), as well as netlength.

Resource sharing is the same approach behind previous works in
continuous routing: in [Sac15; HS19] we introduced global routing
on rhomboidal tiles, with a limited model based on shortest paths
and using no via costs. In [Rab17], Rabenstein strengthened it from
shortest paths to Steiner trees. Blankenburg [Bla19] showed how it is
possible to easily integrate continuous routing with different objectives
in resource sharing, by adding timing to it. In this work we will omit
timing, focusing instead on broadening the theory and the algorithms
in continuous routing to support different global routing scenarios.

Lastly, in recent years machine learning has gained much momen-
tum, and there have been some attempts to apply it to global routing
as well. This is especially tempting for congestion estimation [QCZ14;
Maa+18], since most of the time is spent upfront in the learning
phase, and afterwards the congestion oracle is very fast. Nevertheless,
combinatorial algorithms are still needed to compute actual global
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routes, even when these are used for training machine learning models
[Lia+20].

1.2.2 Resource sharing

In this Section we will describe in more depth how resource sharing
can be used in global routing.

definition 1 .2 .1 (Resource sharing terminology). The following sum-
marizes the key concepts used in resource sharing and sets their notation. We
define:

• The set of shared resources S. These can be thought as, e.g., space
on the chip, or global routing graph edges, and encode our packing
constraint.

• The set of customers, denoted by N. Customers consume resources,
and in the context of global routing, each net is a customer (and thus
we use the same symbol).

• A block of feasible solutions BN, i.e. a convex set of solutions for
each N ∈ N. In the case of nets as customers, it is the convex hull4 of
the Steiner trees on N, and it is usually given implicitly by providing
instead a block solver (see below).

• A usage function usgN : BN → RS
⩾0 for each N ∈ N, s.t. each of

its components usgN,s : BN → R⩾0 is convex. This takes a solution
in the block and computes the resource usages, i.e. the consumption
arising for each resource for the specific solution.

• A block solver oracle solN : RS
>0 → BN for each N ∈ N. A block

solver takes a resource price vector y ∈ RS
>0 and returns a solution

in the block for customer N, approximately minimizing

y⊺ usgN(solN(y)).

• The quantity y⊺ usgN(solN(y)) is the cost of the solution. In gen-
eral, any scalar product between a price vector and a usage vector is
always a solution cost, according to the semantic rule

“cost = price× usage”.

• When given a set of solutions YN ∈ BN, ∀N ∈ N, we can talk about
resource congestion (or total usage), denoted with cong(s), s ∈ S,
and defined as

cong(s) :=
∑

N∈N
usgN,s(YN);

where usgN,s(YN) =
(
usgN(YN)

)
s

is the s-entry of the usage vector.

4 We assume some suitable representation for the Steiner trees on N.
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Figure 1.6 shows an example of a congestion map, where the set of
resources S is the set of global routing edges. Congestion is a key
metric that is used to identify hot-spots where the routing is especially
difficult. We can now introduce the general resource sharing problem
as in [MRV11].

min-max resource sharing

Input A finite set of shared resources S, a finite set of customers
N, and for each customer N ∈ N, a convex block of feasible
solutions BN, a convex usage function usgN : BN → RS

⩾0,
a block solver oracle solN : RS

>0 → BN.

Task Find a set of solutions {YN ∈ BN}N∈N attaining

cong∗ := inf
{

max
s∈S

cong(s)
}

, (1.1)

i.e. attaining the infimum of the maximum congestion over
all resources.

If the blocks BN are compact, then there is a set of solutions that
attains the infimum of Equation (1.1), hence

cong∗ = min
{

max
s∈S

cong(s)
∣∣∣∣ {YN ∈ BN}N∈N

}
,

hence the name Min-Max Resource Sharing. This problem can be
solved very efficiently in theory and in practice if we have some
guarantee on the block solvers:

definition 1 .2 .2 (σ-approximate block solver). A block solver solN :

RS
>0 → BN is σ-approximate if it is an approximation algorithm with

approximation ratio σ for minimizing the solution cost, i.e.

y⊺ usgN(solN(y)) ⩽ σ inf
YN∈BN

y⊺ usgN(YN), ∀y ∈ RS
>0. (1.2)

theorem 1 .2 .3 (Müller, Radke and Vygen [MRV11]). Consider an
instance of the Min-Max Resource Sharing problem. Assume that every
block solver is a σ-approximate block solver, and let θ denote the time for a
block solver call. Then, for every parameter ω > 0, it is possible to obtain a
σ(1+ω)-approximate solution to the Min-Max Resource Sharing problem
in time

O
(
θ (|N|+ |S|) log |S|

(
log log |S|+ω−2

))
.

A better runtime is possible if 12 ⩽ cong∗ ⩽ 2; however, in [Bla21],
this restriction on cong∗ is removed:

theorem 1 .2 .4 (Blankenburg, [Bla21]). Under the same hypotheses as
Theorem 1.2.3, we can compute a σ(1+ω)-approximate solution in time

O
(
θ (|N|+ |S|) log |S|ω−2

)
.
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Both proofs of the results above are constructive, and the solution
can be computed in practice by means of the Min-Max Resource Sharing
Algorithm. This is extensively discussed e.g. in [MRV11; Sch19a; Dab21;
Och19; Dab+18; Hel+18; Bla21]; hence, instead of giving a formal
description of the algorithm, we will give an outline of the main
concepts, and refer to the cited works for further details.

Figure 1.9 shows how the core of the resource sharing algorithm op-
erates. The algorithm runs in phases; in every phase, one or more new
solutions are computed for each customer. We keep track of the total re-
source usage, which is initialized at zero, and incremented when new
solutions are computed. The resource price vector that is passed to the
block solver, is exponential in the total resource usage (appropriately
scaled), and thus grows multiplicatively with each added usage (see
also Figure 1.33). The total number of phases depends on the desired
approximation, as well as the number of resources. [MRV11] observed
that the algorithm parallelizes extremely well: separate threads can
evaluate the block solver for separate customers, and prices can be
updated atomically.

Now that we have an understanding of resource sharing, we can
specialize resources and customers, as well as the resource sharing
algorithm, for global routing.

Global routing as a Resource Sharing problem

In Definition 1.2.1, we have already hinted at some of the changes
we need to make to solve global routing; namely, we take the nets
as customers, and we consider the edges E(G) of the global routing
graph G as resources, S := E(G). We need thus to define usages; this
is however easy in our simplified scenario.

Assume that an edge e ∈ E(G) spans cap(e) tracks. We call this
quantity capacity of a global routing edge. Let YN be a Steiner tree for
N ∈ N. In particular, YN ∈ BN. Define

usgN,e(YN) :=

{
1/ cap(e) if e ∈ E(YN);
0 otherwise.

With this definition, solN : RS
>0 → BN can be implemented by any

approximation algorithm for Steiner trees in weighted graphs. Many
options for this are discussed in Section 3.1.

However, we have to address one aspect in particular; despite our
oracle returning Steiner trees for a net N (i.e. integral points of BN),
the resource sharing algorithm returns a point in the convex hull; in
fact, it returns a convex combination of the integral solutions returned
by the oracle (and their respective weights). What we want though, is
a single Steiner tree for each net.

To achieve this, we use randomized rounding, sampling among the
solutions in the convex combinations, according to the weights. More
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resource sharing phases

get integral solution

usgtot(s)← 0, ∀ s ∈ S

zero-initialize resource usages

price(s)← exp(ϵ · usgtot(s))

prices grow multiplicatively

YN,i ← solN(price(s)) ∀N ∈ N

compute a solution

usgtot(s)← usgtot(s) +
∑
N∈N usgN,s(YN,i)

update total usage

{(wN,i, YN,i)}i, ∀N ∈ N

obtain convex combination

randomized rounding

rechoose and reroute

i
←
i
+
1

[ Wednesday 31st August, 2022 at 14:23 –]

figure 1 .9 Outline of the resource sharing algorithm. In order
to recover an integral solution, the resulting convex combination
is rounded with randomized rouding, followed by several phases
ofrechoose and reroute.
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details can be found in [Bih17] and of course [MRV11], from which
we recall this result:

theorem 1 .2 .5 (Müller, Radke and Vygen [MRV11]). Denote the out-
put of the Resource Sharing algorithm with G =

{
{(wN,i, YN,i)}

T
i=1,N ∈ N

}
,

s.t.
∑T
i=1wN,i = 1, ∀N ∈ N. Assume we randomly sample one Y ′N for

each N among {YN,i}i, with probability wN,i. Let

cong(G) := max
s∈S

∑

N∈N

T∑

i=1

wN,i usgN,s(YN,i);

cong ′(G) := max
s∈S

∑

N∈N
usgN,s(Y

′
N);

ρs := max
{usgN,s(YN,i)

cong(G)

∣∣∣∣ N ∈ N, i = 1, . . . , T
}

and let δ > 0. Then cong ′(G) ⩽ (1+ δ) cong(G) with probability at least

1−
∑

s∈S
exp

(
δ− (1+ δ) ln(1+ δ)

ρs

)
.

Moreover, randomized rounding can be followed by one or multiple
rounds of rechoose and reroute, where a net gets either rerouted, or a
different solution gets picked from the convex combination set. This
allows to further improve the final, integral result and recover some
of the quality loss due to randomized rounding.

A unique framework for multiple objectives

As stated above, the resource sharing formulation only optimizes edge
congestion. This is of course insufficient for any real-world application,
where signal delay and wire length are extremely relevant. However,
it is very easy to integrate further objectives into the same framework,
provided we can encode them as resources and usages. This is how
netlength, yield and even timing are optimized in [MRV11; Sch19a;
Hel+18]. Here we will only briefly outline how this can be done, and
refer to the works above for details.

Consider for example net length; we can define an extra netlength
resource o ∈ S, and establish that any length of wire generated con-
sumes from such resource. When given a price vector y ∈ RS

>0, we
can set the cost of an edge e ∈ E(G) to

1

cap(e)
ye +

ℓ(e)

cap(o)
yo

where 1
cap(e) is the unit usage for the edge e, ℓ(e) is the edge length,

and yo the price of the netlength resource. What is missing is defining
cap(o), the capacity of the netlength resource. While this is easy for
edges (cap(e) is just the number of tracks spanned by the edge), it



1.3 continuous routing 25

is not trivial for netlength. There are many ways to define netlength
resource capacity; here we would like just to give an example of a
possible way to do so.

Let thus smt(N) denote the rectilinear Steiner length of N. We can
compute smt(N) (or a good approximation of it) using one of the
many algorithms available, such as those outlined in [Juh+18; CW08].
This gives us an estimate of how much wire length will be needed for
N. However, we need to account for potential detours which might be
introduced to avoid overcongesting an edge.

Assume thus we have numbers ϕN ⩾ 1, N ∈ N, which we call target
ratios, that represent how much extra length we can afford for a given
net. We can thus set

cap(o) :=
∑

N∈N
ϕN smt(N). (1.3)

By doing so, if we exceed the total length budget, we will exhaust
the netlength resource. An even better mechanism would be defining
multiple netlength resources and assign them to different subsets of
the netlist.

The resulting resource sharing formulation thus optimizes simulta-
neously edge congestion and net length. In practice, often target ratios are
required by designers, and resources are weighted differently based
on what is the desired outcome.

1.3 continuous routing

Traditional, edge-based global routing has been successfully used for
many years in physical design flows. However, the problem is often
assumed to be in a “clean” context, that is, routing is performed in
bulk on an empty chip. This is not often the case: pre-existing wiring
is present on the design, despite the literature covering predominantly
global routing where wires connect tile centers. As mentioned in
Section 1.1, physical design is an iterative process. When a chip is
close to production, synthesizing the whole design is not as desirable
as performing small, incremental updates. This is not only the case for
chip production, but it is also a methodological choice for part of the
synthesis flow, as for example is done in Routing Based Optimization in
[Sch19a]. In practice, therefore, global “tile-center-to-tile-center” wires
are rarely present alone in a design, they are accompanied by a variety
of entities that are often past the resolution of the discretization grid
used in global routing.
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figure 1 .10 Low chip layers are often crowded with small shapes
below traditional edge-based routing resolution; here we see two
adjacent layers (horizontal and vertical), in an area spanning roughly
45 tracks. Yellow: blockages; blue: pins; gray: pre-existing wires.

1.3.1 Limitations of edge-based routing

Let us consider for example [HS19; Sch19a]; experimental results here
were carried with a tile size of roughly 70 and 210 tracks. If we imagine
that shapes can be as thin as one track, we can get a sense of how
many “small” object exist past the resolution of a global routing tile;
many of those are pre-placed detailed wires and blockages5 of various
kinds, that might be protecting pins, marking the position of macros,
or reserving space for future wiring; see Figure 1.10 for an example.

The assumption that global wires should connect tile centers, and
that a global routing edge stands for a bundle of wires, is simplistic
once we start considering connecting to such detailed objects. Here
“detailed” is especially appropriate as many of these are usually not
synthesized in global routing, but in detailed routing. We here give
some examples to motivate this further.

example 1 .3 .1 (Loss of resolution due to pin mapping). Consider
Figure 1.11. The figure illustrates how information about actual pin
positions might be lost when detailed pins are mapped to vertices of
global routing graph. Without any mechanism to convey this informa-
tion into the Steiner tree oracle, poor topologies might be generated
as a result. Moreover, pins that lie within the same global routing tile,
are mapped to the same vertex, raising the question on how to convert
a global route on a such reduced pin set to a detailed route on actual

5 Blockages are regions of the chip where it is forbidden to place wires.
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[ Wednesday 31st August, 2022 at 14:24 –][ Wednesday 31st August, 2022 at 14:24 –]

(a) A cluster of detailed pins is mapped to global routing pins. Choosing
a shifted grid causes clustering onto a single global routing terminal; this
moreover highlights the fact that the mapped global routing netlist actually
depends on the grid.

[ Wednesday 31st August, 2022 at 14:24 –][ Wednesday 31st August, 2022 at 14:24 –]

(b) Possible global routing solutions which have different topologies than a
shortest detailed route. Global routing does not have sufficient resolution to
capture the fact that detailed pins are clustered in pairs without any added
mechanism to convey this information.

[ Wednesday 31st August, 2022 at 14:24 –][ Wednesday 31st August, 2022 at 14:24 –]

(c) Resulting routes if the global routing topology is applied to the detailed
pins. On the right hand side, more wiring has to be added to overcome the
fact that six pins were projected onto two.

Vertices of the global routing graph

Actual detailed pin shapes

Global route

Route on actual pins

[ Wednesday 31st August, 2022 at 14:24 –]

figure 1 .11 Limitations of edge-based global routing when consid-
ering detailed pin position; different or suboptimal routes might be
computed depending on grid size and offset.
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(a) Global route on the global routing graph. The wires are all tile-center-to-
tile-center.

(b) A single pin with multiple connection shapes.

figure 1 .12 A tile-center-to-tile-center global route compared to its
detailed pin shapes. This net is part of a real VLSI instance in the 5nm
technology node, and has 6 pins, drawn in solid gray. One of the pins
has multiple possible connection points, shown in Figure 1.12b. The
global routing tiles are dashed. Observe how several pins lie in the
same global routing tile.

pins. An example of such pin mapping issue is illustrated, on a real
instance, in Figure 1.12.

The issue of multiple pins being mapped to a unique vertex can be
considered as a special case of a generic issue, that is, how to generate
tile-internal wiring. This is needed not only to realize accurate con-
nection to the pins, but it is of relevance for any 3D router respecting
preferred direction constraints. Each corner in a path produces wiring
on both a horizontal- and vertical-constrained layer; omitting tile in-
ternal wiring, especially with relatively large tile sizes, has an impact
both in terms of via count and congestion estimation, as can be seen
in Figure 1.15.

example 1 .3 .2 (Tile-internal wires). Tile-internal wire synthesis and
tile-internal wire estimates have been approached in different ways.
In [Joa12], tile-internal wiring consumption is estimated statistically;
this however leaves out of the resource sharing optimization phase
a large amount of wiring, as shown in Figure 1.15. Later approaches
to the same problem compute instead a tile-internal planar Steiner
tree on pins and global wires, for example as proposed in [Mic17].
The focus shifts therefore on embedding the planar Steiner tree into
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different layers; this layer assignment problem is dealt with more in
depth in [Sch19b; Sch19a]. Further postoptimization passes might
be performed, both on global and tile-internal wires. Consider for
example the xy-postoptimization by [Kie16], which locally moves
wires within move bounds (e.g. global routing tiles).

While this approach has been employed successfully in BonnRoute-
Global, it requires to take special consideration for all tile internal
wires, and run specialized algorithms, which increase the complexity
of the routing flow. Moreover, different algorithms might optimize
slightly different objectives (e.g. [Kie16] does not take directly con-
gestion into account). Analyzing the routing solution, especially in
case of highly congested or critical designs, is extremely important in
order to drive the next design iteration [Wei+14], and having many
subsequent algorithms with different objectives makes this task more
complex.

Figures 1.13 and 1.14 showcase this issue more precisely; even in
the better case of Figure 1.14, a very large part of the global route is
replaced by tile-internal wiring which might not have been optimized
for the same objectives as the original route.

example 1 .3 .3 (Inability of modeling intermediate wire positions).
Let us consider global routing as a resource sharing problem, as
presented in [MRV11]. There, global routing edges are resources, and
a price is associated to each of them. Across multiple phases, an
approximate oracle for the Steiner tree problem on graphs is used
to generate a fractional solution; the price set for edges depends
exponentially on the edge usage. A single tile-center-to-tile-center wire
has a well defined usage on the global routing edge that it crosses.
However, observe that the position within the edge for such global
wire is not defined at this stage, and as such, all global wires that cross
that tile boundary are identical to resource sharing (take, for example,
the main horizontal trunk of the route in Figures 1.12 and 1.13).

Even assuming that a well defined position is assigned to such
bundle of global routing wires (e.g. by means of some algorithm like
[Kie16]), this is not reflected in terms of resource sharing usage unless,
for example, area capacity is used (as suggested in [Mic17]), i.e. the
same mechanism outlined in Section 1.4.3.

1.3.2 A new routing model

What we suggest to address the limitations above, is to completely
eliminate the concept of rectilinear tiles and global routing edges as
primary routing object, and replace them with rhomboidal tiles. The key
idea of the rhomboidal tile model, is that no snapping or discretization
of the objects has to ever take place. We will see this in Section 1.4; in
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(a) Global route completed with tile-internal Steiner trees. Global wires that
cross tile boundaries are kept in their position.

(b) Detail of the completed global route. Here it is evident where tile-internal
wires (green) connect to the residual global wire (gray). Moreover, since each
tree is built locally in a tile, unnecessary parallel wires are introduced on the
tile boundary. The route is also longer than it needs to be, as the residual
global wire could be moved vertically closer to the tile boundary.

figure 1 .13 The route from Figure 1.12 completed by adding tile-
internal Steiner trees that connect pins and global wires (green). Ob-
serve in Figure 1.13b a detail of the wires on the left: the resulting
route is far from being a shortest Steiner tree on the pins (solid gray).
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(a) Global route completed with local postoptimization and tile-internal
Steiner trees.

(b) Detail of the global route, compare to Figure 1.13b. Here the main global
wire trunk was moved as far as possible within the global routing tile. A
large portion of the route has thus been synthesized by algorithms with
different objectives.

figure 1 .14 The route from Figure 1.12, completed by adding tile-
internal Steiner trees, but only after applying the algorithm from
[Kie16]. This solution is clearly much better than in Figure 1.13b, as
the trunk was moved to the tile boundary. Observe however, that this
change has been performed without taking congestion into account,
nor the overall topology. The wires moreover have to be embedded
into layers. An edge-based global router cannot distinguish in terms
of congestion between this trunk and the one in Figure 1.12.
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(a) Breakdown of usage by layer and category on a 5nm design. Usage is
expressed in nm of single width wire track length. Especially in the lower
layers, usage from pre-estimated local wiring is prominent w.r.t. global wires.
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(b) Breakdown of the total amount of usage on all layers by category. Pre-
estimated local wiring contributes to 33% of the total usage.

figure 1 .15 Global routing usage statistics on a modern design,
where the pre-estimated usage is obtained with the method from
[Joa12]. This shows that a large portion of wiring, especially on the
lower layers, is simply pre-estimated and not optimized. For this
specific design, the designers requested to not use the first layer for
routing. Moreover, this design does not have a particularly dense
netlist, as most layers, especially the highest ones, are largely free of
wiring. This occurs as the algorithm will prefer solutions with fewer
vias (pins are on the lowest layers), when given the space.



1.3 continuous routing 33

0.00

0.30

0.50
0.60

0.70

0.82

0.91
1.00
1.10

C
on

ge
st

io
n

[ Wednesday 31st August, 2022 at 14:25 –]

figure 1 .16 A congestion map arising from rhomboidal tiles routing;
this is the exact same design (C11) as Figure 1.6. Each rhomboidal tile
is a resource in this case (see Section 1.4).

this Section we will give a high-level overview of the concept and its
advantages.

The idea is as follows: the chip is covered by ℓ1 balls, instead of
square tiles, but we do not construct a unique global routing graph
(we will see in Section 2.2 that we rather build one for every net). An
example of this can be seen in Figure 1.16. Every object in the chip
has a well-defined intersection with the rhomboidal tiles: this is used
to define how much space is available in a given tile, and how much
of that space is consumed by any wire, let it be global, detailed, or
tile internal. No pin mapping is necessary, and by using rhomboidal
tiles rather than rectilinear ones, we make sure that we can capture
the different global wire positions directly into the model, since the
intersection between a wire and a ℓ1-ball is a continuous function
of the position of the wire (Figure 1.17). For this reason, we named
this technique continuous routing; our implementation of it within the
BonnTools software suite is analogously called BonnContinuousRouter
(Section 4.1).

The strength of the rhomboidal tile model is in its simplicity and
universality, as well as flexibility. Let us see how the issues mentioned
above are addressed:

• Loss of resolution due to pin mapping. Pin mapping is not
necessary, as we can access directly the detailed shape.

• Tile internal wires. Tile internal wires are no different than
regular global wires in this context, and they can be synthesized
together with the global route.
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figure 1 .17 A visualization of how the intersection between a
vertical wire and rhomboidal tiles changes continuously when the wire
is dragged horizontally. Each position yields different intersections
with each of the four colored tiles. By contrast, in the edge-based
model, the wire can only be in either of the blue and red edges, giving
rise to a step function which cannot capture intermediate positions.

• Inability of modeling intermediate wire positions. Intermediate
wire positions are reflected in the different rhomboidal tile us-
age, since by moving a (sufficiently long) wire we get different
intersections with the rhomboidal tiles.

Moreover, rhomboidal tiles, being inherently “space resources”, and
not exclusively “wiring resources”, can be exploited in other tools as
well. Consider for example buffering [Rot17; Dab21].

example 1 .3 .4 (Buffering). Global routing is extended to integrate
buffering into the resource sharing algorithm. Adding buffers to a
net is simultaneously a routing task, a timing optimization task, and
a placement task. Focusing on the latter, new placement resources
are introduced to model the space used by the buffer circuit. In the
rhomboidal tile model, instead, a buffer could be regarded in the same
way as wires and blockages, and thus consume space from the layers
where it is placed (without having to add placement resources).

example 1 .3 .5 (Tile adaptivity). Tiles instead of edges also open up
to other opportunities, for example adaptive tiling. Rhomboidal tiles can
be easily subdivided in order to achieve higher routing resolution, or,
as is done in [HS19; Sac15] and this work, to bound the ratio between
the wire pitch and the tile size. Wires on higher layers tend to be
much thicker, so rhomboidal tiles can be clustered together to ensure
that, even close to the design ceiling, a single tile can accommodate
a sufficiently high number of tracks, without wasting computational
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resources with a too dense tiling (relative to the wire thickness). See
also Section 4.1 for an application of adaptive tiling.

Of course, switching the paradigm from edges to rhomboidal tiles
is not a trivial change.

1.4 rhomboidal tiles resource sharing formulation

Rhomboidal tiles, as a fraction of the chip space, have a natural in-
terpretation as routing resources, since fundamentally they represent
a fraction of the chip area. So we would like to use a resource shar-
ing formulation in this case too; this has the advantage that many
of the extensions that we have mentioned before (such as netlength
optimization, or timing) can be directly applied to tile-based routing.
First though, we have to replace the Steiner tree on weighted graphs
machinery with something equivalent for rhomboidal tiles. Namely,
we need to address the following:

1. defining the capacity of a rhomboidal tile;

2. defining usage arising from a wire;

3. derive a cost function expressing the cost of Steiner tree on
rhomboidal tiles;

4. provide an approximation algorithm for minimum cost Steiner
tree on rhomboids.

In this Section, we will address all but the last item, to which
Chapter 2 is devoted. Capacity is the subject of Section 1.4.3; cost
functions instead is studied in Section 1.4.5. Wire usages and wire
model is explained in Section 1.4.2, and finally Section 1.4.6 establishes
the relation between resource sharing prices and cost functions.

1.4.1 Basic notation

In Sections 1.2 and 1.3 we have already informally introduced many
concepts, which we will now make more precise. The geometrical
space where we set our work is a chip. For us, a chip is given by L
copies of a rectangle on the R2 plane. This can be seen as a box where
the z-dimension is discrete. Formally,

definition 1 .4 .1 (Chip area). Let W,H ∈N be the width and height
of the chip. We denote the chip area with := [0,W]× [0,H] ⊂ R2.

definition 1 .4 .2 (Chip volume). Let L ∈N+, and denote with L :=

{1, . . . ,L}, the set of layers. We denote with := ×L the chip volume,
given by L copies of the chip area. Each of × {l}, for l ∈ L, is a layer.
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(a) Global route computed by BonnContinuousRouter using the rhomboidal
tile model. All wires are global wires.

(b) Detail of the rhomboidal global route. The via structure is different than
the one computed in Figure 1.14, which indicates different layers were chosen
for the wiring. Indeed, the solution computed on the rhomboidal tile model
uses four vias less, because the vertical branch was placed on a lower layer
than in the solution computed using postoptimization, since tile-internal
wires are optimized already during resource sharing.

figure 1 .18 The net from Figure 1.12 routed by BonnContinuous-
Router (Section 4.1) with the rhomboidal tile model. The routing
algorithm produced a solution of the same length as in Figure 1.14
already during resource sharing in global routing without any special
treatment for local wires. Moreover, the rhomboidal tiles solution uses
fewer vias.
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figure 1 .19 A possible physical grid compared to the grid tiles
discretization.

When we take a point in or , we will denote it as, e.g., p̄ ∈ . This
notation will be helpful in distinguishing an abstract vertex v from its
position v̄. Therefore, when we write p̄ ∈ , we mean the coordinate
vector p̄ = (px,py,pz), with (px,py) ∈ , and pz ∈ L.

definition 1 .4 .3 (Integral chip area and volume). Denote with :=

∩Z2 the integral chip area. Analogously, we define the integral chip
volume := ×L.

We use integral points to subdivide every layer into square, rectilin-
ear tiles, in a similar fashion as with traditional global routing.

definition 1 .4 .4 (Grid tiles). We call [tx, tx + 1]× [ty, ty + 1]× {z},
(tx, ty) ∈ , z ∈ L, a grid tile. We identify the grid tiles with the set of
points (tx, ty, z) ∈ . Given p̄ ∈ , let the grid tile of p be

gt(p̄) := (gt(px), gt(py),pz) where gt(x) := ⌊x⌋, x ∈ R.

In practice, the coordinates on a chip are given in physically mean-
ingful units, e.g. nm, and all objects are described in terms of these
coordinates. One should think of a grid tile as a large square in terms
of physical units (i.e. a coarse discretization), and not as the finest
grid available in terms of physical coordinates (see Figure 1.19). More
specifically, the physical chip area does not have to align to grid tiles,
as long as it is contained in it; in fact, we assume that the upper right
corner of the physical chip area does not have integral coordinates, so
that it is contained in the grid tile (W − 1,H− 1).

We can now proceed to define the main object of study, rhomboidal
tiles. We cover each layer with a set of unit ℓ1-balls:

definition 1 .4 .5 (Tile set). Consider all the points {c̄ ∈ : cx ̸≡ cy
mod 2}. Let Tc̄ := B1(c̄, 1) be the rhomboidal tile centered at c̄, that
is, the ℓ1-ball of unit radius centered at c̄. We define the tile set T as
T := {Tc̄ | c ∈ , cx ̸≡ cy mod 2}.
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figure 1 .20 Tile set on a layer. Note that the constraints imposed
on the tile centers imply that the lower left corner of the chip area is a
tile vertex.

We define as well the volumetric tile set T ×L, where we take a copy of Tc̄
on each layer in L.

Note that requiring that the tile centers lie on integral points c̄ with
cx ̸≡ cy mod 2 is not restrictive, it is only a technical hypothesis in
order to disambiguate between the two possible cases.

1.4.2 Wire model

We are interested in computing connections between different locations
of the chip, which are realized by wires. As mentioned in Section 1.1,
wires can be manufactured in different shapes and thicknesses; how-
ever we will represent them as sticks, i.e. segments on each of the
layers, or z-oriented segments that join together two layers, together
with a wire type.

definition 1 .4 .6 (Rectilinear segment). Given two points p̄, q̄ ∈ ,
such p∆ = q∆ for at least two distinct dimensions ∆ ∈ {x,y, z}, we denote
with pq the rectilinear segment between p and q, i.e.

pq :=[min{px,qx}, max{px,qx}]

× [min{py,qy}, max{py,qy}]

× {min{pz,qz}, . . . , max{pz,qz}}.

We will often call a rectilinear segment simply a segment, where
the rectilinear property can be immediately inferred from the context.

definition 1 .4 .7 (Planar wire). A planar wire is a horizontal segment
[x1, x2]× {y1}× {z} (resp. vertical {x1}× [y1,y2]× {z}), where 0 ⩽ x1 ⩽
x2 ⩽W, 0 ⩽ y1 ⩽ y2 ⩽ H, and z ∈ L.
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definition 1 .4 .8 (Via). A via is a z-parallel segment {x}× {y}× {z1, . . . , z2}
with (x,y) ∈ , and z1 < z2 ∈ L. When z2 − z1 > 1, we talk about a
stacked via.

When we talk generically about wires, we mean that it might be
either planar or a via. Moreover:

definition 1 .4 .9 (Direction). Let pq be an axis parallel non-degenerate
segment in . Denote with d(pq) ∈ {x,y, z} the direction of pq, where
∆ = d(pq) is the unique axis direction such that p∆ ̸= q∆.

definition 1 .4 .10 (Orthogonal direction). Let ∆ ∈ {x,y} be one planar
direction; denote with ∆⊥ the orthogonal direction to ∆ such that {∆,∆⊥} =
{x,y}.

Note that our wire sticks are exclusively parallel to the axis direc-
tions. Although manufacturing wires with different slopes is feasible,
it is not common in advanced technology nodes, especially at the scale
at which the wires are built. In fact, as mentioned in Section 1.2, only
wires with a specific direction are allowed on a given layer, alterna-
tively x and y. Wires that do not respect this constraint are called jogs,
and are often very short (if allowed at all). Given the limited extension
and local usage of jogs, we will omit them from our model:

definition 1 .4 .11 (Preferred direction constraints). Assume that
for every layer l ∈ L, one direction d(l) ∈ {x,y} is given. We call such
direction preferred direction, and call the perpendicular direction d⊥(l)
simply orthogonal direction. We require that preferred directions alternate
throughout the layers, and we moreover fix that

d(l) :=

{
x if l ≡ 0 mod 2,

y otherwise.

We are interested, for our application in global routing, only in
segments that respect preferred direction, i.e. for which

d(pq) = d(pz) p̄, q̄ ∈ ,pz = qz.

Now, in order to recover the actual shape of a stick, we associate to
a stick a given wire type.

definition 1 .4 .12 (Wire type). A wire type is given by functions
of the layer mtlp, spcp : L → 2 , where mtlp(l) and spcp(l) are always
rectangles with nonzero area containing the origin, and p ∈ {w,uv,dv},
where w stands for a planar wire, uv stands for an up via pad and dv
stands for a down via pad. We call mtlp(l) the metal shape and spcp the
spacing.

The rectangles mtlp and spcp are to be thought as centered on a
single point stick at the origin; we can quickly recover the actual metal
shape of the wire with the Minkowski sum:
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figure 1 .21 Combining a wire stick with its corresponding metal
and spacing shapes yields the expanded metal shape and the clearance
for neighboring wires.

definition 1 .4 .13 (Expanded shapes). When given a wire stick qr and
a wire type, its expanded shapes on layer l are given by qr⊕mtlp(l) (the
expanded metal shape), and qr⊕mtlp(l)⊕ spcp(l) (the clearance shape),
where “⊕” denotes the planar Minkowski sum on layer l. When taking
expanded shapes, the only sensible choices for p are

• p = w if d(qr) = d(l),
• p = dv if qz, rz ⩽ l,
• p = uv if qz, rz ⩾ l.

See Figure 1.21 for an example of expanded shapes. Note that we
constrain p in mtlp(l) and spcp(l) to be consistent with the wire we
are considering; we take wire shapes for planar wires, up via pad
shapes for a via directed upwards from l, and down via shapes for a
via directed downwards from l. Other choices of p are of course not
sensible.

While mtlp simply encodes the shape of the metal around a wire,
spcp encodes the minimum distance at which another piece of metal
can be placed to be manufactured correctly without making a short.
A violation to this constraint is represented by metal intersecting
with a clearance shape; the distance between two metal shapes has
to satisfy both spacing constraints, i.e. if the constraint is applied to
one direction only, it has to be the maximum between two different
spacing constraints, not the sum. In other words, spacing shapes of
different shapes can overlap, but must not overlap with metal. Of
course, wires belonging to the same net must be connected, therefore
the spacing constraint affects wires of different nets. Nonetheless,
having a rectangular spacing constraint is still a simplification of
the design rules; normally, spacing depends on the metal shape and
size. Moreover, in our formulation we assume that wire shapes are
contained in a “flat” layer: in practice, wires are of course three-
dimensional (they have a depth in the z-direction), and vias have an
intermediate shape, in-between the pads, as shown in Figure 1.22.
However, this model is still accurate enough for global routing.

We introduce pitch and tip-to-tip spacing as two complementary
concepts which are useful to compactly describe wire types (see also
Figure 1.23).
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(a) An example of two planar wires joined by a via. Here the wire thickness
varies between the layers, and the up via shape bleeds outside the planar
wire metal area. Via shapes are marked with a cross.
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(b) Actual metal shape intended to be manufactured. The global routing wire
type model simplifies the geometry by considering wires as planar; in fact,
they have depth, and up and down via shapes are joined in-between by an
intermediate shape.

figure 1 .22 Wire model compared to actual shapes.
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definition 1 .4 .14 (Pitch). Let l ∈ L with orthogonal direction d⊥(l).
Let some wire type have metal and spacing shapes mtlw(l) = [mx,Mx]×
[my,My] and spcw(l) = [sx,Sx]× [sy,Sy]. We call pitch the distance

P(l) :=
(
Md⊥(l) −md⊥(l)

)
+ max

{∣∣∣Sd⊥(l)
∣∣∣ ,
∣∣∣sd⊥(l)

∣∣∣
}

,

i.e. the minimum orthogonal distance at which two adjacent planar wire
sticks of this wire type can be placed without violating the spacing clearance.

definition 1 .4 .15 (Tip-to-tip spacing). Given l ∈ L and a wire type,
we call tip-to-tip spacing the distance

t2t(l) := |Md(l)|+ |md(l)|+ max
{∣∣Sd(l)

∣∣ ,
∣∣sd(l)

∣∣} ,

i.e. the minimum preferred direction distance at which two adjacent planar
wire sticks of this wire type can be placed without violating clearance.

We assume that together with a wire type, we also have a track
pattern on each layer, i.e. a set of track positions, compatible with the
pitch, that specifies which positions are feasible for a given wire type.

definition 1 .4 .16 (Track pattern). Given a wire type, a track pattern
on a layer l, denoted with tpl, is given by coordinates T0, t1, . . . , tk, s.t.
ti ⩾ P(l) for i = 1, . . . ,k. We say that tpl has k tracks, has offset T0 and
period

∑k
i=1 ti. Each ti is the distance between track i and track i+ 1.

A planar wire stick of this wire type is said to be on track on layer l if its
orthogonal coordinate is

tpl(n, j) := T0 +n

(
k∑

i=1

ti

)
+
∑

i<j

ti (1.4)

where tpl : Z× {1, . . . ,k}→ R, for some n ∈ Z and j ∈ {1, . . . ,k}. In that
case, we say the wire stick is on track j.

definition 1 .4 .17 (Set of all tracks). A track pattern defines a repeating
pattern of tracks on the whole plane, as shown in Figure 1.23, i.e. segments
spanning the whole chip width (for d(l) = x) or height (for d(l) = y), at all
the on-track coordinates given by Equation (1.4). Formally, for a layer with
d(l) = x, the set of all tracks is given by

{
[0,W]× tpl(n, j)× {l} : tpl(n, j) ∈ [0,H],n ∈ Z, j ∈ {1, . . . ,k}

}
,

and analogously, for d(l) = y,

{
tpl(n, j)× [0,H]× {l} : tpl(n, j) ∈ [0,W],n ∈ Z, j ∈ {1, . . . ,k}

}
.
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figure 1 .23 Track patterns, wire pitch and tip-to-tip spacing. Ob-
serve that the spacing shapes of adjacent wires are allowed to intersect.
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1.4.3 Capacity estimation

For edge-based routing, we had a natural definition of what is the
amount of available space in a single global routing edge, which we
denoted with cap(e) (see Section 1.2); this is the number of tracks that
the edge spans. For rhomboidal tiles, however, we need to further
generalize this concept. In fact, this is necessary even for traditional
edge-based routing in situations like Figure 1.10. For this, we use area
capacity [Mic17; Sch19a].

Every design has a concept of a default wire type, i.e. a wire type
that represents the thinnest (or most common) wire type present on
the design. The idea is to obtain a realistic estimation of the space
available, and measure it w.r.t. the track length of this default wire
type.

Let us assume that, as part of the input provided to the global router,
we have a set of rectangular blockages B (areas where we are forbidden
to place a wire) and a set of input wires W, represented by their stick,
and each of them having a wire type associated to it. We want to place
wires only on on-track locations that do not have a spacing conflict
with input wires or blockages.

We will now make this concept more formal.

definition 1 .4 .18 (Available track length). Let l ∈ L and tpl be the
default wire type track pattern on l. Let mtl0w, spc0w denote the default wire
type shapes, and, given u ∈W, denote the shapes of the wire type of u with
mtlup , spcup .

Consider F = {s1, . . . , sm}, where each s1, . . . , sm is a planar wire stick
on l of nonzero length, on-track w.r.t. tpl, and s.t. si ∩ sj ̸= ∅ ⇔ i = j.
We require moreover that each si does not violate blockage and input wires
clearance, that is, the following holds for all u ∈W and for all b ∈ B:

1.
(
si ⊕mtl0w(l)

)
∩
(
u⊕mtlup(l)⊕ spcup(l)

)
has zero area;

2.
(
si ⊕mtl0w(l)⊕ spc0w(l)

)
∩
(
u⊕mtlup(l)⊕

)
has zero area;

3.
(
si ⊕mtl0w(l)⊕ spc0w(l)

)
∩ b has zero area.

The available track length is given by the maximal total length of such a set
F.

The set F in the definition above is a maximal set of default wire
type wire sticks that can be placed on layer l without causing a short
to a blockage or an input wire. To this end, blockages can be thought
of as metal. We can also compute an approximation of maximal set F
explicitly, by starting from the set of all tracks of tpl.

Consider u ∈W, and let

mtlup(l) = [mux ,Mu
x ]×

[
muy ,Mu

y

]

spcup(l) = [sux ,Sux ]×
[
suy ,Suy

]
.
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figure 1 .24 Approximating available track length can be done by
appropriately reflecting and combining wire shapes.

Analogously, denote the default wire type shapes with

mtl0w(l) =
[
m0x,M0

x

]
×
[
m0y,M0

y

]

spc0w(l) =
[
s0x,S0x

]
×
[
s0y,S0y

]
.

Let si be one of the sticks of F, and define

mtlu+0(l) :=
[
mux −M0

x,Mu
x −m0x

]
×
[
muy −M0

y,Mu
y −m0y

]
;

spcu+0(l) :=
[
min

{
sux ,−S0x

}
, max

{
Sux ,−s0x

}]
×

[
min

{
suy ,−S0y

}
, max

{
Suy ,−s0y

}]
;

remark 1 .4 .19 If
(
u⊕mtlu+0(l)⊕ spcu+0(l)

)
∩ si has zero area,

then items 1 and 2 of Definition 1.4.18 are satisfied.

The Remark above is easy to see, as we have simply taken the
Minkowski sum of the metal shapes, and the maximum spacing shape
between the two objects (with the appropriate reflection and sign
change). In a similar fashion, we can operate on blockages. Define

mtlb+0(l) :=
[
−M0

x,−m0x
]
×
[
−M0

y,−m0y
]

;

spcb+0(l) :=
[
−S0x,−s0x

]
×
[
−S0y,−s0y

]
;

which in fact, are just the reflection of the default wire type shapes.

remark 1 .4 .20 If
(
b⊕mtlb+0(l)⊕ spcb+0(l)

)
∩ si has zero area, then

item 3 of Definition 1.4.18 is satisfied.

See Figure 1.24 for a visual explanation. Observe that Remark 1.4.19
only gives sufficient conditions; in fact, we are slightly pessimistic,
because in spcu+0 we are taking the maximum spacing in every
direction, which can be a larger area than the actual union of the two
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rectangles. However this is a very good approximation in practice. We
use this to formally define the capacity of any compact region of the
chip volume (and thus, in particular, for a rhomboidal tile).

definition 1 .4 .21 (Approximate available track length). Let tpl be
the default wire type track pattern on layer l. The available track length
F on l can be approximated by starting from the set of all tracks of tpl,
and then subtracting the rectangles u⊕mtlu+0(l)⊕ spcu+0(l) and b⊕
mtlb+0(l)⊕ spcb+0(l) for all u ∈ W, and for all b ∈ B. We denote the
resulting set of segments with F ′.

definition 1 .4 .22 (Area capacity). Let B := B ′ × {l}, where B ′ ⊆ is
compact and l ∈ L. We define the area capacity of B as follows:

capA(B) :=
m∑

i=1

ℓ1(si ∩B),

where F ′ = {s1, . . . , sm} is the approximate available track length on l, and
ℓ1(·) denotes the length of the segments.

An example of area capacity on a real chip can be seen in Figure 1.25.
Observe that area capacity generalizes also the traditional edge

capacity cap(e) for a global routing edge e. If we take the area Ae un-
derlying the edge (i.e. the region between two tile centers), then in the
case of a completely empty Ae, cap(e) = capA(Ae)/d(e). Figure 1.26
shows how the same area capacity concept can be applied on the same
design to both rhomboids and global routing edges.

1.4.4 Usage estimation

Determining how many tracks are used by fixed objects, like blockages
and input wires, is an easy task: the location of the geometrical shapes
is known. However, this becomes more problematic when we consider
global wires of different thickness, with their own track pattern. Being
global wires, they are likely to be moved later by the detailed router
even if they were to be on track. Hence we would like to account for a
potential change of track.

In this Section we would like to address the problem of determining
how many default wire type tracks might a wide wire need, when
the exact track where it will be placed is not known. The motivating
example is Figure 1.27: a wide wire might require the space of two
default tracks if placed on a certain wide track, or three default tracks
if placed on another wide track. We might distinguish several cases in
this simplified example:

• the wires are always placed on the worst track possible only, and
block exactly 3 default wire type tracks; this is the case for all
track positions tpul (n, 1);
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figure 1 .25 Capacity estimation, metal shapes and tracks. Gray:
tracks from the default wire type track pattern. Yellow: blockages.
Blue: input detailed wires. Red lines: portion of the default wire type
track blocked by a blockage. Blue lines: portion of the default wire
type track used by input wires. Note the extension past the end of the
wires in preferred direction due to tip-to-tip spacing. In this case, the
blockages arise from pre-existing detailed wires that have been locked
by the designer; these have a different wire type which has five times
the width of the default wire type. Via shapes are also visible (marked
with a cross); observe that some via pads occupy three tracks (these
are up via shapes) and some occupy just one (down via shapes).
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(a) Relative area capacity map for a traditional edge-based router.
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(b) Relative area capacity map for a rhomboidal tiles-based router.

figure 1 .26 Area capacity maps in comparison: edge-based and
rhomboidal-based global router for the design C7. The displayed value
is capacity relative to the highest capacity edge (resp. rhomboidal tile).
Observe the zero-capacity area on the left, corresponding to a large
macro.
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figure 1 .27 Consider the default wire type pattern tp0l , in blue, and
a wide wire track pattern, tpul , in green. Illegal wires of the default
wire types are shown in red. The wide wire on tpul (1, 1) blocks three
default wire type tracks, tp0l (0, 3), tp0l (1, 1) and tp0l (1, 2), because its
clearance shape intersects the default wire type metal (red wires). The
thick wire at tpul (0, 2), instead, blocks only the two default wire type
tracks tp0l (0, 2) and tp0l (0, 3), while allowing for wires on tp0l (0, 1) and
tp0l (1, 1).

• the wires are always placed on the best track possible only, and
consume just 2 default wire type track; this is the case for all
track positions tpul (n, 2);

• a mixture of the two situations above; the limit case here is that
every track is being used: in this case, on average a wide wire
consumes 1.5 tracks.

It is immediately clear that depending on how many wide wires we
have, and on which track pattern is provided, we might obtain differ-
ent answers. We will now generalize these concepts to an arbitrary
track pattern.

Coverage ratios

Let tp0l be the default wire type track pattern on a layer l, and tpul be
the track pattern of a different wire type. Let tp0l have k0 tracks and
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period P0, while denote with ku and Pu the number of tracks and
period, respectively, of tpul .

definition 1 .4 .23 (Worst coverage ratio). Consider a wire stick u of
a fixed non-default wire type with shapes mtlup , spcup . Assume that it is on-
track with track pattern tpul , namely let its orthogonal direction coordinate
be tpul (n, j) for suitable n, j. Consider its clearance shape when expanded to
u⊕mtlu+0(l)⊕ spcu+0(l), and denote with Cu the number of default wire
type tracks that this clearance shape intersects in the interior6. We define the
worst coverage ratio, denoted with θW , to be the maximum Cu, over all
such sticks u:

θW := max{Cu | u wire stick on track tpul (n, j), n ∈ Z, 1 ⩽ j ⩽ ku}.

The worst coverage ratio in the example in Figure 1.27 would be
exactly θW = 3; to simplify the formulation, we used Remark 1.4.19
and the combined shapes mtlu+0, spcu+0 to determine which tracks
are affected.

definition 1 .4 .24 (Fill coverage ratio). We define the fill coverage
ratio of tpul , denoted with θF, as

θF :=
k0 Pu

ku P0
.

The fill coverage ratio can be seen as the relative track density of
tpul w.r.t. tp0l , in the case where the chip area is infinitely extended:
indeed it is the ratio between k0/P0 and ku/Pu.

Observe that the worst/fill coverage ratios can be computed for
via shapes as well, by using the corresponding shapes mtlp, spcp for
p = dv,uv in computing mtlu+0, spcu+0. Furthermore, in very special
cases (e.g. tp0l and tpul interleave, so that no default track is ever
blocked by a non-default wire), the worst coverage ratio can be zero;
in these cases, it makes sense to consider only θF, or some alternative
measure, like pitch ratio. We rule out these situations and assume that
θW ⩾ 1.

We can now give an estimate of how many tracks does a non-default
wire need:

definition 1 .4 .25 (Unit space usage). Let p ∈ {w,dv,uv} denote a
planar wire, or a down via, up via, stacked via, respectively. Let θW and θF
be the worst and fill coverage ratio, respectively, of a non-default wire type on
layer l ∈ L. Let moreover µ ∈ [0, 1] be a parameter that we call pessimism.
We define the unit space usage for p, denoted with 1p(l), as

1p(l) := (1− µ) min{θW , θF}+ µ max{θW , θF}.

6 The resulting intersection must be fully contained in the interior of clearance shape,
because the requirement on the spacing is not a strict inequality.
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The definition above tries to encapsulate the amount of default wire
type tracks a single unit of metal (in preferred direction) blocks. We
can extend 1p to the default wire type as well: we can compute the
value for via pads as we do for non-default wire types, and simply set
1w(l) = 1 for planar default wires. We can now state how much space
we expect a wire to consume.

Usage model

We adopt a slightly simplified usage model, which will be at the same
time easy to compute and fit well with the theory in Chapter 2. We
divide the usage into three categories; refer to Figure 1.28.

1. Usage arising from a planar wire stick u. This is given by the
length of the stick, and uses 1w(l) many default tracks, thus it is
specified as

1w(l) ℓ1(ū). (1.5)

2. Usage arising from tip-to-tip spacing. To avoid overusing the
routing space, at an individual wire we charge only half of the
total tip-to-tip spacing (so that the amount adds up when we
have two adjacent wires). This is given by

1w(l)
1

2
t2t(l). (1.6)

We charge this amount at every endpoint of a planar wire (that is
not connected to another planar wire), and double this amount
for a stacked via (as if a planar wire of length zero would exist
there).

3. Usage arising from large via pads. Sometimes via pads (espe-
cially up vias) are larger7 than the planar wire metal. This can
actually block a large amount of the neighboring tracks. We
compare 1p(l) to 1w(l) to determine if this bleeding occurs, and
thus charge

2 max{0, 1p(l) − 1w(l)} · t2t(l) (1.7)

for p = uv,dv. For increased accuracy, we could model this by
looking at exactly the length of track occupied by the via pad,
i.e.

(
Md(l) −md(l) + max

{
t2t(l),Sd(l) − sd(l)

})

·max{0, 1p(l) − 1w(l)},
(1.8)

where mtlp(l) = [mx,Mx]× [my,My] and spcp(l) = [sx,Sx]×
[sy,Sy]. However, in practice, Equation (1.7) is often a good
enough approximation.

7 This often happens because they match the thickness of the wires on adjacent layers.
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figure 1 .28 Global routing usage model. The space usage is divided
into three blocks: in blue, the usage arising from the planar wire u
itself. In green, the usage arising from tip to tip spacing at the end of
the planar wire, divided into two halves. Note that we only charge
half of the usage for this wire, to avoid overusing the space. Finally, in
orange, the extra space usage arising from very large via pads. The
orthogonal direction is measured with 1p(l), i.e. in number of default
tracks blocked. A visualization of the usage per track is shown at the
bottom.
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Observe that all the usage categories defined above are, in a sense,
disjoint: the total usage for a certain wire configuration is the sum of
the parts; an implementation of this usage model should only check if
an endpoint is connected to a planar wire or not to determine tip-to-tip
spacing usage. This is a very useful property to have; however there
are also some aspects that this model fails to capture, namely:

• adjacent large via pads are modeled pessimistically, because in
Equation (1.7) we are taking the whole amount of spacing on
the adjacent tracks blocked by the larger pad. This means that
abutting large pads consume t2t(l) more default track length.

• Via pads which are very large in the preferred direction, and
whose clearance shape extends past the clearance shape of the
planar wire, are modeled optimistically, since the extra tip-to-tip
spacing arising from the via pad is not accounted for. However,
we can compensate for this by extending the planar wire tip-to-
tip spacing, under the assumption that most (if not all) planar
wires either connect to pins, or have a via at the end. This is
a reasonable hypothesis, since global wire antennas (i.e. wires
with no connection at the end) are generally not used.

• Tip-to-tip spacing might be optimistic if the wiring is not dense,
since we only charge half on each endpoint in Equation (1.6).

• Stacked vias consisting of two large via pads (larger than 1w(l))
are modeled pessimistically, because the amount of adjacent
tracks will be double-counted.

These items correspond to clearance shape areas that are not covered
by any usage in Figure 1.28.

We believe that the limitations above are negligible in global routing;
especially those that require very particular via pad shapes. Instead,
this model is simple to compute and still manages to capture many
aspects of the wire model. Moreover, it depends essentially on two
parameters, 1p(l) and t2t(l), the first modeling wire thickness, and
the second the spacing required at the endpoint of a wire. We have
parameterized the first by introducing the pessimism µ; for the second,
we will see in Chapter 4 that we can also scale up the required tip-to-
tip spacing in order to encourage longer wires and spreading at the
endpoints.

We would like now to define formally usgN,s; however, this requires
further concepts. We will do this in Section 1.4.6, but first turn our
focus to defining how to evaluate the cost of a Steiner tree (or in
general, a rectilinear graph) w.r.t. rhomboidal tiles.
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1.4.5 Cost functions

Our goal is to have a resource sharing formulation for global routing
that is based on rhomboidal tiles rather than a global routing graph.
In traditional edge-based routing we receive a price for each resource,
i.e. a global routing graph edge, and we can directly plug it into any
minimum weight Steiner tree algorithm. For rhomboidal tiles, we
need to operate in a slightly different way. Recall that if we set our
resources to be S = T ×L, the rhomboidal tiles, we would receive a
price for each tile. It is also clear that a given wire should consume a
certain amount of track length from within a rhomboidal tile: we have
devoted Section 1.4.4 to determine how many tracks a wire consumes,
and in Section 1.4.3 we have defined the capacity of a rhomboidal tile
to be the approximate available track length.

The idea, therefore, is to proceed in a similar fashion as Figure 1.17:
we would like to take the length of a wire stick intersecting a rhom-
boidal tile, and multiply by its unit space usage 1w. This would give
us the consumed track length of a wire. For vias, however, we need to
take special care.

In this Section we will define the cost function we will use with
rhomboid prices. We will see how this plugs into the resource sharing
framework (and thus, how this relates to usage) in Section 1.4.6.

We will always be working with rectilinear graphs and trees; to
simplify our work later on, we will assume that every edge in a
rectilinear graph has a well-defined direction d(·), even when it has
zero length. We can thus deal with edges {u, v} with ū = v̄ without
having to consider them as special cases.

definition 1 .4 .26 (Rectilinear graphs). A graph G = (V ,E,d) is
rectilinear if ∀ v ∈ V(G), v̄ ∈ and moreover we have a function d :

E(G) → {x,y, z}, the edge direction, s.t. ∀ e = {u, v} ∈ E(G), u∆ = v∆
∀∆ ∈ {x,y, z} \ {d(e)}.

It will also be useful to work on the intersection between grid tiles
and rhomboidal tiles:

definition 1 .4 .27 (Set of triangles). Let R denote the set of triangles
R ∈ R, arising as R = T ∩ S, for T ∈ T ×L and S a grid tile s.t. T̊ ∩ S ̸= ∅;
we have |R| = 4 |T| |L|.

Let us now define some basic cost functions for different regions of
; we will then combine them. Let q̄, r̄ ∈ denote the endpoints of a

wire qr (here we mean both a planar wire or a via).

definition 1 .4 .28 (Wire area base cost). Let T ∈ T ×L; we define the
wire area base cost function cwT : 2 → R as follows:

cwT (q̄, r̄) := ℓ1 (qr∩ T) .

Here we use the convention ℓ1 (qr∩ T) = 0 for qr∩ T = ∅ or q̄ = r̄.
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figure 1 .29 Triangle set R.

The wire area base cost reflects how much space a certain wire
stick uses in a given area. We define it for a rhomboidal tile T as the
length of the intersection between the tile and the stick. This, however,
fails to capture any intersection for vias. Indeed we have to treat vias
differently.

definition 1 .4 .29 (Pad base cost). Let p̄ ∈ , and s̄ ∈ ; we define the
pad8 base cost function cpp̄ : → R as follows:

cpp̄(s̄) :=





max {0, 1− ∥s̄− p̄∥∞} if pz = sz and p is a tile vertex,

max {0, 1− ∥s̄− p̄∥1} if pz = sz and p is a tile center,

0 otherwise.

Recall that p̄ is a tile center if px ̸≡ py mod 2, and a tile vertex
otherwise.

See Figure 1.30 for an example of the via pad functions. The purpose
of defining via pad base costs as above lies in the fact that, on a single
layer, a via is represented as a single point. Mimicking the concept of
a wire area, i.e. taking the intersection with some region, would not
allow us to model the cost for different via locations in a continuous
fashion, like we do for planar wire sticks (see Figure 1.17). Therefore,
we look at how distant a via is from each corner of a triangle. We will
use this concept also later on in Section 2.3; essentially, we want a
(linear) function that evaluates 0 at all corners of a triangle of R, except
one, which is one of the slopes of cpp̄(·). Rather than taking three linear
functions for each rectangle, we observe that each point in is adjacent
to exactly four triangles. This gives rise to the pad base function,
which describes, through linear functions how close is a given via to
an integral point in the plane. This is a good fit with our definition of
wire area base cost, as well as with the subdivision of the chip into
rhomboidal tiles. Moreover, it gives us a large flexibility in modeling a
space-dependent via cost, since by choosing the right coefficients for

8 Here “pad” means the metal shape of a via on a given layer, i.e. mtlp(l), p = uv,dv.
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(a) Pad base cost function cpp̄ for px ≡ py mod 2, i.e. a tile corner.
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(b) Pad base cost function cpp̄ for px ̸≡ py mod 2, i.e. a tile center.

figure 1 .30 The pad base cost functions depending on the parity of
the base point p̄.
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figure 1 .31 An example of the linear extension of η on the triangles
R done by adding together via pad base cost functions.

the via pad functions, we can generate any piecewise linear surface
on the triangles R, as the following remark and Figure 1.31 show.

remark 1 .4 .30 Let η : → R be an arbitrary function. Then the
function η∗ : → R, defined as

η∗(s̄) :=
∑

p∈
η(p̄) cpp̄(s̄)

is a piecewise linear extension of η, that is, η∗ is linear over every triangle
R ∈ R, and it coincides with η on .

Proof. Let R ∈ R. Then we only need to consider v1, v2, v3 the vertices
of R, because all other summands evaluate to zero on R, hence

η∗|R ≡
3∑

i=1

η(v̄i) cpv̄i |R(s̄).

Now observe that cpv̄i(·) evaluates 1 on vi, and 0 on all vj, j ̸= i, and
clearly it is linear by construction on R. This gives us the statement.

Now that we have wire area and pad base cost, we can start building
our cost model. We first duplicate the pad via cost, and we make a
distinction between top and bottom pad costs for vias. Top pads are
always associated to down vias, and bottom pads to up vias; the
distinction is necessary as in general, top and bottom pad have very
different metal and spacing shapes.

definition 1 .4 .31 (Top and bottom pad base cost). Let p̄ ∈ ; we
define the top pad base cost function ctpp̄ : 2 → R (resp. bottom pad
base cost function cbpp̄ : 2 → R) as follows:

ctpp̄(q̄, r̄) :=





0

if qx ̸= rx or qy ̸= ry or
pz ⩽ min{qz, rz} or
pz > max{qz, rz},

cpp̄(qx,qy,pz) otherwise;
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cbpp̄(q̄, r̄) :=





0

if qx ̸= rx or qy ̸= ry or
pz < min{qz, rz} or
pz ⩾ max{qz, rz},

cpp̄(qx,qy,pz) otherwise.

In the definition above, we take the pad base cost only for vias, and
only if the layers spanned by the via include the specified point p ∈
(lowest via layer excluded for top pad, highest via layer excluded for
bottom pad).

We now take one wire area cost for each triangle, and one top and
bottom via pad cost model for each integral point in . This gives rise
to our cost model vector space:

definition 1 .4 .32 (Cost model). Consider the following vector of func-
tions 2 → R:

C := (cwT )T∈T×L++
(

ctpp̄
)
p̄∈

++
(

cbpp̄
)
p̄∈

where ++ denotes concatenation. We can see the functions in C as standard
basis vectors in RC; we call this vector space cost model space. We call
cost model a vector in RC with positive entries; this corresponds to a linear
combination of the functions of C.

Observe that the cost model space has dimension

|C| = |T| |L|+ 2 | | = L (|T|+ 2(W + 1)(H+ 1)) ;

if we assume W and H odd, we can simplify the expression to

3

2
(W + 1)(H+ 1)L

by observing that |T| = (W + 1)(H+ 1)/2. From now on, when we
refer to a cost model g, we express it as the vector of its coordinates in
the base C, i.e. as an element g ∈ RC.

Now note that g is also a function g : 2 → R, where

g(q̄, r̄) := (g⊺C) (q̄, r̄) =
∑

c∈C
gc c(q̄, r̄) ∈ R.

We can now define the cost for rectilinear graphs.

definition 1 .4 .33 (Cost of an edge). Given a rectilinear graph G and
one of its edges9 e = {v,w} ∈ E(G), and g ∈ RC

>0, we write

g(e) := g(v̄, w̄) = (g⊺C) (v̄, w̄) =
∑

c∈C
gc c(v̄, w̄) ∈ R

and we call g(e) the cost of e w.r.t. the cost model g.

9 Here we take the edges as undirected, since the cost does not depend on the order of
the vertices.
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definition 1 .4 .34 (Cost of a graph). Given a rectilinear graph G, and
a cost model g ∈ RC

>0, we define the cost of the graph g(G) as

g(G) :=
∑

e∈E(G)

g(e).

If, instead of a single cost model g, we are given a vector h = (he)e∈E(G) of
cost models he ∈ RC

>0, we analogously define the cost of G as

h(G) :=
∑

e∈E(G)

he(e).

Observe that we allow specifying a different cost model for each
edge in a graph. This reflects the fact that different edges might have
a different wire type (Section 1.4.2). Generally, thicker wires consume
more space, but are also favorable for carrying signals faster because
they have lower resistance; therefore it makes sense that critical parts
of a graph have different wire types.

With this definition, monotonicity is preserved in the evaluation of
a graph cost:

remark 1 .4 .35 (Monotonicity). Let g,g ′ ∈ RC
>0 be two cost models.

Assume g ⩽ g ′ (where the inequality holds element-wise), and let G be any
rectilinear graph. Then g(G) ⩽ g ′(G).

1.4.6 Costs from resource sharing prices

In Section 1.4.5 we have defined a cost model for rectilinear graphs,
that is adapted to rhomboids. In this Section, we will bridge the gap
between the prices we obtain from resource sharing, i.e. vectors in
RS
>0, and a cost model in RC

>0. This will allow us to give a formal
definition of the functions usgN,s and thus complete our resource
sharing formulation, according to the semantic rule “cost = price×
usage”.

As mentioned in Section 1.4, many different resources are possible;
we only require that, at least, S ⊇ T ×L. However, a modern global
router should at least optimize netlength, therefore, we will describe
how to derive cost models for the following resource set:

S := T ×L⊔ {o},

where o is a generic objective resource.
In Section 1.2.2 we already have introduced the netlength resource,

denoted also with o, and in Equation (1.3) gave a possible definition
for its capacity. Here, we consider o as being a unique shared resource
for netlength and via count, with capacity cap(o). Of course, only
netlength could be used, or two separate resources one for netlength
and one for via count, or multiple resources for each depending on the
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net: the principle is the same and it is easy to adapt the formulation to
one specific variant. Therefore, here we will leave cap(o) unspecified,
and we will assume instead that we have an analogous concept of
“unit objective usage” as in Definition 1.4.25:

definition 1 .4 .36 (Unit objective usage). Let 1op(l) ∈ R⩾0 denote the
unit objective usage for p ∈ {w,dv,uv} and a layer l ∈ L, i.e. the amount
one unit of wiring (for p = w) or a single via pad (for p = dv,uv) consumes
from an objective resource o ∈ S.

To simplify the notation, we will add an extra hypothesis; we assume
that all resources have unit capacity, i.e.

cap(o) = 1, cap(T) = 1 ∀ T ∈ T ×L.

This is not restrictive, because we can work around this limitation
simply by scaling (as we will show at the end of this Section). How-
ever, this will allow us to spare a factor 1

cap(s) in front of all our
computations.

Let now thus y ∈ RS
>0 be a resource sharing price vector. Let

moreover G be a rectilinear graph, and e = {u, v} one of its edges. We
would like to define the cost model he ∈ RC

>0 for the edge e. Recall
Definition 1.4.32; we index the coordinates of he as follows:

he = (he,T ,l)T∈T×L++(he,p̄,top)p̄∈ ++(he,p̄,bot)p̄∈ ;

where ++ denotes concatenation. We set:

he,T ,l := yT 1w(l) + yo 1ow(l); (1.9)

i.e. the cost of a unit of planar wirelength is given by the price of
the tile where it is located, and the objective price. Observe that the
definition above influences the cost only for d(e) ∈ {x,y}, otherwise,
by Definition 1.4.28, (he(e))T ,l = 0. Likewise, setting he,p̄,top or he,p̄,bot

influences the cost only for d(e) = z. For vias, however, we need to
make a case distinction in order to correctly account for tip-to-tip
spacing.

Determining via costs

Assume thus that d(e) = z, and w.l.o.g. uz < vz. The total fraction
of tip-to-tip spacing usage at u and v will be given by γuz and γvz
respectively, defined as follows:

definition 1 .4 .37 (Tip-to-tip spacing coefficient). The amount of
tip-to-tip spacing charged at u, denoted with γu, is defined as

γuz :=
2− |{e ′ : d(e ′) ̸= z, e ′ ∈ δ(u)}|
2 |{e ′ : d(e ′) = z, e ′ ∈ δ(u)}| . (1.10)

We define γvz in the same way, and for all other layers l ∈ L \ {uz, vz} we
set γl = 1.
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The total amount of tip-to-tip charged is divided among all vias
adjacent to u, and it depends on how many planar wires there are in
δ(u): zero planar wires, twice as much (because it is a stacked via or
an antenna); one planar wire, only a single tip-to-tip spacing usage
(at the endpoint of the planar wire); more than one planar wire, no
tip-to-tip spacing usage (there are two planar wires abutting).

Note that the computation is only correct if we assume that we have
no overlapping edges and all planar edges respect preferred direction
constraints, i.e. each vertex can be adjacent to at most two preferred
direction wires and two vias, facing opposite directions. This is the
case in global routing, although, if overlapping planar edges need to
be supported, the numerator of γl can be adjusted by counting how
many of those wires are facing the same direction.

Therefore, the total amount of usage we need to charge per layer is

Ubot(l) := t2t(l) · (γl + 2 max{0, 1uv(l) − 1w(l)}) ,

Utop(l) := t2t(l) · (γl + 2 max{0, 1dv(l) − 1w(l)}) ;
(1.11)

where we incorporated the large pad via extra usage that we defined
in Equation (1.7).

What remains to be determined is the price for each entry he,p̄,top

and he,p̄,bot. One possible approach would be to include × {bot, top}
in our resource set S, and defining capacities for each one of them.
However, we already have rhomboidal tiles as space resources, and
the via pad functions are “centered” to each point of . Hence we can
use the tile price for all p̄ ∈ with px ̸≡ py mod 2 (i.e. tile centers),
and the average price of all intersected rhomboidal tiles for px ≡ py
mod 2. Define thus

Q(p) := {T ∈ T ×R : p̄ ∈ T }, (1.12)

the set of rhomboidal tiles intersecting p̄. This will contain either one or
four rhomboidal tiles, depending on whether px ≡ py mod 2. We can
abbreviate the average price of the tiles in Q(p) with Qy : → R>0,

Qy(p) :=

∑
T∈Q(p) yT

|Q(p)|
. (1.13)

Now we can finally set

he,p̄,bot := Ubot(pz)Qy(p) + yo 1uv(pz),

he,p̄,top := Utop(pz)Qy(p) + yo 1dv(pz).
(1.14)

To understand better the choice of he,p̄,bot and he,p̄,top, consider he(e)
(the cost of edge e, with d(e) = z) as a function of ux = vx and
uy = vy (i.e. suppose we change the x and y position of the via
e). For simplicity we denote it with he(x,y) : → R>0. Let also
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p1,p2,p3 be the three vertices of a triangle R ∈ R s.t. (x,y, 1) ∈ R. With
Remark 1.4.30 it is easy to see that

∑

p∈
cpp̄(x,y, 1) =

3∑

i=1

cpp̄i(x,y, 1) = 1.

This comes from the fact that the left hand side is the piecewise linear
extension on R of the constant function 1 on . Moreover, it is easy to
see that for all points p ′ ∈ \ R, cpp̄ ′ is zero on (x,y, 1).

Another way to look at it is by considering the restrictions of cpp̄i to
the triangle R. These, in fact, are the barycentric coordinates of R. We will
talk more in depth about barycentric coordinates in Section 2.3, and
we will define them formally in Definition 2.3.2. See also Figure 2.24.

An important observation is also that

cp(px,py,z1)(x,y, z1) = cp(px,py,z2)(x,y, z2)

for all p ∈ , z1, z2 ∈ L (i.e. pad base cost functions are on different
layers are identical).

Let us now expand he(x,y) using Definition 1.4.31 and Remark 1.4.30
(see also Figure 1.31). We have:

he(x,y) =
vz∑

z=uz+1

3∑

i=1

(
yo 1dv(z) +Utop(z)Q

i
y(z)

)
· cpp̄i(x,y, z)

+

vz−1∑

z=uz

3∑

i=1

(
yo 1uv(z) +Ubot(z)Q

i
y(z)

)
· cpp̄i(x,y, z)

=

vz∑

z=uz+1

(
yo 1dv(z) +Utop(z)

3∑

i=1

cpp̄i(x,y, 1)Qiy(z)

)

+

vz−1∑

z=uz

(
yo 1uv(z) +Ubot(z)

3∑

i=1

cpp̄i(x,y, 1)Qiy(z)

)
;

(1.15)
where we used the shorthand Qiy(z) := Qy(pi,x,pi,y, z). From Equa-
tion (1.15) we can gather further insight. We are counting all top and
down via pads present in the via stack from uz to vz. We are paying
yo 1p(z) for each of them for the objective resource. As far as routing
space resources (rhomboidal tiles) are concerned, we have a total usage
of Utop(z) (resp. Ubot(z)) on each layer, priced by

3∑

i=1

cpp̄i(x,y, 1)Qiy(z) =
∑

p∈
cpp̄(x,y, 1)Qy(p). (1.16)

On R, this coincides with the restriction of the linear extension to R of
Qy : → R>0. We can consider the contribution of a single tile price
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figure 1 .32 The tile-via weight function WT for a tile T .

yT , T ∈ T ×L, to Equation (1.16). Observe that Q(p) consists of the
weighted prices of either four or one tile: denote with C(T) ∈ the
center of a rhomboidal tile T and with V(T) ∈ 2 the set of the four
vertices of T . Obviously,

T ∈ Q(p) ⇔ p ∈ {C(T)}∪ V(T);

therefore we can write
∑

p∈
cpp̄(x,y, z)Qy(p)

=
∑

p∈
cpp̄(x,y, z)

∑
T∈Q(p) yT

|Q(p)|

=
∑

T∈T×L
yT cpC̄(T)(x,y, z) +

yT
4

∑

q∈V(T)

cpq̄(x,y, z).

Each tile thus, contributes to the total usage with its price weighted
by the following function:

definition 1 .4 .38 (Tile-via weight). Let T ∈ T × L; we define the
tile-via weight function WT : → [0, 1] as

WT (p) := cpC̄(T)(p) +
1

4

∑

q∈V(T)

cpq̄(p).

See Figure 1.32 for a visualization. Hence, we have that
∑

p∈
cpp̄(x,y, z)Qy(p) =

∑

T∈T×L
yT WT (x,y, z). (1.17)

We are now ready to define usages for each rhomboidal tile.

Defining resource sharing usages

Let us recap what we have seen so far. We have resources S = T ×
L⊔ {o}, where o is an objective resource of capacity cap(o), and a net
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N ∈ N with a block of feasible solutions BN. Consider a rectilinear
graph G ∈ BN, with no overlapping edges, and respecting preferred
direction constraints. For each edge e ∈ E(G) a wire type is known,
which gives us unit space and unit objective usages 1p(l) and 1op(l)

for each layer l and p ∈ {w,dv,uv}.
Given a resource pricing vector y ∈ RS

>0, we derive a cost model
vector he for e by setting the following coordinate (Equation (1.9)) for
each rhomboidal tile T ∈ T × {l}:

he,T := yT 1w(l) + yo 1ow(l).

For via edges, we need first to determine how much tip-to-tip spacing
we need to add at each endpoint; this is done by computing factors γl
for each layer (Equation (1.10)), which just counts how many wires we
have at a given endpoint. We then need to combine this with the large
pad usages from Equation (1.7), to obtain a total amount of rhomboidal
tiles usages for this single via, which is denoted with Utop(l) and
Ubot(l) (Equation (1.11)). We then derive prices for all integral points
from rhomboidal tiles (by averaging tiles prices), denoted with Qy(p),
p ∈ . We set thus the coordinates for each such p to

he,p̄,bot := Ubot(pz)Qy(p) + yo 1uv(pz),

he,p̄,top := Utop(pz)Qy(p) + yo 1dv(pz),

which is Equation (1.14). We expanded the via cost in Equation (1.15),
to see that each rhomboidal tile price contributes to the total cost of a
via by an amount, the tile-via weight function, which we denote with
WT : → [0, 1], T ∈ T ×L, s.t. Equation (1.17) holds, i.e.

∑

p∈
cpp̄ Qy(p) ≡

∑

T∈T×L
yT WT .

We want to define functions usgN,s : BN → R⩾0 that compute the
resource sharing usage, and we want them to be related to our cost
model. We want

y⊺ usgN(G) = h(G).

Let us first decompose usgN(G) into single components for each via
and planar wire, i.e. let

usgN(G) :=
∑

e∈E(G)
d(e) ̸=z

usgwe (e) +
∑

e∈E(G)
d(e)=z

usgve(e);

where usgve,s, usgwe,s :
2 → R⩾0 for each s ∈ S. Note the dependency

on e in the subscript: this is because we might have different wire
types for each edge.
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For simplicity, whenever we have an edge e = {u, v}, we sort the
endpoints s.t. uz ⩽ vz. For the objective resource o ∈ S, we set

usgwe,o(u, v) := 1ow(uz) ℓ1(uv);

usgve,o(u, v) :=
vz∑

l=uz+1

1odv(l) +

vz−1∑

l=uz

1ouv(l).
(1.18)

For a rhomboidal tiles resource T ∈ T ×L, we set instead

usgwe,T (u, v) := 1w(uz) ℓ1 (uv∩ T) ;

usgve,T (u, v) :=
vz∑

l=uz+1

WT (ux,uy, l)Utop(l) +

vz−1∑

l=uz

WT (vx, vy, l)Ubot(l).

(1.19)

proposition 1 .4 .39 Consider he and usgve, usgwe , defined as in Equa-
tions (1.9), (1.14), (1.18) and (1.19). For an edge e = {u, v} ∈ E(G) with
d(e) ̸= z, it holds

he(e) = y
⊺ usgwe (e);

if d(e) = z, instead, it holds

he(e) = y
⊺ usgve(e).

Proof. Consider the case for d(e) ̸= z. Then by Definition 1.4.28 we
have

he(e) =
∑

T∈T×L
he,T · ℓ1 (T ∩ uv)

=
∑

T∈T×L
(yT 1w(uz) + yo 1ow(uz)) · ℓ1 (T ∩ uv)

= yo 1ow(uz) ℓ1(uv) +
∑

T∈T×L
yT 1w(uz) · ℓ1 (T ∩ uv)

= yo usgwe,o(u, v) +
∑

T∈T×L
yT usgwe,T (u, v)

= y⊺ usgwe (e).

For the case where d(e) = z, instead, by Definitions 1.4.29 and 1.4.31,
we have

he(e) =

vz∑

l=uz+1

∑

p∈
he,p̄,top · cpp̄(vx, vy, l)

+

vz−1∑

l=uz

∑

p∈
he,p̄,bot · cpp̄(vx, vy, l)

=

vz∑

l=uz+1

∑

p∈
cpp̄(ux,uy, l)

(
Utop(pz)Qy(p) + yo 1dv(pz)

)
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+

vz−1∑

l=uz

∑

p∈
cpp̄(vx, vy, l) (Ubot(pz)Qy(p) + yo 1uv(pz))

= yo usgve,o(u, v)

+

vz∑

l=uz+1

∑

p∈
Utop(pz)Qy(p) · cpp̄(ux,uy, l)

+

vz−1∑

l=uz

∑

p∈
Ubot(pz)Qy(p) · cpp̄(vx, vy, l)

= yo usgve,o(u, v)

+

vz∑

l=uz+1

Utop(l)
∑

p∈
Qy(p) · cpp̄(ux,uy, l)

+

vz−1∑

l=uz

Ubot(l)
∑

p∈
Qy(p) · cpp̄(vx, vy, l)

= yo usgve,o(u, v)

+

vz∑

l=uz+1

Utop(l)
∑

T∈T×L
yT WT (ux,uy, l)

+

vz−1∑

l=uz

Ubot(l)
∑

T∈T×L
yT WT (vx, vy, l)

= yo usgve,o(u, v)

+
∑

T∈T×L

vz∑

l=uz+1

WT (ux,uy, l)Utop(l)

+
∑

T∈T×L

vz−1∑

l=uz

WT (vx, vy, l)Ubot(l)

= yo usgve,o(u, v) +
∑

T∈T×L
usgve,T (u, v)

= y⊺ usgve(u, v).

Note that we used several times the fact that cpp̄ is zero on all layers
except pz (and thus so is WT , zero on all layers except the layer of T ).
The key passage between and T ×L is given by Equation (1.17).

corollary 1 .4 .40 With the definitions above, y⊺ usgN(G) = h(G).

Adjusting for non-unit capacities

As stated at the beginning of this Section, we have made the technical
hypothesis that all resources have unit capacities. In order to relax it,
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we need to scale all usages by 1
cap(s) for each resource s ∈ S; however,

we need y⊺ usgN(G) = h(G) to hold. We can thus scale the usages
defined above as follows:

usg ′N,s(G) :=
usgN,s(G)

cap(s)
.

As far as h is concerned, we need to apply the same scaling at every
resource; resources enter the definition of he by means of the resource
price vector y, thus we define he, e ∈ E(G) starting from the following
price vector:

y ′s :=
ys

cap(s)
.

Path costs

Note that the tip-to-tip spacing charged at a given vertex depends on
how many wires are adjacent to that vertex. The factor γl defined in
Equation (1.10) models precisely this. This presents us with a minor
problem when we are computing a Steiner tree for a net, since we do
not know in advance the degree of a vertex.

Therefore, we have to take a lunge forward and anticipate some of
the concepts of Chapter 3, in order to provide a sound cost model.
In fact, all the routing algorithms that we use fall into essentially
two categories: constructing Steiner trees by subsequent path searches
(Section 3.1), or postoptimizing existing trees (Section 3.3). In the latter
case, we already know the degree of a vertex. In the first case, it is
very simple to set the correct γl factor: these algorithms are based on
path search, therefore all vertices except source and target have degree
2. We use Dijkstra’s algorithm [Dij59] (see also Section 3.1) to compute
those paths, therefore, if it is necessary to compensate for too much or
too little tip-to-tip spacing, this can be done either when we initially
label the source nodes, or at the end when we reach the target, at no
extra cost except identifying whether we are connecting to an existing
planar wire or to a terminal.

With the changes above, we now have established a connection
between resource sharing prices and rhomboidal cost model, which
can accommodate objective resources as well. To complete the resource
sharing formulation, we need to be able to provide a block solver.

This is the subject of Chapter 2, where we study the problem of
finding minimum cost Steiner trees w.r.t. the cost model defined in
Section 1.4.5. We will see that this can be reformulated as a minimum
weight Steiner tree problem in weighted grid graphs. In Section 3.1,
we will see algorithms that can solve such problem in practice, and we
will measure their performance in Section 4.2.2. The resulting resource
sharing formulation, which we summarize in Section 4.1, will be tested
on real-life routing instances in Section 4.3.
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(a) Relative resource prices.

0.
00

0.
30

0.
50

0.
60

0.
70

0.
82

0.
91

1.
00

1.
10

[ Wednesday 31st August, 2022 at 14:28 –]

(b) Fractional congestion.

figure 1 .33 The evolution of prices and congestion of rhomboidal
tiles across resource sharing, at phases 1, 5, 10 and 15 (from top to
bottom). The prices are relative to the maximum price, in logarithmic
scale, i.e. the value displayed is ln(ys)/maxs∈S ln(ys). Observe how
congestion reduces across phases, while prices increase.



2
S T E I N E R T R E E S O N R H O M B O I D S

The resource sharing formulation we have built in Section 1.4 is still
missing one key ingredient: we know how to compute usage and cost
of a Steiner tree given prices for rhomboidal tiles, but it is not clear
how to compute the Steiner tree itself. Here we will show that this
can be done on a special grid graph, of which we will analyze several
properties. The content of this Chapter is largely theoretical; we will
leave the algorithms to Chapter 3.

In Section 2.1.1 we provide a mechanism to convert chip coordinates
into coordinates that are “local” to rhomboidal tiles. In Section 2.1.2,
we introduce an auxiliary graph, the dragging graph, which splits a
rectilinear graphs into directional components and can encode rhom-
boidal tiles constraints. We use this in conjunction with grid translates,
which we introduce in Section 2.1.3, using the coordinates from Sec-
tion 2.1.1, to transform rectilinear graphs in a way that is compatible
with the rhomboidal tile structure. In Section 2.1.4, we recall the cost
functions from Section 1.4.5, and we show that they are linear when
we apply a grid translate to the graph. Theorem 2.1.30 is the key result
of this Section. This fact is exploited in Theorem 2.2.2 in Section 2.2
to show that minimum cost Steiner trees lie on a grid (“rhomboidal
Hanan grid”). This is not obvious at first sight as the cost functions in
Section 1.4.5 are given in geometrical terms only.

The concept of a rhomboidal Hanan grid (for paths) was first pi-
oneered in our previous work [HS19], and then studied in more in
depth for Steiner trees in [Rab17]; [Bla19] also looked at the rhom-
boidal Hanan grid together with timing, in the RC-delay formulation.
We will leave timing out in this Dissertation, and rather expand on
these previous works by studying the grid in greater depth.

Indeed, the grid density depends quadratically on the number of
terminals, which is a hindrance to practical applications, in which the
performance of the algorithms depends on the number of vertices and
edges in the grid. Therefore, we investigate the structure of minimum
cost paths on the rhomboidal Hanan grid. We deal with this topic in
Sections 2.2.1 and 2.2.2, with Theorem 2.2.12 as one of the main results,
characterizing how the local rhomboidal coordinates change along
a minimum cost path. This allows us to state what conditions must
be met for the quadratic dependency to be removed; unfortunately,
this cannot be achieved without losing optimality, as we show with
two counterexamples. Nevertheless, these suggest a possible approach
for giving lower and upper bound to the cost of a path based on the
shortest path distance of close-by points. This is the main topic of

69
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Section 2.3, where we use Theorem 2.2.15 from Section 2.2 to simplify
the hypotheses required to achieve lower and upper bounds; this
enables ultimately to conclude the section with Theorem 2.3.6. We will
then apply these in Section 3.2.

2.1 rectilinear graph transformations on rhomboids

The goal for this Section is to show that we can transform rectilinear
graphs on rhomboidal tiles, and this change triggers a linear change
in the corresponding cost. From Figure 1.17 we get a sense of the idea
behind this: moving a wire makes the length of the intersection change
linearly. However, we need to limit this movement to a range in which
the cost change is linear. Furthermore, we need to do it on a whole
graph.

Recall the basic notation from Section 1.4.1; we will begin by pa-
rameterizing the coordinates on the chip area based on grid tiles and
rhomboidal tiles.

2.1.1 Grid coordinates

The rhomboidal tile structure is clearly a periodically repeating pattern.
We will use this to introduce local coordinates, which we call grid lines.

definition 2 .1 .1 (Grid lines). Given p̄ ∈ , let the grid lines λ : →
[0, 1]2 ×L be λ(p̄) := (λ(px), λ(py),pz), where λ(x) := min{|2n− x|,n ∈
N}.

definition 2 .1 .2 (Pseudo-inverse of λ). Let λ̂−1 : × [0, 1]2×L→
be the pseudo-inverse of λ, defined as

λ̂−1(tx, ty,αx,αy, z) :=
(
λ̂−1(tx,αx), λ̂−1(ty,αy), z

)

where, with a slight abuse of notation, λ̂−1 : Z× [0, 1]→ R and

λ̂−1(t,α) :=

{
t+α if t ≡ 0 mod 2

t+ 1−α otherwise.

remark 2 .1 .3 Note that λ̂−1(gt(p̄), λ(p̄),pz) = p̄, ∀p ∈ , and more-
over that λ̂−1(tx, ty,α,α, z) is always a point on the boundary of a rhom-
boidal tile.

definition 2 .1 .4 (Tile characteristic). We denote with χ(T) := ∆,
∆ ∈ {x,y} the unique coordinate of cT such that cT ,∆ ≡ 0 mod 2.

By using gt(·) and λ(·) we have actually described, within their grid
tile, all points in . The function λ(·) respects the symmetry induced
by the rhomboidal tiles, as we can see in the following remark:
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figure 2 .1 All the points p̄ ∈ that lie on the blue (resp. green)
lines have the same λ(px) (resp. λ(py)). Observe that the choice of
centering tiles on coordinates with different parity implies that we
have a tile vertex at (0, 0).

remark 2 .1 .5 We can locally describe every point p̄ of a grid tile using
its grid line coordinates λ(p̄); all the points of a tile T ∈ T can be described
by λ(px) ⩽ λ(py), resp. λ(px) ⩾ λ(py), depending on whether T is even
or odd, with the points on ∂T being described by the equality. In short,
p̄ ∈ T ⇔ λ

(
pχ(T)

)
⩽ λ

(
pχ⊥(T)

)
.

2.1.2 Dragging graphs

We want to study linear transformations of rectilinear graphs on the
rhomboidal tile structure. To this end, we introduce a helper structure,
the dragging graph, which encodes simultaneously direction constraints,
as well as the relation between the grid lines of adjacent vertices. This
is a concept that was previously introduced in [Rab17], albeit slightly
modified to a directed graph supporting our λ(·) coordinate function.

definition 2 .1 .6 (Dragging graph). Let G rectilinear. The dragging
graph GD is defined as follows:

V
(
GD
)
:= V(G)× {x,y} = {vx, vy | v ∈ V(G)} ;

E
(
GD
)
:=
←→
E
(
GD
)
∪ Ec

(
GD
)

;

where

←→
E
(
GD
)
:=

{
(u∆, v∆), (v∆,u∆)

∣∣ e = {u, v} ∈ E(G),
∆ ∈ {x,y}, ∆ ̸= d(e)

}
;
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figure 2 .2 Each grid tile is locally described by λ; the λ-reference
axes are shown.

Ec
(
GD
)
:=

{(
uχ(T),uχ

⊥(T)
) ∣∣∣ u ∈ V(G), ū ∈ T ∈ T ×L

}
.

Every arc
(
u∆1 , v∆2

)
in E

(
GD
)

encodes a constraint λ(u∆1) ⩽
λ(u∆2); see Figure 2.3 for an example. In particular, with this con-
struction, we can constrain points within their rhomboidal tile. The
rhomboidal tiles constraints are given by Ec:

(
uχ(T),uχ

⊥(T)
)
∈ Ec ⇔ λ

(
uχ(T)

)
⩽ λ

(
uχ⊥(T)

)
⇔ u ∈ T .

Moreover, we can encode directional constraints as well; more specifi-
cally, a (horizontal) wire uv with d(uv) = x carries on constraints

(uy, vy) , (vy,uy) ∈ Ec ⇔ λ (uy) ⩽> λ (vy)

which means that the y-coordinates of u and v are tied, and uv

can not be rotated in any way. Likewise, vias carry four constraints
(ux, vx), (uy, vy) and (vx,ux), (vy,uy), which imply that the x- and
y-coordinates of the two vertices are tied. Figure 2.3 displays a regular
path alongside with its dragging graph, to exemplify this concept.

We want to look at the vertices of a rectilinear graph and its dragging
counterpart in terms of the local rhomboidal coordinates λ(·). To do
so, we collect all the grid lines of a given set of vertices:

definition 2 .1 .7 (Grid line set). Let P ⊆ . Define the grid line set of
P as Λ(P) := {λ(px), λ(py) | p ∈ P}. For a rectilinear graph G, and a subset
W ⊆ V

(
GD
)
, we also define Λ(W) :=

{
λ(u∆) | u

∆ ∈W
}

.

It is easy to see that the grid line set definition above coincides with
the one in [Sac15; HS19]. Moreover, the dragging graph “separates”
(in the sense of strongly connected components) vertices lying on the
same grid line:

proposition 2 .1 .8 Let H be a strongly connected component of GD.
Then |Λ(H)| = 1.
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figure 2 .3 A path G on rhomboidal tiles (color coded depending on
the λ(·) constraints), and the corresponding dragging graph GD. Here
the edges in

←→
E
(
GD
)

are represented as a double-headed arc, while
the edges in Ec

(
GD
)

are colored according to the tile from which they
arise.

Proof. We show that ∀u∆1 , v∆2 ∈ H, λ (u∆1) = λ (v∆2). Since H is
connected, there is a path e1, . . . , ek of directed edges from u∆1 to v∆2 .
Consider then ei =

(
w∆w , t∆t

)
.

If ei ∈
←→
E
(
GD
)
, we have that {w, t} ∈ E(G), and ∆w = ∆t, and

∆w ̸= d ({w, t}). So in particular λ (w∆w) = λ (t∆t).

If ei ∈ Ec
(
GD
)
, thenw = t, and λ (w∆w) ⩽ λ (t∆t). Hence λ (u∆1) ⩽

λ (v∆2). Now since H is strongly connected we also have a path from
v∆2 to u∆1 , which implies λ (u∆1) ⩾ λ (v∆2). Hence, λ (u∆1) = λ (v∆2).

We can now think about transforming a graph in a way that is
compatible with λ(·) and gt(·). To approach this, we restrict ourselves
to portions of the dragging graphthat share the same grid line, with
the idea of then changing that exact grid line coordinate. Given a
directed graph G and W ⊆ V(G), we denote the neighborhood of
W with Γ(W). Analogously to set the sets of incoming and outgoing
edges δ±, we distinguish between Γ−(W), the set of neighbors incident
to an arc directed towardsW, and Γ+(W), the set of neighbors incident
to an arc directed from W. We then define:
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figure 2 .4 The draggable components of GD, color coded by the
value of λ(·). Planar edges are colored accordingly to the grid line of
their endpoints; via edges and vertices might have multiple grid lines
associated to them and thus they are assigned two colors.

definition 2 .1 .9 (Draggable component). Let α ′,α ′′ ∈ [0, 1], and
H ⊆ V

(
GD
)
, Λ(H) = {α ′}. We say that H is a draggable component

from α ′ to α ′′ if either:

• α ′ ⩽ α ′′ and Λ
(
Γ+
(
GD[H]

))
∩ [α ′,α ′′) = ∅ or

• α ′ ⩾ α ′′ and Λ
(
Γ−
(
GD[H]

))
∩ (α ′′,α ′] = ∅,

where we adopt the convention that [α ′,α ′′) = ∅ if α ′ = α ′′.

In other words, a draggable component is a subset of V
(
GD
)

on a
single grid line α ′, where we can replace α ′ by α ′′, and all the con-
straints implied by the edges of GD (including all bidirectional edges
implying equality), remain satisfied. Observe that for vertices v which
have λ(vx) = λ(vy), replacing α ′ by α ′′ corresponds to moving v along
a rhomboidal tile border, or along a grid tile diagonal (see Figure 2.5).
In particular, note that H s.t. Λ(H) = {α} is always draggable from α

to α.
In the definition above, we look at the grid lines of the neighbors of

H: the rationale is that, should we change α up to one of the grid lines
of the neighbors of H, then the dragging graph would change, because
H would become strongly connected to its neighbors according to
Definition 2.1.6. Therefore we can define extrema for the values that α
can attain without changing the dragging graph:
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definition 2 .1 .10 (Maximal draggable range). Let H ⊆ V
(
GD
)

with Λ(H) = {α ′}. We define the maximal draggable range of H as
M(H) := [β1,β2], where

β1 := max
{
α ⩽ α ′ : α ∈ Λ

(
Γ−
(
GD[H]

))
∪ {0, 1}

}
;

β2 := min
{
α ⩾ α ′ : α ∈ Λ

(
Γ+
(
GD[H]

))
∪ {0, 1}

}
.

The concept of maximal draggable range plays the same role as the
interval IX in [Rab17]. We immediately derive from the definition the
following two properties of M(H):

remark 2 .1 .11 Let H ⊆ V
(
GD
)
, with Λ(H) = {α ′}. The following facts

hold:

• H is draggable from α ′ to any α ′′ ∈M(H), and
• if M(H) is a singleton, then α ′ ∈ Λ(Γ(H)), and thus H is not drag-

gable to any α ′′ ̸= α ′.
In particular, consider a set H with Λ(H) = {α} ̸⊂ {0, 1}. We observe

that, if Γ(H) = ∅, we have M(H) = [0, 1]. Also, if H is draggable from
α to some α ′ ̸= α, then necessarily M(H) is not a singleton.

We already hinted at the fact that strongly connected components
of GD lie on a unique grid line in Proposition 2.1.8. In fact, strongly
connected components fully characterize which subsets of V(GD) are
draggable, as the following proposition shows.

proposition 2 .1 .12 Let H be s.t. Λ(H) = {α ′}, and let it be draggable
to α ′′ ̸= α ′. Then H is a union of strongly connected components of G
(Figure 2.4).

Proof. By contradiction, assume there are two nodes u∆u , v∆v such
that u∆u ∈ H, v∆v ̸∈ H, but u∆u and v∆v belong to the same strongly
connected component. Then by Proposition 2.1.8, there are two paths,
P ′ and P ′′, from u∆u to v∆v (and vice versa) s.t. all the nodes w∆w on
the path have λ (w∆w) = α

′. Since H must cut both paths, there must
be two edges e ′ ∈ δ+

(
GD[H]

)
∩ P ′ and e ′′ ∈ δ−

(
GD[H]

)
∩ P ′′. But all

the nodes w∆w on P ′ and P ′′ have λ(w∆w) = α
′, which contradicts H

being draggable to α ′′.

To conclude this section concerning dragging graphs, we also give a
weaker notion of “draggable”. The purpose of this will be clear with
Proposition 2.1.17 and Lemma 2.1.18.

definition 2 .1 .13 (Weakly draggable). LetH ⊆ V
(
GD
)

s.t. |Λ(H)| =
1. We say that H is weakly draggable if δ(H)∩←→E

(
GD
)
= ∅.

remark 2 .1 .14 A draggable component is also weakly draggable.

Proof. Consider an edge
(
u∆u , v∆v

)
∈ ←→E

(
GD
)
. Then u∆u and v∆v are

strongly connected, because
(
v∆v ,u∆u

)
is also an edge in

←→
E
(
GD
)
. By

Proposition 2.1.12, if one of u∆u , v∆v ∈ H, the other must be in H too.
Hence

←→
E
(
GD
)
∩ δ(H) = ∅.
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2.1.3 Rhomboidal grid translates

We will now define operations to transform the dragged graph. The
idea behind the upcoming definitions, is that we want to drag only the
points lying on a given grid line, by changing the grid line coordinate.
Our goal is to build a grid transformation that will preserve the tile
and grid tile of all the vertices, as we show in Lemma 2.1.19 and
Lemma 2.1.18. We will need this later on, when we recall costs on the
chip volume from Section 1.4.5, and show that they are linear under
this grid transformation (which is Theorem 2.1.30). This formalizes
the geometrical dragging concept used in [Rab17; Sac15; HS19].

Local grid line coordinates are in the [0, 1]-range, so we define a grid
translate as follows:

definition 2 .1 .15 (Grid translate). Let α ′,α ′′ ∈ [0, 1], α ′ ̸= 0, 1. The
grid translate Dα

′′
α ′ is a function Dα

′′
α ′ : [0, 1]

2 → [0, 1] with:

Dα
′′
α ′ (α, τ) :=

{
τα ′′ + (1− τ)α ′ if α = α ′,

α otherwise.

Observe that we are excluding α ′ = 0, 1 directly from our definition.
In fact, this condition is excluded throughout this whole chapter. The
reason for this is that vertices (or edges) that lie on the grid lines
implied by 0, 1 have integral coordinates and lie in . These always
occur at the intersection between grid tiles or rhomboidal tiles, so it is
not possible to change their position without abandoning some grid
tile or rhomboidal tile. This also has the advantage of having to handle
fewer corner cases throughout the proofs.

Given local rhomboidal coordinates λ(·) and gt(·), we can immedi-
ately combine grid translates with any dragging graph as follows:

definition 2 .1 .16 (Dragged graph). Let H ⊆ V
(
GD
)

and τ ∈ [0, 1];
we define the dragged graph Dα

′′
α ′
∣∣
H
◦G(τ) = (V ,E):

V := {fH(v, τ) | v ∈ V(G)},
E := {{fH(u, τ), fH(v, τ)} | {u, v} ∈ E(G)} ,

where fH(v, τ) ∈ V
(
Dα

′′
α ′
∣∣
H
◦G(τ)

)
is defined as

fH(v, τ) :=
(
fH,x(v, τ), fH,y(v, τ), vz

)
;

fH,∆(v, τ) :=




λ̂−1

(
gt(v∆),Dα

′′
α ′ (λ(v∆), τ)

)
if v∆ ∈ H,

v∆ otherwise.

The most interesting part of the definition above is the function
fH(v, τ); which can be thought as the position of the vertex v while a
grid line α ′ is being dragged to α ′′. The position of v changes only if
v is included in H and it lies exactly on the grid line α ′. The function
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figure 2 .5 The effect of Dα
′′
α ′ is to move the coordinates and vertices

selected by H from the red lines to the blue lines.

fH(v, τ) is constructed precisely in order to change λ(v∆) but to leave
gt(v̄) untouched. We will show this formally, but first we observe that
under weak draggability, we still have a rectilinear graph.

proposition 2 .1 .17 ForH ⊆ V
(
GD
)

weakly draggable, Dα
′′
α ′
∣∣
H
◦G(τ)

is rectilinear ∀ τ ∈ [0, 1], with the same edge direction d(·) as G.

Proof. Note that fH,∆(v, τ) = v∆ ∀ τ if ∆ = z or v∆ ̸∈ H. We thus
need to show that ∀u∆ ∈ H, ∀ {u, v} ∈ E(G), it holds that u∆ = v∆ ⇒
fH,∆(u, τ) = fH,∆(v, τ).

But u∆ = v∆ ⇒ λ(u∆) = λ(v∆) ⇒
(
u∆, v∆

)
,
(
v∆,u∆

)
∈ ←→E

(
GD
)
,

so u∆ and v∆ are strongly connected. Hence, v∆ ∈ H. Observe now
that we also have gt (u∆) = gt (v∆), which gives us the claim.

We will give now two results which tie the concept of (weak) drag-
gability to the geometrical properties of the dragged graph.

lemma 2 .1 .18 (Grid translates preserve grid tiles). Let H be weakly
draggable, Dα

′′
α ′ a grid translate, Λ(H) = {α ′}, with α ′ ̸= 0, 1, and v∆ ∈ H.

Then, ∀ τ ∈ [0, 1], we have fH,∆(v, τ) ∈ [gt (v∆) , gt (v∆) + 1].

Proof. We need to show that, ∀ τ ∈ [0, 1],

λ̂−1
(

gt(v∆),Dα
′′
α ′ (λ(v∆), τ)

)
∈ [⌊v∆⌋, ⌊v∆⌋+ 1] .

We may assume λ(v∆) = α ′, otherwise it f+ollows from Remark 2.1.3.
Therefore we have that for some n ∈ Z, either v∆ = 2n + α ′, or
v∆ = 2n+ 2−α ′.

λ̂−1
(

gt(2n+α ′),Dα
′′
α ′ (α

′, τ)
)
= λ̂−1

(
2n,Dα

′′
α ′ (α

′, τ)
)

= 2n+Dα
′′
α ′ (α

′, τ)
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∈ [2n, 2n+ 1]

= [gt(v∆), gt(v∆) + 1] ;

λ̂−1
(

gt(2n+ 2−α ′),Dα
′′
α ′ (α

′, τ)
)
= λ̂−1

(
2n+ 1,Dα

′′
α ′ (α

′, τ)
)

= 2n+ 2−Dα
′′
α ′ (α

′, τ)

∈ [2n+ 1, 2n+ 2]

= [gt(v∆), gt(v∆) + 1] .

lemma 2 .1 .19 (Grid translates preserve rhomboidal tiles). Let H be
draggable from α ′ to α ′′, with α ′ ̸= 0, 1. Let Dα

′′
α ′ be a grid translate, and

v∆ ∈ H. Let v̄ ∈ T ∈ T ×L. Then, ∀ τ ∈ [0, 1], we have fH(v, τ) ∈ T .

Proof. Assume w.l.o.g. χ(T) = x, then (vx, vy) ∈ E
(
GD
)
, and λ(vx) ⩽

λ(vy) by Remark 2.1.5. We need to show that λ (fH,x(v, τ)) ⩽ λ
(
fH,y(v, τ)

)
.

Let us first rule out the case vx, vy ∈ H. Indeed by Definition 2.1.9,
that implies λ(vx) = λ(vy) = α ′. In that case, v̄ ∈ ∂T , and therefore
there exists T ′ ∈ T × L, χ(T ′) = y, s.t. v̄ ∈ ∂T ′. This implies that
(vy, vx) ∈ E

(
GD
)

as well. By definition of fH,∆, we have fH,x(v, τ) =
fH,y(v, τ) for all τ ∈ [0, 1], which shows the claim.

Let thus only one of vx, vy belong to H; in particular λ(vx) < λ(vy).
If that were not the case, by the argument above, vx and vy would be
strongly connected, which is a contradiction to H being a draggable
component.

We show the claim by contradiction. Assume then that, for some
τ ∈ (0, 1], λ (fH,x(v, τ)) > λ

(
fH,y(v, τ)

)
.

• If vx ∈ H, (vx, vy) ∈ δ+(H). Also, λ
(
fH,y(v, τ)

)
= λ(vy). By

Definition 2.1.15, we conclude that

α ′ = λ(vx) ⩽ λ(vy) < λ (fH,x(v, τ)) ⩽ λ (fH,x(v, 1)) = α ′′.

where we used that λ(vx) ⩽ λ(vy), which is always the case
within T , followed by our assumption. The latter inequality,
λ (fH,x(v, τ)) ⩽ λ (fH,x(v, 1)), must hold because with our as-
sumption, λ (fH,x(v, τ)) must be monotonically increasing. In
particular, this means that

λ(vy) ∈ Λ
(
Γ+
(
GD [H]

))
∩ [α ′,α ′′)

which contradicts H being draggable.

• Analogously, if vy ∈ H, (vx, vy) ∈ δ−(H), and λ (fH,x(v, τ)) =

λ(vx). Therefore

α ′′ = λ
(
fH,y(v, 1)

)
⩽ λ

(
fH,y(v, τ)

)
< λ(vx) ⩽ λ(vy) = α ′

where we used the same reasoning as above. This implies

λ(vy) ∈ Λ
(
Γ−
(
GD [H]

))
∩ (α ′′,α ′]

again contradicting H being draggable.
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Here we see the difference between “weakly draggable” and “drag-
gable”. Weak draggability is all we need in order to preserve the
rectilinear property of the graph, and from Definition 2.1.16 we get
immediately the property of preserving the grid tiles. However, if we
want to preserve rhomboidal tiles as well, we need to require more,
namely, proper draggability.

Keeping these observations in mind, let us look now at what hap-
pens to the dragging graph of a dragged graph, i.e. how the dragging
graph transforms upon application of grid translates.

proposition 2 .1 .20 (Dragging graphs grow). Let G ′τ denote the
dragged graph Dα

′′
α ′
∣∣
H
◦G(τ). Consider (G ′τ)

D.

1. For all τ ∈ [0, 1), E
(
(G ′τ)

D
)
= E

(
GD
)
.

2. For τ = 1,
←→
E
(
(G ′τ)

D
)
=
←→
E
(
GD
)
, and Ec

(
(G ′τ)

D
)
⊇ Ec

(
GD
)
.

3. Let M(H) = [β1,β2]; if α ′′ ∈ (β1,β2) = M̊(H), then item 1 holds
also for τ = 1.

Proof. Items 1 and 2 clearly follow directly from Lemma 2.1.18 and
Lemma 2.1.19. However, for a general α ′′, we cannot prove item
3, because it may occur that some vertex v ∈ V(G) such that v̄ ∈
T̊ ∈ T × L is dragged to ∂T by Dα

′′
α ′
∣∣
H

. However, observe that for
α ′′ ∈ (β1,β2), we can obtain G ′τ as D

β1
α ′
∣∣
H
◦G(τ ′) or D

β2
α ′
∣∣
H
◦G(τ ′)

for a suitable τ ′ ∈ [0, 1). Hence we obtain item 3 from 1.

In other words, by applying grid translates, we might be adding
constraint edges to Ec. This however occurs only when we reach the
extrema of a maximal draggable range M(H), and it corresponds to
a certain vertex reaching the grid line of the neighbors in GD and
simultaneously the border of a rhomboidal tile. The added constraint
edge will force such vertex to stay on the border of that rhomboidal
tile in any subsequent grid translate.

Let us now look again more closely at fH(v, τ) from Definition 2.1.16.
We have parameterized grid translates on a variable τ ∈ [0, 1]; therefore,
we want to look at the graph of fH(v, τ) when τ varies. It is easy to see
that the path traced by v during a dragging operation is a segment,
and is is either horizontal, vertical, or contained in a rhomboidal tile’s
boundary (i.e. has slope ±1).

lemma 2 .1 .21 Let H be draggable from α ′ to α ′′, α ′ ̸= 0, 1, and Dα
′′
α ′ be

a grid translate. Let v ∈ V(G), and denote with Dv ⊂ the following set:

Dv :=
{
fH(v, τ) | τ ∈ [0, 1]

}
.

The following facts hold:
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1. there exist a grid tile S and a rhomboidal tile T such that Dv ⊂ S∩ T ;

2. Dv is a (possibly degenerate) segment;

3. Dv is either axis-parallel or fully contained in ∂T .

Proof. Recall that fH(v, 0) = v̄ (i.e. for τ = 0). Consider the grid tile
S := gt

(
fH(v, 0)

)
, and let T ∈ T ×L be any rhomboidal tile such that

fH(v, 0) ∈ T .
If H∩ {vx, vy} = ∅, then fH(v, τ) = v̄ for all τ, and therefore Dv = {v̄}.

In such case, all three facts hold for the chosen S and T and there is
nothing to prove. So let us assume at least one of vx, vy ∈ H ⊆ V

(
GD
)
.

We claim that such S and T satisfy item 1, i.e. Dv ⊂ S∩ T .
Indeed H is draggable, so by Lemma 2.1.19 we have that fH(v, τ) ∈ T

for all τ ∈ [0, 1]. Moreover, we know that H is weakly draggable by
Remark 2.1.14; hence by Lemma 2.1.18, we also have fH(v, τ) ∈ S for
all τ ∈ [0, 1]. This shows item 1.

Next we show that Dv is a segment. This fact follows from Defini-
tion 2.1.15 and from observing that Dα

′′
α ′ is either constant, or linear in

τ. Indeed, if we set t∆ = gt(u∆), by substituting the definition of λ̂−1,
we have that

fH,∆(v, τ) =





t∆ +α ′ + τ(α ′′ −α ′) if v∆ ∈ H∧ t∆ ≡ 0 mod 2,

t∆ + 1−α ′ − τ(α ′′ −α ′) if v∆ ∈ H∧ t∆ ̸≡ 0 mod 2,

u∆ otherwise.
(2.1)

By linearity of fH,∆(v, τ), fH(v, τ) =
(
fH,x(v, τ), fH,y(v, τ),uz

)
is a

parametrization of a segment for τ ∈ [0, 1]. This shows item 2.
Thirdly, observe that the coefficient of τ in fH,∆(v, τ) is ±1, therefore

Dv is axis-parallel (if one of vx, vy ̸∈ H), or is contained in a line of
slope ±1 through fH(v, 0).

In this latter case, we have that, in particular, vx, vy ∈ H; but Λ(H) =
{α ′}, therefore λ(ux) = λ(uy)⇒ v̄ = fH(v, 0) ∈ ∂T . Since v̄ ∈ ∂T , there
exist another T ′ ∈ T × L, T ′ ̸= T , s.t. v̄ ∈ ∂T ∩ ∂T ′. By applying
Lemma 2.1.19 to T ′, we have that Dv ⊂ T ∩ T ′ = ∂T ∩ ∂T ′ ⊂ ∂T .

In Section 2.1.4, we will consider costs. For this purpose, it will be
useful to look not only at how a single vertex is individually moved
by a grid translate, but also how connected vertices behave. Since we
took neighboring vertices into account when defining draggability,
vertices can never go past their neighbor’s position, even when the
traced segment Dv coincides with an edge of G. This is summarized
in the following result.

lemma 2 .1 .22 (Grid translates do not flip planar edges). Let H be
draggable from α ′ to α ′′, α ′ ̸= 0, 1, and Dα

′′
α ′ be a grid translate. Let e =

{v,w} ∈ E(G), such that v̄ ̸= w̄. Then for all τ ∈ [0, 1), fH(v, τ) ̸= fH(w, τ).
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Here by “not flipping”, we mean that the relative position of the
two endpoints w.r.t. the direction of the edge remains unchanged.

Proof. It suffices to consider the case for d(e) ∈ {x,y} and
{
vd(e),wd(e)

}
∩

H ̸= ∅. We also require that there exist T ∈ T ×L, S grid tile, such that
v̄, w̄ ∈ T ∩ S, otherwise the statement is trivially true by Lemma 2.1.21.
For simplicity, we will further assume d(e) = x, as the case for d(e) = y
is analogous.

Since v̄, w̄ ∈ T ∩ S and v̄ ̸= w̄, we conclude that λ(vx) ̸= λ(wx),
therefore only one of vx,wx belongs to H. W.l.o.g. let such vertex
be vx. Therefore fH,x(w, τ) = wx and λ(vx) = α ′. By contradiction,
assume that fH,x(v, τ) = wx for some τ ∈ [0, 1). Observe that

λ (fH,x(v, τ)) = Dα
′′
α ′
(
α ′, τ

)
= τα ′′ + (1− τ)α ′.

Since τ < 1 and λ (fH,x(v, τ)) is injective, we conclude that one of the
following must hold:

α ′ < λ(wx) < α ′′, α ′′ < λ(wx) < α ′.

However, (vx,wx), (wx, vx) ∈ E
(
GD
)
, which implies that either

Λ
(
Γ+
(
GD[H]

))
∩ [α ′,α ′′) ̸= ∅ or

Λ
(
Γ−
(
GD[H]

))
∩ [α ′′,α ′) ̸= ∅,

depending on whether α ′ < α ′′ or vice versa. In both cases this consti-
tutes a contradiction to H being draggable.

corollary 2 .1 .23 Let H be draggable from α ′ to α ′′, α ′ ̸= 0, 1, and
Dα

′′
α ′ be a grid translate. Let e = {v,w} ∈ E(G), such that v̄ ̸= w̄. Consider

the segments Dv and Dw parameterized by fH(v, τ) and fH(w, τ). We have
that D̊v ∩ D̊w = ∅.

2.1.4 Linear costs under grid translates

Let us look into how cost model vary when evaluated on a graph
that undergoes a grid translate. Recall Lemmas 2.1.18 and 2.1.19: we
know that grid translates on a draggable component of GD preserve
both grid tiles and rhomboidal tiles. Recall as well Section 1.4.5, where
we defined the cost models based on triangles arising precisely from
such grid tiles and rhomboidal tiles intersection (R, Definition 1.4.27):
within each of those triangles, each of the base cost function is simply
linear. We therefore expect linear combinations of such functions (i.e.
a cost model g ∈ RC

>0) to remain linear in each triangle, and, more
specifically, we expect that the total cost g(Dα

′′
α ′
∣∣
H
◦G(τ)) will be linear

too when applied to a dragged graph Dα
′′
α ′
∣∣
H
◦G(τ), at the varying of

τ ∈ [0, 1]. This is the outline of this Section.
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In the following, let thus G be a rectilinear graph, and assume a
grid translate Dα

′′
α ′
∣∣
H

is given on H ⊆ V
(
GD
)
, a draggable component

from α ′ to α ′′, with α ′ ̸= 0, 1. Let moreover g ∈ RC
>0 be a cost

model. We will study what happens to g when applied to an edge
e = (v,w) ∈ E

(
Dα

′′
α ′
∣∣
H
◦G(τ)

)
. For simplicity, we will denote with

g(e, τ) the cost of an edge that is being dragged, which is expressed
geometrically as follows:

g(e, τ) := g
(
fH(v, τ), fH(w, τ)

)
, (2.2)

where we consider g applied to the position of v and w when dragged
under Dα

′′
α ′
∣∣
H

.
We first see that indeed cpp̄(·) is a linear function under grid trans-

lates, and then we show the same for wire area cost cwR(·).

lemma 2 .1 .24 Let u be one of v,w, and fH(u, τ) be its position dur-
ing dragging. Let p̄ ∈ . Then cpp̄

(
fH,x(u, τ), fH,y(u, τ),pz

)
is a linear

function of τ in [0, 1].

Proof. Recall Lemma 2.1.21; the segment Du =
{
fH(u, τ) | τ ∈ [0, 1]

}

is fully contained in R := S ∩ T ∈ R, where S is a grid tile and T a
rhomboidal tile. Moreover, it is axis-parallel or contained in ∂T . Let
D ′u be the projection along z of Du onto pz. It remains only to observe
that cpp̄ restricted to D ′u is always linear for such a Du ⊂ R. This is
the case for px ≡ py mod 2 as well as px ̸≡ py mod 2; in fact cpp̄ is
linear in every R ′ ∈ R.

corollary 2 .1 .25 Let p̄ ∈ , the cost functions ctpp̄(e, τ) : [0, 1]→ R

and cbpp̄(e, τ) : [0, 1]→ R are linear.

Now we would like to show an analogous result for cwT ; as a
shorthand in the following proof, we will formalize the concept of
“left/right” and “above/below” for the triangles R:

definition 2 .1 .26 (Relative positions of R ∈ R). Let R,R ′ ∈ R, s.t. R
and R ′ belong to the same layer, and let ∆ ∈ {x,y} be a direction. We write

R ≺∆ R ′ ⇔ r∆ ⩽ r ′∆ ∀r ∈ R, ∀r ′ ∈ R ′ s.t. r∆⊥ = r ′∆⊥ ,

R ≻∆ R ′ ⇔ r∆ ⩾ r ′∆ ∀r ∈ R, ∀r ′ ∈ R ′ s.t. r∆⊥ = r ′∆⊥ .

If there are no two r, r ′ s.t. r∆⊥ = r ′
∆⊥ , the relations ≺∆, ≻∆ do not hold.

We say that R is above R ′ (resp. below) if R ≻y R ′ (resp. R ≺y R ′). We
say as well that R is right of R ′ (resp. left of) if R ≻x R ′ (resp. R ≺x R ′). If
R ≺∆ R ′ ∨ R = R ′, we write R ⪯∆ R ′, and analogously R ⪰∆ R ′ ⇔ R ≻∆
R ′ ∨ R = R ′.

lemma 2 .1 .27 Let T ∈ T. The cost function cwT (e, τ) : [0, 1] → R is
linear.
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Proof. If d(e) = z, then cwT (e, τ) = 0 for all τ. Assume then d(e) ̸= z.
Since H is draggable (in particularly, weakly draggable), we know by
Proposition 2.1.17 that fH(v, τ) and fH(w, τ) are the endpoints of a
segment with the same direction as e. We will indicate such segment
with ρτ := fH(v, τ) fH(w, τ), with ρ0 = vw.

We know by Lemma 2.1.21 that there exist Rv,Rw ∈ R such that
the segments Dv, resp. Dw, (traced by fH(v, τ), resp. fH(w, τ) ∈ ) are
contained in Rv, resp. Rw. Assume w.l.o.g. that d(e) = x, the case for
d(e) = y is analogous. Let us look at the positions of Rv,Rw w.r.t. to
some other triangle R ∈ R, with R ⊂ T . If Rv,Rw ≺x R, ∀R ⊂ T , then
ρτ ∩ T̊ = ∅ ⇒ cwT (e, τ) = 0, and there is nothing to prove. The same
is true if any of the other relations (≺y, ≻x, ≻y) holds for both Rv,Rw
and all triangles contained in T .

Therefore there must be at least one R ⊂ T s.t. Rv ⪯x R ⪯x Rw
or Rw ⪯x R ⪯x Rv. Up to exchanging the roles of v and w, we may
assume w.l.o.g. that fH,x(v, τ) ⩽ fH,x(w, τ). This is clear if Rv ≺x R or
R ≺x Rw, and it is guaranteed by Lemma 2.1.22 in the case Rv = R =

Rw. This implies in particular that for all p̄ ∈ Dv, q̄ ∈ Dw, px ⩽ qx.
Let then π denote the projection along the x-axis onto T , which

keeps the points of T fixed, i.e. π(r) = r ∀r ∈ T . From what we stated
before, it is clear that

fH,x(v, τ) ⩽ fH,x(w, τ) ⇒ π
(
fH(v, τ)

)
x
⩽ π

(
fH(w, τ)

)
x

,

hence
cwT (e, τ) = π

(
fH(w, τ)

)
x
− π

(
fH(v, τ)

)
x

. (2.3)

To conclude, observe that, because of the geometry of T , π(Dv) and
π(Dw) are again (possibly degenerate) segments, either axis-parallel
or fully contained in T . This, together with Equation (2.1) implies that
Equation (2.3) describes a linear function.

proposition 2 .1 .28 Let G be a rectilinear graph, and H ⊆ V(GD) be
a draggable component from α ′ ̸= 0, 1 to α ′′. Let g ∈ RC

>0 be a cost model,
and e ∈ E(G). Then g(e, τ) is a linear function for τ ∈ [0, 1].

This result is entirely independent of the choice of G, g, e, α ′′ and
H, it only requires H to be draggable from α ′ ̸= 0, 1 in a rectilinear
graph.

Proof. Corollary 2.1.25 and Lemma 2.1.27 show that all the functions
in the base C are linear. Since g(e, τ) is a linear combination of such
functions, the claim follows.

We know that applying a grid translate to a graph causes a linear
change in the cost; now we would like to extend this property to
the whole maximal draggable range. To do so, we will start from a
“central” position β, and we will glue together two grid translates,
from β to β1 and β2, respectively, where M(H) = [β1,β2].
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definition 2 .1 .29 (Centered grid translate). LetH ⊆ V
(
GD
)
,Λ(H) =

{β}. Recall the maximal draggable range M(H) = [β1,β2] from Defini-
tion 2.1.10. We define a centered grid translate as follows:

EH(α, τ) :=

{
β1 + τ(β2 −β1) if α = β;

α otherwise.

The key takeaway from the definition above, is that we can drag
between β1 and β2, independently of the original starting point β.

We generalize Definition 2.1.16 to define graphs dragged by EH, and
we write, analogously, EH ◦G(τ) and fH(v, τ) to denote the dragged
vertex in EH ◦G(τ) that corresponds to v ∈ V(G).

theorem 2 .1 .30 (Costs are linear within the maximal dragging
range). Let EH be the centered grid translate of H ⊆ V

(
GD
)
, Λ(H) = {β}.

Assume M(H) = [β1,β2] is not a singleton. Let g ∈ RC
>0 be a cost model,

and consider e = {v,w} ∈ E (EH ◦G(τ)). Let g(e, τ) denote the cost of e
under the application of EH as in Equation (2.2).

The function g(e, τ) is a linear function for τ ∈ [0, 1].

Proof. Observe that we can rewrite EH also in terms of “regular” grid
translates. Set

γ :=
β−β1
β2 −β1

;

we have then

EH(α, τ) =





D
β1
β (α, (γ− τ)/γ) if τ ⩽ γ;

D
β2
β (α, (τ− γ)/(1− γ)) if τ > γ.

(2.4)

We can therefore apply Proposition 2.1.28 to D
β1
β and D

β2
β separately,

and we obtain that g(e, τ) is linear for τ < γ and τ > γ. It remains to
show that g(e, τ) is smooth in γ.

Let thus 0 < ε < min{β − β1,β2 − β}. Consider D
β−ε
β

∣∣
H

, which
drags the component H from β to β− ε < β. We know that g(e, τ) is
linear when H is dragged by D

β−ε
β

∣∣
H

(we obtain this, for example, by
applying Proposition 2.1.28 once more). To shorten the notation, we
write

G ′τ := D
β−ε
β

∣∣
H
◦G(τ).

Recall that [β1,β2] is the maximal draggable range of H; since
β1 < β− ε < β, Proposition 2.1.20 guarantees that

GD =
(
G ′1
)D ,

that is, the dragging graph remains unaltered under Dβ−εβ

∣∣
H

. In par-
ticular, this implies that the maximal draggable range M(H) remains
[β1,β2] also in G ′1. Therefore H is draggable in G ′1 from β− ε to β+ ε.
Define now

τ ′(τ) :=
ε+ (τ− γ)(β2 −β1)

2ε
;
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we claim that

EH(α, τ) = D
β+ε
β−ε

(
α, τ ′(τ)

)
(2.5)

for

γ−
ε

β2 −β1
⩽ τ ⩽ γ+ ε

β2 −β1
. (2.6)

We need to show this only for β = α. Indeed:

D
β+ε
β−ε

(
β, τ ′(τ)

)
= D

β+ε
β−ε

(
β,
ε+β1 −β+ τ(β2 −β1)

2ε

)

= β− ε+ ε+β1 −β+ τ(β2 −β1)

= β1 + τ(β2 −β1)

= EH(β, τ)

and moreover

τ ′
(
γ−

ε

β2 −β1

)
= 0; τ ′

(
γ+

ε

β2 −β1

)
= 1.

We now apply Proposition 2.1.28 to D
β−ε
β+ε

∣∣
H

. Note that g depends
exclusively on the position, which is completely defined by the grid
translates; therefore by exploiting Equation (2.5), we conclude that
g(e, τ) is linear when G is being dragged by EH(α, τ), with τ con-
strained as in Equation (2.6). In particular, since the interval defined in
Equation (2.6) is centered on γ, we have that g(e, τ) is smooth in γ.

corollary 2 .1 .31 Let EH be the centered grid translate ofH ⊆ V
(
GD
)
,

with |Λ(H)| = 1 and M(H) not a singleton. Let (he)e∈E(G) be a cost model
vector, and consider EH ◦G(τ). Consider the cost function:

h (EH ◦G(τ)) : [0, 1] −→ R

τ 7−→
∑

e∈E(G)

he(e, τ)

h (EH ◦G(τ)) is linear in [0, 1].

Proof. Apply Theorem 2.1.30 to each he for e ∈ E(G).

Hence, we can now transform a draggable component all the way
within its own maximal draggable range up to the extrema, and the
change in cost described by a cost model will be a simple linear
function. This has a key consequence: it is non-increasing in one
direction, therefore we can always transform E ◦G(τ) for some τ = 0, 1
without increasing the cost of the graph G. This is the fact that we will
exploit in Section 2.2.
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2.2 rhomboidal hanan grid

Recall that our goal is to compute Steiner trees of minimum cost, since
Steiner trees model interconnects within a chip. In Sections 1.4.5
and 1.4.6 we have defined a a detailed cost model based on the
rhomboidal geometry, which takes prices from the resource sharing
algorithm. We are ready now to formally state the Steiner tree problem
on rhomboids:

minimum cost rectilinear steiner tree on rhomboids

Input A discrete set of terminals X ⊂ and a cost model g ∈
RC
>0.

Output A rectilinear Steiner tree Y on X minimizing g(Y).

remark 2 .2 .1 The problem Minimum cost rectilinear Steiner tree on
rhomboids is NP-hard.

Proof. Take g ∈ RC
>0 as

g := (1)R∈R++(0)p̄∈ ++(0)p̄∈ ,

i.e. take unit costs for wire area and zero for via pads. For this cost
model, the problem is equivalent to a rectilinear Steiner tree problem,
which is NP-hard [GJ77].

In principle, it is not clear how we can actually find a Steiner tree Y
on a discrete set of terminals X ⊂ that minimizes some cost model
g ∈ RC

>0. We show that, up to grid translates, we can always assume,
without increasing the cost, that Steiner trees on X only use a finite
number of grid lines, which depends on X exclusively.

This allows us to build a finite grid graph which is guaranteed
to contain a minimum cost Steiner tree, which we call rhomboidal
Hanan grid, analogously to the classical Hanan grid [Han66; Zac01] for
ℓ1-shortest Steiner trees. We have therefore reduced the Steiner tree
problem with minimum g-cost to a Steiner tree problem in graphs,
which is a very well studied subject, allowing us to leverage many
pre-existing algorithms: this is the subject of Section 3.1.

The results on cost model linearity that we observed in the previous
section will now come to fruition.

theorem 2 .2 .2 (Rhomboidal Hanan Grid). Let X ⊂ be a finite set of
terminals, and Y0 a rectilinear Steiner tree on X. For all cost model vectors
(ge)e∈E(G), ge ∈ RC

>0, Y0 can be transformed (by applying a finite number
of grid translates) into a rectilinear Steiner tree Y∗, having the same vertex
and edge set as Y0 but different vertex positions, such that g(Y∗) ⩽ g(Y0)
and Λ (V(Y∗)) ⊆ Λ(X)∪ {0, 1}.
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Proof. Consider YD0 ; we clearly have Λ(X) ⊆ Λ
(
V
(
YD0
))

. Define then,
for a rectilinear Steiner tree Y on X,

h(Y) := |{α ∈ Λ(V(Y)) : α ̸∈ Λ(X)∪ {0, 1}}| .

The function h(Y) measures the number of different grid lines that we
have outside of our target set Λ(X)∪ {0, 1}; hence if h(Y0) = 0, then we
are done (and we can take Y∗ = Y0). Assume thus h(Y0) > 0.

Take H ⊆ V
(
YD0
)

with Λ(H) = {α}. We choose H such that α ̸∈
Λ(X)∪ {0, 1}, and moreover we choose it maximal with such property
(not necessarily connected). This is possible because h(Y0) > 0. Since
it is maximal, it cannot be α ∈ Λ(Γ(H))∪ {0, 1}, and by Remark 2.1.11,
M(H) is not a singleton.

Let EH be the centered grid translated of H. By Corollary 2.1.31, we
know that g (EH ◦ Y0(τ)) is linear in [0, 1]. Note that for each τ ∈ [0, 1],
EH ◦ Y0(τ) is again a rectilinear Steiner tree in for X. This is the
case because α ̸∈ Λ(X), and therefore all vertices in X do not move.
Moreover, for τ = γ as in Equation (2.4), we have

EH ◦ Y0(γ) ≡ Y0,

where with the symbol “≡” we imply that the position of the vertices is
the same as well. We conclude that g (EH ◦ Y0(τ)) is either constant, or
there is one direction (either τ < γ or τ > γ) in which g is decreasing.
Take thus τ1 ∈ {0, 1} s.t.

g (EH ◦ Y0(τ1)) ⩽ g (EH ◦ Y0(γ))

Set Y1 := EH ◦ Y0(τ1), and we have g(Y1) ⩽ g(Y0).
Now, clearly Y1 is again a Steiner tree on X, but now α ̸∈ Λ

(
V
(
YD1
))

,
because all vertices v∆ ∈ V

(
YD0
)

with λ(v∆) = α were in H, and have
been dragged to one of the extrema of M(H), which is not a singleton.
Hence

h(Y1) < h(Y0).

We can now repeat the process on Y1, and so on and so forth, as
long as h(Yi) > 0 for i = 1, . . . ,n := h(Y0). We thus get a sequence of
Steiner trees on X, Y0, . . . , Yn, s.t.

g(Y0) ⩾ · · · ⩾ g(Yn), h(Y0) > · · · > h(Yn) = 0.

The Steiner tree Yn satisfies therefore Λ(V(Yn)) ⊆ Λ(X) ∪ {0, 1} by
definition of h(Y). We thus choose Y∗ = Yn, and this concludes the
proof.

Observe that, in the proof above, despite using several times the fact
that the cost function is linear within the maximal dragging range,
this does not mean that the whole sequence of centered grid translates
itself yields a linear change in h. In fact, this is in general not the case,
and we might have a change in the slope of h every time we choose and
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figure 2 .6 A Steiner tree on four terminals; each terminal is color-
coded, all the points in sharing the same x and y λ-coordinates with
the given terminal have the same color. Together with the dashed
lines (marking points p̄ s.t. Λ(p̄) ∈ {0, 1}), this is a visualization of the
rhomboidal Hanan grid for Steiner trees. See Section 2.2 for a more
detailed view of the contribution of each terminal to the overall grid.

fix a τi. However, what is relevant for us is that the cost only decreases,
and for that we need that every time we make a change to the graph,
we induce a linear change in order to choose the dragging direction
that minimizes h. However, if we imagine applying this constructive
proof on a Steiner tree of minimum cost, we must conclude that h is
indeed not only linear, but actually constant, because otherwise we
would have found an even cheaper tree.

With Theorem 2.2.2, we now have the property we need to build
a graph which is guaranteed to contain a minimum cost Steiner tree
given a subset of terminals.

We begin by observing that, given a set of points P ⊂ , there is a
natural way to build a grid graph on , having P as vertex set on every
layer, and complying with the layer direction constraints; that is, we
take a copy of P on every layer, we connect aligned points with edges
that respect the layer preferred direction, and we then join copies of
the same point on adjacent layers. Formally:
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figure 2 .7 A breakdown of the rhomboidal Hanan grid for Sec-
tion 2.2 into separate, color-coded, grids, each arising from one of
the different terminals. The 0− 1-grid is always displayed, dashed.
Observe that terminals that lie on the boundary of some rhomboidal
tile (which, in particular, are points p̄ for which λ(px) = λ(py)) give
rise to a grid which has a unique grid line (e.g. the blue and orange
grids), while other points in the interior of rhomboidal tiles need more
grid lines (e.g. red and blue grids).
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figure 2 .8 Construction of a simple layer-constrained grid starting
from a set of planar points.

V := P×L;

E(V) :=
{
{v,w} | v,w ∈ V : vx = wx ∧ vy = wy ∧ |vz −wz| = 1

}

∪
{
{v,w} | v,w ∈ V : vz = wz ∧wd⊥(wz) = vd⊥(vz)

∧ vw∩ P×L = {v,w}
}

(2.7)

By Theorem 2.2.2, given a subset X ⊂ of terminals, we know that
the set

YX := {Steiner trees Y on X s.t. Λ(V(Y)) ⊆ Λ(X)∪ {0, 1}} (2.8)

contains a g-cheapest Steiner tree on X for all g ∈ RC
>0 cost models.

We will build a grid starting from this property.

definition 2 .2 .3 (Grid graph). Let A ⊂ [0, 1] be a finite set. We define
the grid GA using the technique from Equation (2.7) starting from the points
set

P := {p̄ ∈ : λ(px), λ(py) ∈ A} ,

therefore we have

V(GA) := P×L = {v : v̄ ∈ ∧Λ(v) ⊆ A}; E(GA) := E (V(GA)) .

It helps to think to the grid graph above as the classical Hanan
grid for terminals on A within a single grid tile, but reflected on the
rhomboidal and grid tile boundary. Essentially, up to reflections, we
replicate the classical Hanan grid in every grid tile. Let us rephrase
now Theorem 2.2.2 in terms of the newly defined GA:

theorem 2 .2 .4 (Rhomboidal structure theorem). Let X ⊂ be a
finite subset and g ∈ RC

>0 be a cost model. Let A = Λ(X) ∪ {0, 1}. Then
GA contains a g-cheapest rectilinear Steiner tree Y∗ ∈ YX on X, respecting
preferred direction constraints, for any cost model g.
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figure 2 .9 The construction of the grid graph as in Definition 2.2.3
for A = {0, 1, 0.3}. Figure 2.9b shows only one rhomboid and two
layers.

Proof. This is a direct consequence of Theorem 2.2.2 and Defini-
tion 2.2.3.

Again, GA does not depend on the cost model g, therefore the graph
GA can be fixed once the terminals X are known, and be used for all
cost models. This is relevant since, as we have seen in Section 1.4, the
cost function will change over several phases to obtain a fractional
global routing solution.

corollary 2 .2 .5 Let g ∈ RC
>0 be a cost model with positive entries. Let

ℓg : 2 → R denote the shortest path distance between points of according
to g. Then ( , ℓg) is a metric space.

Proof. For any finite number of points X, we can construct a metric
graph GA with A = Λ(X)∪ {0, 1} according to Theorem 2.2.4; the arc
weight on this graph is given by g, which is positive, and thus we
have a shortest-path metric induced on GA. Hence, we can derive
the metric axioms for ( , ℓg) from GA, with the appropriate choice of
A.

corollary 2 .2 .6 Let g,g ′ ∈ RC
>0 be two cost models with g ⩽ g ′

(element-wise), and s, t ∈ . Then ℓg(s, t) ⩽ ℓg ′(s, t).

Proof. Let Y be a g-cheapest s-t-path, and Y ′, respectively, be a g ′-
cheapest s-t-path. We can assume that both paths lie in the same grid
constructed with grid lines Λ({s, t}). Then by Remark 1.4.35,

ℓg(s, t) = g(Y) ⩽ g(Y ′) ⩽ g ′(Y ′) = ℓg ′(s, t).

The grid defined here is the same as the one employed in [HS19;
Sac15; Rab17; Bla19]; which is suitable also for the more general cost
model (he)e∈E(G), he ∈ RC

>0. As a special case to Theorem 2.2.4, we
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can show the results in [HS19; Sac15; Rab17] as corollaries, for the case
where the cost model is two dimensional and simplified to a simple
wire area model.

Exact and approximation algorithms for Steiner trees in graphs (see
for example [HSV14; Voß92; WWZ00; WWW86]) in general depend on
the number of vertices or edges of the graph. For our GA, in particular,
we can estimate the number of edges and vertices as O(WHL |A|2):

remark 2 .2 .7 We assume L ≡ 0 mod 2, so that we have as many
horizontal layers as vertical layers. Then

|V(GA)| =WHL (|A|− 1)
2 + L(W +H) (|A|− 1) + L

= O
(
WHL |A|2

)

|E(GA)| =WH (2L− 1)(|A|− 1)2 + (3L/2− 1) (W +H)(|A|− 1) + L− 1

= O
(
WHL |A|2

)
.

Proof. There are exactly (|A|− 1)2 vertices in a single half-open grid
tile. Moreover, we need to count the rightmost column of vertices for
x = W and the topmost row of vertices for y = H, which give us
another (W +H)(|A|− 1) + 1 vertices per layer. Note that these ones
do not contribute to the preferred direction edges. These yield a total
amount of

|V(GA)| =WHL(|A|− 1)
2 + L(W +H)(|A|− 1) + L.

To count the edges, we recall that each one vertex has an adjacent
vertex in positive preferred direction, and one via edge to the next layer.
Thus take 2 |V(GA)|. However, the rightmost column (resp. topmost
row) of vertices do not have a preferred direction edge (which would
lead outside ), se must subtract those, which are exactly

K1 :=
L

2
(W +H)(|A|− 1) + L.

Moreover, we need to subtract as well the amount of vertices on layer
L, because those have no via to the next layer. These are exactly

K2 =WH(|A|− 1)
2 + (W +H)(|A|− 1) + 1.

Expanding |E(GA)| = 2|V(GA)|−K1 −K2 yields the result.

One can immediately see that the quadratic dependency on |A|− 1

can make finding Steiner trees on a large number of terminals quickly
infeasible. In the next section we investigate whether is it possible to
prune some of these vertices.

2.2.1 Grid transitions

In order to determine whether GA, as-is, is a minimal size grid for
our problem of interest, we will need to show more structure than



2.2 rhomboidal hanan grid 93

what Theorem 2.2.2 gives us. We will focus specifically on paths, as
two-terminal Steiner trees. In the following, Y shall denote a path, and
we will assume a vector of cost model (he)e∈E(Y) is given.

We will now give a series of results that show some structural
properties of paths, up to the application of a finite number of grid
translates. Like before, we will only apply grid translates that never
increase h(Y), and preserve the endpoints of Y, its vertex structure and
its edges. We will instead alter the position of intermediate vertices.

For the sake of brevity, we will often write, for some property P: “we
may assume P without loss of generality⋄ for Y”, where by “w.l.o.g.⋄”
we mean “up to the application of a finite number of grid translates”,
which do not increase h(Y), do not change V(Y) nor E(Y), but may
alter the positions of vertices that are not leaves of Y.

Our first results shows that if a grid line α belongs exclusively to
one endpoint, we might assume it never occurs again as a grid line as
soon as the path leaves the grid G{α,0,1}. We show that by splitting the
path at the right point and applying Theorem 2.2.2 to the subpath.

lemma 2 .2 .8 (Grid line drop). Let Y be a path in , and (he)e∈E(Y) a
vector of cost models. Let u1, . . . ,uk be the vertices of Y in order of traversal.
We assume w.l.o.g.⋄ that Λ({u1, . . . ,uk}) = Λ({u1,uk})∪ {0, 1} (this is not
restrictive by Theorem 2.2.2).

Let α ∈ Λ(u1) be s.t. α ̸∈ Λ(uk)∪ {0, 1}, and assume we are given a point
t ∈ uj−1 uj s.t. α ̸∈ Λ(t), for some j ∈ {1, . . . ,k}, where d((uj−1,uj)) ̸= z.
Then w.l.o.g.⋄ we may assume α ̸∈ Λ(ui) for all i = j, . . . ,k.

Proof. Denote with Y ′ the subpath t,uj, . . . ,uk. Let e0 := (uj−1,uj) ∈
E(Y), and e ′ := (t,uj) ∈ E(Y ′). We derive a vector of cost models
(h ′e)e∈E(Y ′) for Y ′ as follows: take h ′e := he for e ∈ E(Y)∩ E(Y ′), and
h ′e ′ := he0 .

Consider now q(Y) := h(Y) − h ′(Y ′). In the following, we decom-
pose he into its coordinates w.r.t. C. Recall Definition 1.4.32; we denote
the coordinates of he as follows:

he = (he,T )T∈T×L++(he,p̄,top)p̄∈ ++(he,p̄,bot)p̄∈ ;

where again ++ denotes concatenation. Let us expand q(Y):

q(Y) =
∑

e∈E(Y)\E(Y ′)
he(e) +

∑

T∈T×L
he ′,T cwT (uj−1, t̄)

where we exploited the fact that, being d((uj−1,uj)) = d((t,uj)) ̸= z,
all the via pad costs on e0 and e ′ are zero. It is clear that q(Y) depends
exclusively on the positions of the vertices u1, . . . ,uj−1, t.

⋄ Up to the application of a finite number of grid translates, which do not increase the
cost h(Y), do not change V(Y) nor E(Y), but may alter the positions of vertices that
are not leaves of Y.
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figure 2 .10 Grid transition graph Σ.

We now apply Theorem 2.2.2 to the path Y ′ with cost (h ′e)e∈E(Y ′),
with terminal set X = {t,uk}. Since α ̸∈ Λ(X), we know that we can
modify Y ′ by subsequent grid translates, without increasing h ′(Y ′),
until

Λ({t,uj, . . . ,uk}) ⊆ Λ(X)∪ {0, 1} ̸∋ α. (2.9)

However, grid translates from Theorem 2.2.2 preserve X, therefore
none of u1, . . . ,uj−1, t is altered in its position by this change in Y ′.
This implies in particular that we can apply the same sequence of grid
translates to Y itself, and since h(Y) = h ′(Y ′) + q(Y), and q(Y) does
not change (since it depends only on the positions of u1, . . . ,uj−1, t),
we have that the cost h(Y) of Y does not increase. By Equation (2.9),
we have that α ̸∈ Λ(ui) for all i = j, . . . ,k as claimed.

The result above is quite useful, because we can imagine applying
this both to a path and to the reversed path. Moreover, imagining
to travel from source to target along the path, we must eventually
encounter a horizontal or vertical planar edge. Planar edges of nonzero
length must either cross a grid tile boundary, or they must abandon
one grid line, since the endpoints must differ in one coordinate. The
two facts combined hint at the fact that many grid lines might only be
used “locally” around the endpoints. We want to study whether this
is the case.

Let us begin by fully describing a path in terms of grid lines.

definition 2 .2 .9 (Grid transition graph). Let α,α ′,β,β ′ denote generic
elements of the interval [0, 1]. We define the grid transition graph Σ

as the following directed graph, where the vertices V(Σ) are subsets of
{α,α ′,β,β ′, 0, 1}:

The goal is to embed a path in Σ, so that we can keep track of how
the Λ(·) set changes along the path.



2.2 rhomboidal hanan grid 95

{β, 1}

{α,β}

{α, 1}

{α, 0}

{0, 1}

{β, 0}

{α} {β}

{0}

{1}

{α,α ′} {β,β ′}

[ Wednesday 31st August, 2022 at 14:30 –]

figure 2 .11 The grid transition subgraph Σ ′ within Σ. Nodes and
arcs outside V(Σ ′) are grayed out, and monodirectional arcs in Σ ′ are
drawn in bold.

remark 2 .2 .10 (Construction of Σ). The graph Σ, in particular, contains
by construction a subgraph Σ ′ on the following vertex set:

V(Σ ′) := {v ⊂ {α,β, 0, 1} : |v| ⩽ 2} . (2.10)

Whether two vertices v,w ∈ V(Σ ′) are connected by an arc depend on the
following:

v ∈ ΓΣ ′(w) ⇔ v∩w ̸= ∅.
The orientation of an arc between v and w is given by the following rules:

Σ1. if α ∈ v \w or β ∈ w \ v, then the edge connecting v and w is directed
towards w, i.e. (v,w) ∈ E(Σ ′), (w, v) ̸∈ E(Σ ′);

Σ2. otherwise, the edge between v andw is bidirectional, i.e. both (v,w), (w, v) ∈
E(Σ ′).

Aside from the loops (one for each node), the remaining arcs in Σ are given
by all arcs ({α,α ′}, v) and (w, {β,β ′}), where α ∈ v ∈ V(Σ) and β ∈ w ∈
V(Σ).

We want to embed a path Y into Σ using Λ; to do so we will
employ Lemma 2.2.8 repeatedly. We first reduce our problem to Σ ′, by
dropping unnecessary grid lines exploiting planar edges.

lemma 2 .2 .11 (Outer grid transition). Let Y be a path in , and
(he)e∈E(Y) a vector of cost models. Let u1, . . . ,uk be the vertices of Y
in order of traversal, and assume that Λ(u1) ∩ (0, 1) ∩Λ(uk) = ∅. Then
there are indices 0 ⩽ jα ′ ⩽ jβ ′ ⩽ k+ 1 and an assignment of the symbols

{α,α ′,β,β ′} ι−−−−→ Λ({u1,uk}) \ {0, 1}∪ {∅} (2.11)
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such that, w.l.o.g.⋄, for i = 1, . . . ,k

Λ(ui) = {α,α ′} i ⩽ jα ′ ,
Λ(ui) ∈ V(Σ ′) jα ′ < i < jβ ′ ,

Λ(ui) = {β,β ′} i ⩾ jβ ′ .

Proof. Assume w.l.o.g.⋄ Λ({u1, . . . ,uk}) ⊆ Λ({u1,uk})∪ {0, 1}.
We distinguish the following cases:

• Λ(u1) ⊆ {0, 1}. We set α ι←− ∅, α ′ ι←− ∅ and jα ′ = 0.

• |Λ(u1) \ {0, 1}| = 1. In this case, we set α ′ ι←− ∅, jα ′ = 0, and α to
be the only element of Λ(u1) \ {0, 1}.

• |Λ(u1) \ {0, 1}| = 2. This is the only meaningful case for which
there is something to prove. Let thus ι(α ′) be the first element
of Λ(u1) dropped along Y, i.e.

ι(α ′) ∈ Λ(u1) \Λ
(
ujα ′

)
, jα ′ := min

i=1,...,k
{i | Λ(ui) ̸= Λ(u1)}.

Note that this is well defined, because an edge can only change
one element of Λ(ui) at a time, since it must be axis parallel. Let
then α be the only element of Λ(u1) \ {α ′}, s.t. Λ(u1) = {α,α ′}.
We now apply Lemma 2.2.8 to α ′ and Y; thus we may assume
α ′ ̸∈ Λ(ui) for all i > jα ′ , and by definition of jα ′ , we have
Λ(ui) = Λ(u1) for i ⩽ jα ′ .

The remaining part of the lemma follows by looking at the reverse path←−
Y , obtained by flipping the orientation of the arcs, and exchanging
the role of α and β. Note that α,α ′ ∈ (0, 1) now, thus by hypothesis,
α,α ′ ̸∈ Λ(uk).

• Λ(uk) ⊆ {0, 1}. We set β ι←− ∅, β ′ ι←− ∅ and jβ ′ = k+ 1.

• |Λ(uk) \ {0, 1}| = 1. In this case, we set β ′ ι←− ∅, jβ ′ = k+ 1, and
β to be the only element of Λ(uk) \ {0, 1}.

• |Λ(uk) \ {0, 1}| = 2. Let β ′ be the first element of Λ(uk) dropped
along

←−
Y , i.e.

ι(β ′) ∈ Λ(uk) \Λ
(
ujβ ′

)
, jβ ′ := max

i=1,...,k
{i | Λ(ui) ̸= Λ(uk)}.

Again, this is well defined, and we assign β in such a way that
Λ(uk) = {β,β ′}. By Lemma 2.2.8, applied to β ′ and

←−
Y ; thus we

may assume β ′ ̸∈ Λ(ui) for all i < jβ ′ as well as Λ(ui) = Λ(uk)
for i ⩾ jβ ′ .

Now, with the ι assignment, Λ(ui) ∈ V(Σ ′) follows directly from
Equation (2.10).

We now show the remaining part of the embedding in Σ ′.
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figure 2 .12 An example of the path decomposition from Theo-
rem 2.2.12. The green grid is given by points p̄ s.t. Λ(p̄) = Λ(v); the
red grid is given by points q̄ s.t. Λ(q̄) = Λ(v). The dashed lines corre-
spond to λ-coordinates {0, 1}. A v-w-path starts on the green grid, may
leave it for the {0, 1}-grid, and eventually enters the red grid to reach
w.

theorem 2 .2 .12 (Grid transition). Let Y be a path in , and (he)e∈E(Y)
a vector of cost models. Let u1, . . . ,uk be the vertices of Y in order of traversal,
and assume Λ(u1) ∩ (0, 1) ∩Λ(uk) = ∅. Then there is an assignment of
α,α ′,β,β ′ as in Equation (2.11) s.t. w.l.o.g.⋄ Y can be embedded in Σ via Λ.

Proof. Denote with ei := (ui,ui+1) ∈ E(Y). We first obtain an as-
signment ι, as well as indices 0 ⩽ jα ′ ⩽ jβ ′ ⩽ k + 1, by applying
Lemma 2.2.11. Since now α,α ′,β,β ′ are unambiguously assigned, in
the remaining part of the proof we will simply write “α” instead of
“ι(α)” (and analogously for the other symbols).

Observe that this already suffices to embed all arcs ei for i =

1, . . . , jα ′ − 1, jβ ′ , . . . ,k− 1: these (if any) are simple loops on {α,α ′}
or {β,β ′} ∈ V(Σ).

Note as well that an edge ei can only change at most one element
of Λ(ui), because diagonal edges are not allowed (only one of the
x,y-coordinates of ui+1 may differ from ui). Hence, also ejα ′ and
ejβ ′−1 can be embedded in Σ, simply because the arcs in ΓΣ({α,α ′})
and ΓΣ({β,β ′}) cover all possibilities.

It remains therefore to embed ei for jα ′ < i < jβ ′ − 1; but by
Remark 2.2.10 it suffices to show that there is no ei that violates rule
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Σ1. We only need to consider edges ei with Λ(ui) ̸= Λ(ui+1), since
otherwise, we can embed them as loops.

We distinguish the following cases:

• α = ∅ = β. In this case, Λ(u1),Λ(uk) ⊆ {0, 1}. Since {0}, {1}, {0, 1}
are strongly connected, all edges can be embedded.

• α ̸= ∅. We know α ̸∈ Λ(uk), thus, by Lemma 2.2.8, whenever
α ∈ Λ(ujα−1) \Λ(ujα), for some index jα s.t. jα ′ < jα < jβ ′ ,
we may assume w.l.o.g.⋄ α ̸∈ Λ(ui) for all i ⩾ jα. Equivalently,
α ∈ Λ(ui)⇔ i < jα, which in particular implies

α ∈ Λ(ui) \Λ(ul)⇒ i < l. (2.12)

• β ̸= ∅. We apply the same reasoning as for α ̸= ∅. Consider β
and
←−
Y . By Lemma 2.2.8, we may assume w.l.o.g.⋄ that for some

jβ, jα ′ < jβ < jβ ′ , we have

β ∈ Λ(ui) \Λ(ul)⇒ i > l. (2.13)

To conclude observe that if α ̸= ∅ = β, then Equation (2.12) suffices to
show that no edge contradicts Σ1, because necessarily Λ(uk) is one of
{0}, {1}, {0, 1}.

Analogously, if α = ∅ ≠ β, then Λ(u1) is one of {0}, {1}, {0, 1}, and
Equation (2.13) suffices to show the result.

The only last case is α ̸= ∅ ≠ β; in this case both Equation (2.12)
and Equation (2.13) hold, which immediately imply Σ1.

To recap, we have seen that we can add some structure to paths
without increasing their total cost under a selected grid cost model.
This structure is expressed in terms of how does Λ(ui) evolve through-
out a path, or rather, in terms of which grid line α ∈ [0, 1] is definitely
dropped or picked up along such path. The following corollary will
help establish where, geometrically, some such transitions might occur.

corollary 2 .2 .13 (Grid line drop at boundaries). Let Y, u1, . . . ,uk,
(he)e∈E(Y) be as in Lemma 2.2.8. Let α ∈ Λ(uj−1) for some 1 ⩽ j ⩽ k,
α ̸= 0, 1 and α ̸∈ Λ(uk). Let ∆ := d⊥((uj−1,uj)). Assume one of the
following holds:

1. Y crosses a grid tile boundary at uj, i.e.

λ
(
u∆j−1

)
̸= α and gt(uj−1) ̸= gt(uj);

2. Y crosses a rhomboidal tile boundary at uj, i.e. there are tiles T1, T2 ∈
T ×L s.t.

λ
(
u∆j−1

)
̸= α and uj−1 ∈ T̊1 ̸= T̊2 ∋ uj;

then w.l.o.g.⋄ we may assume that α ̸∈ Λ(ui) for i = j, . . . ,k.
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figure 2 .13 A visualization of the key argument in the proof of
Theorem 2.2.12. We know from Lemma 2.2.8 that once α is dropped, it
is dropped for the remaining part of the path. Therefore, we can sepa-
rate the vertices of Σ based on whether they contain α, and we know
that the edges in the cut must be directed towards β. Analogously, we
can apply the argument in the reverse to β.

Proof. We select a point t ∈ uj−1 uj s.t. α ̸∈ Λ(t) as follows:

1. Take t̄ ∈ uj−1 uj ∩ ∂gt(uj−1).
This is the unique point on (uj−1,uj) that intersects the bound-
ary of the grid tile of uj−1. By construction, we have

α ̸∈ Λ(t) ⊂
{
0, 1, λ

(
u∆j−1

)}
,

since all points p̄ on ∂gt(uj−1) have Λ(p)∩ {0, 1} ̸= ∅.

2. Take t ∈ uj−1 uj ∩ ∂T1.
This is the unique point on (uj−1,uj) that intersects the bound-
ary of the rhomboidal tile of uj−1. By construction, we have

α ̸∈ Λ(t) =
{
λ
(
u∆j−1

)}
,

since all points p̄ on ∂T1 have λ(px) = λ(py).

We can now apply Lemma 2.2.8 and obtain the result.

Another way to see the result above, is that we can now bound the
number of draggable components in a path where the grid line is
specific to a unique terminal:

corollary 2 .2 .14 Let Y be an s-t-path in , and (he)e∈E(Y) a vector
of cost models. Assume Λ(s)∩Λ(t)∩ (0, 1) = ∅. Then w.l.o.g.⋄, there is at
most one draggable component Hα ⊆ V(YD) for each α ∈ Λ({s, t}) \ {0, 1}.
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figure 2 .14 Examples from Corollary 2.2.13, for which α ∈ Λ(uj);
nevertheless, this configuration allows us to find a point t with λ-
coordinates in {0, 1,α ′} and apply Lemma 2.2.8.
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Proof. Apply Theorem 2.2.12; observe now that when α is dropped, it
is dropped for the remaining part of the path. Therefore, there cannot
be multiple draggable components from α.

We built the grid transition graph in order to better study the
structure of paths, to see whether the rhomboidal Hanan grid GA
can be pruned, reducing the impact of the quadratic dependency of
|V(GA)| on |A|. Before looking into this specifically, we look at another
interesting consequence of Theorem 2.2.12. Here we take a path from a
point in , to another point in . Such path can actually be transformed
with grid translates into a path to any other point in the same triangle
R ∈ R. This transformation requires at most two subsequent centered
grid translates:

theorem 2 .2 .15 (Complete draggability). Let Y be an s-t-path, with
Λ({s}) ⊆ {0, 1}, and t̄ ∈ R ∈ R. Assume w.l.o.g.⋄ that Λ(V(Y)) ⊆ Λ(t) ∪
{0, 1}. Then Y can be transformed, by means of at most two centered grid
translates E0,E1, into an s-t ′-path, for any t ′ ∈ R, that is, there are τ0, τ1 ∈
[0, 1] such that

E1 ◦ (E0 ◦ Y(τ0)) (τ1)
is an s-t ′-path.

Proof. Let αx := λ(tx),α ′x := λ(t ′x),αy := λ(ty),α ′y := λ(t ′y), in such a
way that Λ(V(Y)) ⊆ {0, 1,αx,αy}. By Corollary 2.2.14 we may assume
we have at most one draggable component in YD for αx,αy. Let
Hx,Hy ∈ V(YD) be the unique draggable component for αx and αy,
respectively.

Observe that for all points p̄ ∈ R, one of the following must be
satisfied by Remark 2.1.5:

λ(px) ⩽ λ(py) ∨ λ(py) ⩽ λ(px).

This in particular holds for both t and t ′. Since the order relation be-
tween αx,αy is the same as for α ′x,α ′y, this means that Hx is draggable
from αx to α ′x, or Hy is draggable from αy to α ′y. Let H0 denote such
component, and denote accordingly with α0,α1,α ′0,α ′1 the values in
{αx,αy,α ′x,α ′y} in such a way that H0 is draggable from α0 to α ′0.

Define thus E0 be the centered grid translate for H0, and τ0 as the
value in [0, 1] for which E0 drags H0 to α ′0.

The resulting path E0 ◦ Y(τ0) has a unique draggable component H1
such that Λ(H1) ̸⊂ {0, 1}, and Λ(H1) = {α1}. Therefore, M(H1) = [0, 1]
and it is draggable, in particular, to α ′1. Hence, if we set E1 to be the
centered grid translate on H1; for some value τ1 ∈ [0, 1], H1 is dragged
from α1 to α ′1.

It remains to show that indeed E1 ◦ (E0 ◦ Y(τ0)(τ1) is an s-t ′-path.
This must be the case however, because tx ∈ Hx, ty ∈ Hy, and there

is a unique point p in R such that λ(px) = α ′x and λ(py) = α ′y, and
that is precisely t ′.
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We will see an application of this in Section 2.3, where it will be a
key result to obtain lower and upper bounds starting from points in

. Observe that in general, the result does not hold if Λ({s}) ̸⊆ {0, 1},
because Hx or Hy may not be draggable to α ′x,α ′y, as its maximal
draggable range might be limited by one of the Λ({s}).

2.2.2 Grid transition and quadratic grid size

Let us resume now the discussion on the quadratic dependency on
|A|− 1, following from Remark 2.2.7. We will show that this follows
directly from the presence of the vertex {α,β} ∈ V(Σ). For that, we
will remove {α,β} from V(Σ) and show that in that case, the size of
GA becomes linear in |A|.

proposition 2 .2 .16 Let Σ̂ = Σ− {α,β}. Assume that the Theorem 2.2.12
holds for Σ̂. Let X ⊂ be a finite set of terminals, and A := Λ(X) ∪
{0, 1}. Then there exists a grid graph ĜA such that |V(G)| and |E(G)| are
O(WHL|A|), and such graph contains a g-cheapest rectilinear Steiner tree
on X for all cost models g ∈ RC

>0.

Proof. The idea is to start from GA, and prune all vertices v that have
|Λ(v) \ {0, 1}| = 2, except the terminals in X, but we keep the arcs.
Formally, we build ĜA as in Equation (2.7), starting with

{(vx, vy) | v ∈ X∨ v ∈ V(GA)∧ |Λ(v)∩ (0, 1)| ⩽ 1}.

Now let g be a cost model, and Y∗ be a g-cheapest rectilinear Steiner
tree on X. We may assume that Λ(V(Y∗)) ⊆ Λ(X) ∪ {0, 1} (and thus
Y∗ is in GA). Partition Y∗ into paths (by splitting the tree at Steiner
points of degree 3 or higher), and name them Y∗1, . . . , Y∗k. W.l.o.g.⋄, we
may assume that each path Y∗i can be embedded in Σ̂. Therefore, in
particular, there is no vertex v ∈ V(Y∗) \ X, such that Λ(v) = {α,β}
with α ̸= β, α,β ∈ (0, 1), other than the terminals. This implies in
particular, that Y∗ itself can be embedded not only in GA, but in ĜA
too.

Observe that inside a half-open grid tile, V(ĜA) has exactly 3 |A|− 5
vertices. Using the same argument as in Remark 2.2.7, we conclude
that

|V(ĜA)| =WHL(3 |A|− 5) + L(W +H)(|A|− 1) + L;

|E(ĜA)| =WH(2L− 1)(3 |A|− 5) + (W +H)(3L/2− 1)(|A|− 1) + L− 1;

which gives us the claimed result.

Let us denote vertices which are embedded to {α,β} with the name
of mixed vertices.



2.2 rhomboidal hanan grid 103

0 1 2 3 4 5 6

−2

0

2

s

t

u

[ Wednesday 31st August, 2022 at 14:31 –]

figure 2 .15 Mixed points can occur at any distance from source
and target.

definition 2 .2 .17 (Mixed vertices). Let Y be a rectilinear Steiner tree
on X with Λ(V(Y)) ⊆ Λ(X). Partition Y into maximal paths Y1, . . . , Yk by
splitting off at Steiner points with degree 3 or more. Consider, for each vertex
v ∈ V(Yi) \X, the embedding into Σ for the path Yi, i = 1, . . . ,k. We say v
is mixed if it is embedded into Σ as {α,β}.

We would like to be able to show that mixed vertices are not nec-
essary to find a cheapest Steiner tree, or at least be able to decide in
which cases they are not needed. However, in general we cannot hope
to avoid mixed vertices at all: the following counterexample shows
how, independently of the distance between two endpoints, cheapest
paths may always contain mixed vertices.

example 2 .2 .18 Let s, t ∈ , Λ(s) = {α}, Λ(t) = {β} with α ̸= β,
and let ℓ1(s̄, t̄) = n for some n ∈ N. Consider an s-t-cheapest path
Y using a uniform unit cost model g ∈ RC

>0, i.e. g = (1, . . . , 1). Observe
that Y is an L-shaped path consisting of three vertices s,u, t, and
g(Y) = n+2 (each top and bottom via pad has cost 1). Then necessarily
Λ(u) = {α,β}.

Therefore, even though Theorem 2.2.12 and Corollary 2.2.13 seem
to hint at the fact that the presence of a grid line α ∈ Λ(u1) \Λ(uk)
is, to a certain extent, a local property of a path, we cannot a priori
avoid considering mixed vertices. It is thus natural to ask whether
it is possible to exploit grid translates in order to avoid traversing a
quadratically dense grid. The simplest way to achieve this, is to replace
part of a path (ideally, the part containing mixed vertices) with a path
on G{0,1}, and then use consecutive grid translates in order to recover
the cheapest path on the full GA.

Unfortunately, this approach also fails; substituting part of the path
with paths in G{0,1} is suboptimal. The following counterexample
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figure 2 .16 Three hard to reach vertices t0, t1/2, t1, and three differ-
ent paths that connect s to t2.

shows that we cannot recover the optimal path from paths to integral,
close-by, vertices.

example 2 .2 .19 Let s, t0, t1/2, t1 be three vertices on as in Fig-
ure 2.16. We have λ(tα,x) = α, and t̄α ∈ T2, where T1, T2, T3 are three
rhomboidal tiles on three different layers. Take as cost model g, defined
as the unit vector on all entries except:

gp̄ :=

{
3/2 if pz = 1,

1/2 otherwise;
p̄ ∈ ;

gT :=





5 if T = T3,

16 if T = T2,

1/2 if T = T1,

1 otherwise;

T ∈ T ×L.

The example is constructed in such a way that the three vertices
t0, t1/2, t1 are difficult to access, since the tile that contains is quite
expensive compared to the surrounding ones. The tile below, T1, is
cheaper, but every via we take costs us 2 (the cost of a bottom pad on
layer 1 is 3/2, plus 1/2 on layer 2). The tile above, T3, is still relatively
expensive, cheaper than T2, but we still need to pay 1 for each via
between layer 2 and 3.

We are given three paths Yα, α = 0, 12 , 1 that lead to t2. For each of
them, we can considered the centered grid translate EHα , where

Hα :=
{
v ∈ V

(
YDα

)
: Λ(v) = {1/2}

}
.

Note that the maximal dragging range for Hα, M(Hα) is the whole
unit interval [0, 1]. We can therefore consider what happens to EHα ◦
Yα(τ) for τ ∈ [0, 1]. Note that for τ = 0 (resp. τ = 1), we obtain an
s-t0-path (resp. an s-t1-path), as in Figure 2.17.
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(b) EH1/2 ◦ Y1/2(τ)
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(c) EH1 ◦ Y1(τ)

figure 2 .17 The result of EHα ◦ Yα(τ). Observe that EHα ◦ Yα(0)
are three s-t0-paths, EHα ◦ Yα(1/2) are s-t1/2-paths, and EHα ◦ Yα(1)
s-t1-paths.
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figure 2 .18 W.r.t. to g, EHτ ◦ Yτ(τ) for τ = 0, 1/2, 1 is locally
optimum among the three paths EHα ◦ Yα(τ). Observe the dashed
lines: the values of g(EHα ◦ Yα(τ)) for α, τ = 0, 1 actually envelope
g(EH1/2 ◦ Yα(τ)) for τ ∈ [0, 1]. This will be relevant in Section 2.3.

We can now study g (EHα ◦ Yα(τ)). If we compute the cost of each of
the paths, which we know by Theorem 2.1.30 being a linear function,
we obtain the functions plotted in Figure 2.18.

It is moreover easy to observe that EHα ◦ Yα(α) is actually the
optimal s-tα-path w.r.t. g for α = 0, 1/2, 1.

We conclude that it is possible to construct instances where a g-
cheapest path Y1/2 with Λ(V(Y1/2)) ̸= {0, 1} cannot be obtained by
smoothly transforming with grid translates optimal paths Ŷ0 := EH0 ◦
Y0(0), Ŷ1 := EH1 ◦ Y1(1) with the property Λ(V(Ŷ0)) = Λ(V(Ŷ1)) =

{0, 1}.

This counterexample shows us that cheapest paths using only 0, 1
as grid lines, even up to grid translates, do not necessarily yield an
optimal path to another vertex t with Λ(t) ̸= {0, 1}.

Even though we are not able to obtain back an optimum path
starting from neighboring integral vertices, we can use them to ap-
proximate the cost of a cheapest path. In Section 2.3, we will generalize
Example 2.2.19 and use it to give upper and lower bounds.

2.3 lower and upper bounds from the coarse grid

Recall Figure 2.18: the envelope of the path costs g(EHα ◦ Yα(τ)) for
points on the integral grid (α = 0, 1) wraps the values path costs for
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figure 2 .19 The optimal paths EHα ◦ Yα(α).

α = 1
2 . We would like to generalize this approach to three points

on the integral grid, namely, the vertices of a triangle in R. The goal
is to use this as a lower and upper bound for any point in using
exclusively points from .

Indeed we know from Theorem 2.2.4 that grid lines arising from 0

and 1 are always present in the grid graph for any set of terminals;
therefore, we could store information for = V(G{0,1}) and exploit
it to accelerate our algorithms: this is the subject of Section 3.2.1. In
this section instead, we will derive lower and upper bounds from the
coarse grid G{0,1}. We will begin by requiring a rather restrictive set
of hypotheses, and towards the end of the section we will heavily
simplify them using Theorem 2.2.15.

2.3.1 One-dimensional coarse grid bounds

Let us start by generalizing Figure 2.18. The idea behind that is that
we pick three points in a way that we can smoothly drag one onto
each of the other two with a single centered grid translate. Of these
three points, two lie on the integral grid. We know from Lemma 2.1.21
that the traced path of a grid translate is an axis-parallel segment, or a
segment contained in the boundary of some rhomboidal tile; therefore,
the only configuration possible for these three points, is that two of
them, name them v,w, are on , and the third one, name it t, is t ∈ vw.
This would make Dt ⊆ ∂R for some R ∈ R.

We would like to see that, chosen a source s, we can use shortest
s-v- and s-w-path costs to estimate the cost of a shortest s-t-path. Let
us formalize this idea.
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Working hypotheses

Let g ∈ RC
>0 be a cost model, and s, t, v,w ∈ , and t, v,w ∈ R for some

triangle R ∈ R. Let Yv, Yw, Yt be three s-t paths, and Ev,Ew,Et three
centered grid translates on their respective draggable sets Hz ⊆ V(YDz )

for z = v,w, t. Assume that, for z1, z2 = v,w, t, the following holds:

• Ez1 ◦ Yz1(αz1z2) are s-z2-paths, for some αz1z2 ∈ [0, 1];

• Ez1 ◦ Yz1(αz1z1) is always a g-cheapest s-z1-path;

• the values αz1z2 are sorted, i.e. αz1v < αz1t < αz1w or αz1v >
αz1t > αz1w.

By Lemma 2.1.21, we see that, since Ez1 ◦ Yz1(αz1z2) are s-z2-paths,
it must hold as well

α :=
αvt −αvv
αvw −αvv

=
αtt −αtv
αtw −αtv

=
αwt −αwv
αww −αwv

because the change in position induced on t by Ez1 is a linear function
fHz1 (t, τ) of τ. We can therefore normalize Ez1 ◦ Yz1(τ) in [0, 1] and
write as shorthand, for any z = v,w, t:

Ŷz(τ) := Ez ◦ Yz
(

τ−αzv
αzw −αzv

)
; (2.14)

and it holds:

• Ŷz(0) is a s-v-path, and Ŷv(0) is a g-cheapest s-v-path;

• Ŷz(1) is a s-w-path, and Ŷw(1) is a g-cheapest s-w-path;

• Ŷz(α) is a s-t-path, and Ŷt(α) is a g-cheapest s-t-path.

theorem 2 .3 .1 (1D coarse grid bounds). Assume the aforementioned
hypotheses hold for g, a cost model, and s, v,w, t ∈ . Recall that v,w, t ∈
R ∈ R, and we have smoothly draggable Ŷz(τ) paths for z = v,w, t, such that
Ŷz(0) is always an s-v-path, (g-cheapest for z = v), Ŷz(1) is an s-w-path,
(g-cheapest for z = w), and Ŷz(α) is an s-t-path, (g-cheapest for z = t),
α ∈ (0, 1). Then, the following bounds hold:

αg(Ŷw(1)) + (1−α)g(Ŷv(0)) ⩽ g(Ŷt(α))
g(Ŷt(α)) ⩽ min

{
g(Ŷv(α)),g(Ŷw(α))

}
;

(2.15)

τ g(Ŷw(1)) + (1− τ)g(Ŷv(0)) ⩽ g(Ŷt(τ))
g(Ŷt(τ)) ⩽ τ g(Ŷv(1)) + (1− τ) g(Ŷw(0)).

(2.16)

Proof. The upper bound in Equation (2.15) follows from g(Ŷt(α))

being the cost of a g-cheapest s-t-path. We show the lower bound
of Equation (2.16), from which we can derive the lower bound of
Equation (2.15) by setting τ = α;
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figure 2 .20 A visualization of the quantities involved in Equa-
tion (2.15) and Equation (2.16); compare this to Figure 2.16. The gray
region represents the area in which

(
α,g(Ŷt(α))

)
is constrained by

Equation (2.15), at the varying of α.
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Observe that Ŷv(0) and Ŷw(1) are g-cheapest s-v- and s-w-paths,
respectively. This means that

g
(
Ŷv(0))

)
⩽ min

{
g
(
Ŷw(0))

)
,g
(
Ŷt(0))

)}
,

g
(
Ŷw(1))

)
⩽ min

{
g
(
Ŷv(1))

)
,g
(
Ŷt(1))

)}
.

(2.17)

Also, g(Ŷt(τ)) is a linear function of τ by Corollary 2.1.31; so we can
rewrite it as

g(Ŷt(τ)) = τ g(Ŷt(1)) + (1− τ)g(Ŷt(0));

Assume that for some τ0 ∈ [0, 1], we have

g(Ŷt(τ0)) < τ0 g(Ŷw(1)) + (1− τ0)g(Ŷv(0));

we can thus state that

τ0
(
g(Ŷw(1)) − g(Ŷt(1))

)
+ (1− τ0)

(
g(Ŷv(0)) − g(Ŷt(0))

)
> 0;

so necessarily, g(Ŷw(1)) > g(Ŷt(1) or g(Ŷv(0)) > g(Ŷt(0), which is a
contradiction to Equation (2.17). This shows the lower bound.

For the upper bound, analogously, assume by contradiction that for
some τ0 ∈ [0, 1],

g(Ŷt(τ0)) > τ0 g(Ŷv(1)) + (1− τ0)g(Ŷw(0))

⩾ max
{
g(Ŷv(τ0)),g(Ŷw(τ0))

} (2.18)

where the right hand side of Equation (2.18) was derived from Equa-
tion (2.17), and by exploiting the linearity of g(Ŷv(τ0)), g(Ŷw(τ0)).
Note that this in particular implies τ0 ̸= α, otherwise we would im-
mediately get a contradiction. Assume α < τ0; we rewrite g(Ŷv(τ))
as:

g(Ŷt(τ)) = g(Ŷt(0)) + τ
g(Ŷt(τ0)) − g(Ŷt(α))

τ0 −α

⩾ g(Ŷv(0)) + τ
g(Ŷt(τ0)) − g(Ŷv(α))

τ0 −α

> g(Ŷv(0)) + τ
g(Ŷv(τ0)) − g(Ŷv(α))

τ0 −α

= g(Ŷv(τ))

where we applied Equation (2.17) and Equation (2.18). This is however
a contradiction, because g(Ŷt(α)) ⩽ g(Ŷv(α)).

If instead α > τ0, we analogously get

g(Ŷt(τ)) = g(Ŷt(1)) + (τ− 1)
g(Ŷt(α)) − g(Ŷt(τ0))

α− τ0

⩾ g(Ŷw(1)) + (τ− 1)
g(Ŷw(α)) − g(Ŷt(τ0))

α− τ0

> g(Ŷw(1)) + (τ− 1)
g(Ŷw(α)) − g(Ŷw(τ0))

α− τ0

= g(Ŷw(τ)).

and we reach the same contradiction.
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2.3.2 Two-dimensional coarse grid bounds

The key takeaway from Theorem 2.3.1, is that draggable paths allow
us to compare their costs locally within the same triangle, and, under
certain hypotheses, derive lower and upper bounds for the cost of a
cheapest path starting from neighboring points. We will now literally
push this result to the boundaries of R.

Working hypotheses

Let now v1, v2, v2 ∈ R be the three vertices of R (so in particular,
t, v1, v2, v3 share all the same rhomboidal tile and grid tile). Assume
we have four s-t-paths, Y0, Y1, Y2, Y3, with the following properties:

• Y0 is a g-cheapest s-t-path;

• for each i = 0, 1, 2, 3, we have a centered grid translate Ei on a
draggable set Hi ⊆ V(YDi ), and two values1 α ′i,α

′′
i ∈ [0, 1] such

that
fHi(t,α

′
i), fHi(t,α

′′
i ) ∈ ∂R,

that is, when applying the centered grid translate up to α ′i,α
′′
i , t

is moved onto one of the three sides of R;

• for each pair (i, j) ⊂ {1, 2, 3} (i ̸= j), we have another centered
grid translate Eij, and a draggable set

Hij ⊆ V
(
(Ei ◦ Yi(αij))D

)
,

where aij ∈ {α ′i,α
′′
i }, and values1 αij1,αij0 ∈ [0, 1] such that

– Eij ◦ (Ei ◦ Yi(αij))(αij0) is a g-cheapest s-vi-path;

– Eij ◦ (Ei ◦ Yi(αij))(αij1) is a s-vj-path;

• for each t ′ := fHi(t,α
′
0) and t ′′ := fHi(t,α

′′
0 ), we have a g-

shortest s-t ′-path Y ′0 (resp. s-t ′′-path Y ′′0 ), and a centered grid
translate E ′0 ◦ Y ′0(τ) (resp. E ′′0 ◦ Y ′′0 (τ)), such that for τ = 0, 1, t ′

(resp. t ′′) is dragged onto one of v1, v2, v3.

Essentially, we require that each of Y1, Y2, Y3 can be dragged onto
all vertices v1, v2, v3 by the subsequent application of two grid trans-
lates, the first one taking t to the boundary of R, and the second one
dragging it further along the side of R. Further, we require a similar
property for Y0, that is, Y0 can be dragged onto the boundary of R,
and from there, the actual shortest paths to the two points of ∂R, can
be smoothly dragged onto v1, v2, v3. See Figures 2.21 to 2.23 for an
example.

1 Since these values take t to the boundary of R, they actually are integral.
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figure 2 .21 The four paths Yi, i = 0, . . . , 3 can be dragged by a
centered grid translate onto the boundary of R (thick triangle in the
figure). The z-axis in the plot is the value of the function g at the
point fHi(t, τ) at the varying of τ ∈ [0, 1], i.e. the position of t during
the grid translate. In the example, all grid translates drag t along the
same axis-parallel segment. However in principle, each Ei could drag
t along any of the directions of Lemma 2.1.21.
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figure 2 .22 The three paths Yi, i = 0, . . . , 3, after the application of
Ei can be further dragged along the boundary of R by two different
centered grid translates until they hit all three vertices v1, v2, v3. The
z-axis in the plot is the value of the function g at the point fHij(t, τ) at
the varying of τ ∈ [0, 1], i.e. the position of t during the grid translate
(after Ei has been applied).
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figure 2 .23 2D coarse grid lower bounds: the change in cost of
path Y0 under the application of E0, and the values g(E0 ◦ Y0(τ)) for
τ = α ′0,α ′′0 at t ′ and t ′′. The corresponding g-cheapest paths Y ′0 and
Y ′′0 can be smoothly dragged all the way to v1, v2, v3, where however
they are not guaranteed to be shortest, thus being above the values
b1,b2,b3.

We abbreviate the dragged paths as follows:

Ŷij(τ) := Eij ◦
(
Ei ◦ Yi(αij)

)( τ−αij0
αij1 −αij0

)
(2.19)

and we denote the cost of the cheapest paths at the vertices v1, v2, v3
with

bi := g
(
Ŷij(0)

)
= g

(
Eij ◦ (Ei ◦ Yi(αij)(αij0))

)
, (2.20)

in such a way that

• Ŷij(0) is a g-cheapest s-vi-path of cost bi;

• Ŷij(1) is an s-vj-path.

Consider T ∈ T×L the rhomboidal tile containing R; by construction
the points p̄ ∈ R must all satisfy one of

λ(px) ⩽ λ(py), λ(px) ⩾ λ(py)

by Remark 2.1.5.
Interpolating three values on the vertices of a triangle can be eas-

ily done by means of barycentric coordinates. We now write them
explicitly for R. We sort v1, v2, v3 in such a way that

λ(v1,x) = λ(v1,y) = 0, λ(v2,x) = λ(v2,y) = 1.

Note that this is always possible, because in every triangle there are
two vertices along some rhomboidal tile diagonal, and by construc-
tions, one of these two will have even integral coordinates, and the
other one odd. Then we define
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definition 2 .3 .2 (Barycentric coordinates). Given p̄ ∈ R, we define
the barycentric coordinates γ1,γ2,γ3 of p̄ in R as follows:





γ1(p) := 1− λ(px)

γ2(p) := λ(py)

γ3(p) := λ(px) − λ(py)

if λ(v3,x) ⩾ λ(v3,y);





γ1(p) := 1− λ(py)

γ2(p) := λ(px)

γ3(p) := λ(py) − λ(px)

if λ(v3,x) ⩽ λ(v3,y).

Note that
∑3
i=1 γi(p) = 1, and moreover, if we consider the values

b1,b2,b3 ∈ R from Equation (2.20), the points
(
px, py,

∑3
i=1 γi(p)bi

)

are exactly the point of the plane through
(
vi,x, vi,y, bi

)
, i = 1, 2, 3.

Now we can finally give definition for lower and upper bounds on
path costs:

definition 2 .3 .3 (Lower and upper bounds). Recall the hypotheses
above: g is a cost model, s, t, v1, v2, v3 ∈ , with v1, v2, v3 the vertices of
some R ∈ R containing t. We have s-t-paths Y0, Y1, Y2, Y3, centered grid
translates Ei,Eij and values αij,αij0,αij1 ∈ {0, 1} such that Eij ◦ (Ei ◦
Yi(αij))(αijk) is a g-cheapest s-vi-path of cost bi for k = 0 and an s-vj-
path (not necessarily cheapest) for k = 1. Define thus the coarse lower and
upper bound functions:

lb(p) :=
3∑

i=1

γi(p)bi; ub(p) :=
3∑

i=1

γi(p) max
j=1,2,3
j̸=i

{
g
(
Ŷji(1)

)}

(2.21)

theorem 2 .3 .4 (2D coarse grid bounds). Under the aforementioned
working hypotheses,

lb(t) ⩽ g(Y0) ⩽ ub(t).

Proof. For the lower bound, consider E0 ◦ Y0(τ). We know that t̄ ′, t̄ ′′ ∈
∂R. Up to a reordering of vertices v1, v2, v3, we may assume that
t̄ ′ ∈ v1 v2 and t̄ ′′ ∈ v1 v3.

Now we can compare E0 ◦ Y0(τ) to the actual cheapest paths Y ′0 at
t ′ and Y ′′0 at t ′′:

g(Y ′0) ⩽ g(E0 ◦ Y0(α ′0)), g(Y ′′0 ) ⩽ g(E0 ◦ Y0(α ′′0 )).
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figure 2 .24 Barycentric coordinates for two triangles as a function
of λ(px) and λ(py). Here the shading on the surface is given by
blending the colors at the vertices according to γ1,γ2,γ3.
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figure 2 .25 Visualization of the coarse lower and upper bound
functions over a triangle.

But now we can apply Theorem 2.3.1 twice, to t ′, v1, v2 and t ′′, v1, v3.
We get that

τ b2 + (1− τ)b1 ⩽ g(E ′0 ◦ Y ′0(τ)),
τ b3 + (1− τ)b1 ⩽ g(E ′′0 ◦ Y ′′0 (τ)),

so, in particular, for the right values τ ′, τ ′′ of τ, such that Y ′0 ≡ g(E ′0 ◦
Y ′0(τ

′)) and Y ′′0 ≡ g(E ′0 ◦ Y ′0(τ ′′)),
τ ′ b2 + (1− τ ′)b1 ⩽ g(E0 ◦ Y0(α ′0)),
τ ′′ b3 + (1− τ ′′)b1 ⩽ g(E0 ◦ Y0(α ′′0 )).

Since g(E0 ◦ Y0(τ)) is linear, it must be above any convex combination
of τ ′ b2 + (1− τ ′)b1 and τ ′′ b3 + (1− τ ′′)b1, for τ comprised between
α ′0 and α ′′0 , so in particular, lb(t) ⩽ g(Y0). This is shown in Figure 2.23.

For the upper bound, assume, up to a reordering of v1, v2, v3 that
g(Y0) ⩽ g(Y2) ⩽ g(Y1),g(Y3). Let us look at the points

(fH2,x(t, τ), fH2,x(t, τ), g(E2 ◦ Y2(τ)))
which can be also seen in Figure 2.21. These points lie on the plane
through the three points
(
v1,x, v1,y,g(Ŷ21(1))

)
, (v2,x, v2,y,b2)

(
v3,x, v3,y,g(Ŷ23(1))

)
.

However, it certainly holds

g(Ŷ21(1)) ⩽ max
j=2,3

g(Ŷj1(1)),

g(Ŷ23(1)) ⩽ max
j=1,2

g(Ŷj3(1)),

b2 ⩽ max
j=1,3

g(Ŷj2(1)),

which implies that the values g(E2 ◦ Y2(τ)) are always upper bounded
by ub(fH2(t, τ)). So in particular, g(Y0) ⩽ ub(t) (see Figure 2.26).
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figure 2 .26 2D coarse grid lower bounds: key objects involved
in the proof of Theorem 2.3.4. Here we compare the dragged path
g(E0 ◦ Y0(τ)) (in green) to the g(E2 ◦ Y2(τ)), in order to derive that the
cost is always below the surface described by ub(p). Refer as well to
Figure 2.21.
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The functions ub(·) and lb(·) are important because they allow us
to give an estimate on path cost that does not depend on the actual
terminal positions, since all points v1, v2, v3 lie on the grid through
the rhomboidal tiles vertices, G{0,1}, which are always present in the
rhomboidal Hanan grid of any terminal set.

However, this requires complex hypotheses on draggability of cer-
tain paths. We will now show that for a large class of paths, these
requirements are automatically satisfied.

proposition 2 .3 .5 Let Λ(s) ⊆ {0, 1}, and assume sx ̸= vi,x, sy ̸=
vi,y for i = 1, 2, 3. Then the hypotheses required for Theorem 2.3.4 are
automatically satisfied for all t ∈ R.

Proof. Let us start by first constructing Yi for i = 1, 2, 3. Let Y ′i be a
g-cheapest s-vi-path. We might assume w.l.o.g.⋄ that Λ(Y ′i) ⊆ {0, 1}.

Denote the edges in Y ′i with e ′1, . . . , e ′k (in the order from s to vi),
and their vertices with e ′j = (u ′j,u

′
j+1). Since sx ̸= vi,x and sy ̸= vi,y,

we know there are at least two edges in Y ′i , one horizontal and one
vertical, with nonzero length. We fix two such edges, denote them
with e ′jx and e ′jy , respectively, in such a way that e ′jx is horizontal and
e ′jy vertical. Moreover, we choose jx and jy to be maximal in 1, . . . ,k
with such property (i.e. we choose the edges closest to vi);

Let Yi arise from Y ′i by taking the same vertex and edge set, but
different vertex positions. Denote the vertices of Yi with uj and the
edges with ej. We now change the position of some vertices as follows:

uj,x := u ′j,x + tx − vi,x for j = jx + 1, . . . ,k,

uj,y := u ′j,y + ty − vi,y for j = jy + 1, . . . ,k.
(2.22)

Observe that now the position of uk is exactly t. Now, as an s-t-path
Yi is completely draggable to vi by Theorem 2.2.15. Let Y ′′i denote
the path Yi after having been dragged to vi as in Theorem 2.2.15. It
remains to show that Y ′′i ≡ Y ′i .

This is trivial however, because the only vertices that are moved by
E0 and E1 in Theorem 2.2.15 are those that do not lie on G{0,1}, that is,
those in Equation (2.22). Moreover, the change in each x-coordinate
(resp. y-component) must be the same for all vertices that have been
moved along x (resp. y), and the only displacement that can turn Yi
into an s-vi-path is vx − tx for the x-coordinate and vy − ty for the
y-coordinate. Therefore Y ′′i ≡ Y ′i and it has the same cost.

We can also apply Theorem 2.2.15 to Y0 to transform it into any
s-vi-path. Note that when applying it to Y0, Y1, Y2, Y3 we always obtain
a centered grid translate E0 on H0, that moves t along a segment in R.
For τ = 0, 1, fH0(t, τ) must be a point on the boundary of R, because
one of λ(tx), λ(ty) is dragged to the extrema of M(H0), which can
only be 0, 1, λ(tx), λ(ty); so it either lies on the grid tile boundary, or
on the rhomboidal tile boundary, all these all delimit the area of R.

Lastly, observe that Y ′0 and Y ′′0 can be respectively dragged from
t ′, t ′′ onto v1, v2, v3 by Theorem 2.2.15 once again.
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What we have shown so far can be finally summarized in this last
result, which completes our efforts in this section and gives us lower
and upper bounds from the coarse grid:

theorem 2 .3 .6 (0-1 2D coarse grid bounds). Let g be a cost model,
s, v1, v2, v3 ∈ , with Λ(s) ⊆ {0, 1}, and v1, v2, v3 the vertices of some
triangle R ∈ R, such that sx ̸= vi,x, sy ̸= vi,y for i = 1, 2, 3. Let t ∈ R, and
Y0 be a g-cheapest s-t-path. Then lb(t) ⩽ g(Y0) ⩽ ub(t).

Proof. Follows from Proposition 2.3.5 and Theorem 2.3.4.

What we have shown so far, is how we can predict the cost of an
s-t-path, from s ∈ V(G{0,1}) to t ∈ . For that, we need to know the
distance from s to the vertices v1, v2, v3 ∈ V(G{0,1}) of the triangle
R ∈ R s.t. t ∈ R.

For lb(t), it is sufficient to interpolate the values at {vi}3i=1 using
barycentric coordinates. For ub(t), we need to transform the paths;
however, the proof of Proposition 2.3.5 shows that for this, we just
need to move the last (furthest away from s) horizontal and/or vertical
segments in the s-vi-path.

The main application for this, is to yield lower bounds to path costs
for an arbitrary pair of coordinates; for this, we can use a landmark
system. This will be subject of Section 3.2.1.





3
A L G O R I T H M S O N G R I D G R A P H S

In Chapter 1 we have introduced a resource sharing formulation for
global routing on rhomboidal tiles. We defined costs, capacities and
usages, but we needed an oracle for computing minimum cost Steiner
trees on rhomboids. We have also seen, in Chapter 2, how we can select
a grid for a given set of terminals and studied the properties of Steiner
trees and paths on rhomboidal tiles. This allows us to reduce the
Steiner tree problem on rhomboids to weighted grid graphs. However,
we have not given examples on how to actually compute such Steiner
trees.

We will now deal with algorithmical applications. We will see how
we can effectively compute an approximate minimum cost Steiner tree,
and we will discuss how to improve the runtime. In fact, to build a
competitive and fully working global router, as we have discussed in
Section 1.3, we need to be able to handle efficiently a variety of sce-
narios, often involving pre-existing wires. Moreover, we would like to
have the ability to trade off quality and speed; in this context, reusing
and improving previously computed solutions is extremely useful. In
this Chapter we will thus study another class of algorithms, which we
could think of as “local search”, which enable many applications, such
as improving or completing an existing Steiner tree after a change in
the terminal’s positions, or to start from a two-dimensional Steiner
tree and lift it to the chip volume.

It is important to point out that the content of this Chapter is not
specific to continuous routing: in fact, most algorithms are very much
applicable to any weighted grid graph. Nonetheless, we state them
in the context of rhomboidal tiles, therefore some results (especially
concerning runtime) might be different if applied to different graphs.

Throughout the Chapter, we assume familiarity with the well known
Dijkstra’s algorithm [Dij59; Cor+01; KV18] and its workings. In Sec-
tion 3.1 we will talk about how to approximate minimum cost Steiner
trees; we review what approaches are available, focusing on the well-
known Path decomposition Steiner tree algorithm (Algorithm 1). This
can be implemented in different flavours; we turn our focus to a
very common specialization of the latter, which uses simultaneous
Dijkstra searches from all terminals. This can be made to work very
efficiently and offers many customization points. In Section 3.1.1 we
discuss a variant in which we allow to connect in the middle of already
found paths, and in Section 3.1.2 we discuss how we can combine this
with different alternation strategies for the different Dijkstra searches,
which gives us an even faster heuristic. In these Sections we try to
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make explicit all the details needed to correctly update the labels on
the grid graph.

We switch gear slightly in Section 3.2. Changing alternation strategy
during Dijkstra search is not the only way to achieve a faster algorithm:
a commonly used alternative is to reduce the cost of the vertices by a
suitable amount (a feasible potential). This is often called goal-directed
path search, or A∗ search (although the latter term also includes path
search heuristics). The challenge, however, is that we have different
grid graphs depending on the terminals. This is a perfect application
of the bounds we stated in Section 2.3, therefore, in Section 3.2.1 we
talk about how we can pre-compute feasible potentials that can be
then used to speed up path search, by using a landmark technique.
Once such landmarks are set up, they can also be used to prevent
unnecessary reroutes, predicting the cost of a new solution: this is the
topic of Section 3.2.2.

We devote the last Section 3.3 to local search: we call these algo-
rithms “xyz-postoptimization”, since they assume the existence of
some sort of Steiner tree skeleton. The key idea is to start from such
skeleton, and then move the wire sticks locally, within one grid tile,
to improve the existing solution. We also allow to select different
layers for some vertices. Section 3.3.1 introduces the postoptimization
machinery, defining formally input and goal. Section 3.3.2 is specific
to rhomboidal tiles: we study further properties of the cost function
that enables us to compute very efficiently the cost of arcs between all
the vertices of neighboring grid tiles. This is necessary for analyzing
the runtime of the postoptimization algorithm: the algorithm is stated
in Section 3.3.3 as Algorithm 9, while the runtime analysis is done in
Section 3.3.4, with Proposition 3.3.14 being the main result.

Algorithm 9 (xyz-postoptimization) is the backbone algorithm that
we use for local search; however, this can be tailored in many different
ways. We discuss several such customizations.

1. In Section 3.3.5, we work with a special case of the postopti-
mization problem, where nodes are sufficiently far apart. While
this condition is not often guaranteed in practice, we can easily
improve the runtime by simply rearranging how the costs are
computed.

2. In Section 3.3.6 we deal with “planar” postoptimization, where
we do not change the layer of any vertex. This is a useful sub-
problem to study as often layers have significantly different costs
or timing properties, and sometimes layer assignment is handled
separately in global routing. Hence, we are also interested in
optimizing existing Steiner trees keeping vertices within their
original layers. In this case we can give a more detailed runtime
bound.
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3. Section 3.3.7 is about Steiner tree lifting. In the previous Sec-
tions we always assumed to have a three-dimensional Steiner
tree, but oftentimes this is not the case: we might have a two-
dimensional Steiner tree as a starting point, sometimes computed
by faster algorithms, or legacy routines. This Section deals pre-
cisely with this problem: how can we adapt the input to the
xyz-postoptimization such that it supports 2D backbones? In or-
der to solve this problem optimally, we need to make a change in
Algorithm 9 (xyz-postoptimization) to correctly manage via stacks.
As a result, we obtain an algorithm that is able reconstruct a
three-dimensional, locally optimum Steiner tree on rhomboids
starting from a planar topology.

4. So far we have only dealt with full Steiner tree postoptimization;
in Section 3.3.8, we discuss the possibility of optimizing parts
of a Steiner tree separately, i.e. working with “partitioned” xyz-
postoptimization problems, so to speak. This has an important
connection to runtime, because optimizing only parts of a Steiner
tree at a time dramatically reduces the quadratic density of the
grid. The algorithm we obtain is only a heuristic, however gives
us the important ability of finely controlling the postoptimization
runtime.

Finally, in Section 3.3.9, we present a routing heuristic which combines
several of the previously mentioned postoptimization variants.

In this Chapter we give many worst-case runtime estimates, as
well as approximation ratios, for the various algorithms. However,
as it is often the case, theoretical bounds have to be taken with a
pinch of salt. In practice, performance might vary significantly due
to different implementations, hardware, or instances. Therefore, we
have implemented these algorithms, and in the following Chapter 4,
we will put them to the test and compare them on real-life microchip
instances.

3.1 approximating steiner trees

Thanks to the results obtained in Chapter 2, the problem of finding
Steiner trees minimizing a cost model g ∈ RC

>0 is reduced to the
problem of finding Steiner trees in graphs. The literature in this area is
rich. An overview of some early approaches can be found in [Wid87],
for example. Later, several authors have proposed 2-factor approxi-
mation algorithms (see for example [Kou90; Meh88]), later improved
to 1.55 for general graphs [RZ05]. At the moment of writing, the best
approximation algorithms yield a 1.39 approximation1: this has first
been achieved by Byrka, Grandoni, Rothvoß and Sanità [Byr+10] us-

1 The approximation ratio is actually ln 4+ ϵ.
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ing LP-based methods; very recently, however, Traub and Zenklusen
[TZ22] described a purely combinatorial algorithm which achieves
the same approximation ratio without using any LP. This is the best
approximation known so far.

Exact algorithms for this problem do exist: for large graphs and
relatively few terminals, such as the instances we see in global routing,
the state-of-the art is Dijkstra-Steiner algorithm [HSV14; FHS20]. This
has of course exponential runtime and, although with proper guiding
heuristic functions they can run relatively fast, they are not suitable
for large-scale applications in global routing (except possibly for nets
with very few pins). For instances with smaller graph, other exact
approaches are possible, see for example [RK21; Fuc+07; Vyg11].

Even the more refined approximation algorithms often prove to be
too slow for routing, due to the extremely high grid size and density.
Therefore, we rather rely on lower 2-approximations, which are es-
sentially based on solving shortest path problems. It is a well known
result that a Steiner tree computed by subsequently connecting closest
components yields a 2-approximation. This was proven, for example,
by [MRV11], from which we state Algorithm 1 (Path decomposition
Steiner tree).

algorithm 1 Path decomposition Steiner tree

Data A connected undirected graph G = (V ,E) with non-
negative edge costs and a terminal set X ⊆ V(G) with
|X| ⩾ 2.

Result A Steiner tree Y on X in G whose cost is at most a factor
2 away from the optimum.

1 V(Y)← X, E(Y)← ∅;
2 while Y has more than one connected component do
3 Pick a connected component C of Y;
4 Find a minimum cost path P from V(C) to V(Y) \ V(C) in G;
5 V(Y)← V(Y)∪ V(P), E(Y)← E(Y)∪ E(P);
6 end
7 return (K, F);

In the worst case, the algorithm has to perform as many as |X| path
searches, each of which can take as much as O(|V | log |V |), when using
Dijkstra’s algorithm. Recall Remark 2.2.7; for our rhomboidal grid,
|V | = O

(
WHL |X|2

)
, and hence we need to adopt speedup techniques.

This is a well studied topic in the context of path search; an overview
can be found for example in [Bau+10], and can be mostly divided
into three categories: bidirectional search, goal-directed approaches, and
hierarchical approaches [Möh+06]. In this Section we focus on the first
two. We develop a goal-directed approaches in Section 3.2.1, much
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figure 3 .1 Randomized rhomboidal tile prices which we will use
throughout the chapter to show example of Dijkstra’s algorithm vari-
ants. These correspond to the cost model coordinates gR of g ∈ RC

>0,
for all R ∈ R such that R ⊂ T , where T ∈ T ×L is a rhomboidal tile.
Note that on the upper layer the prices have been clustered into groups
of four rhomboidal tiles. This reflects a real instance, where upper
layers use thicker wires, and therefore tiles are grouped to avoid too
small wire area within a single tile group.

alike what is suggested in [GH05], and in the remaining part of
this section, delve into bidirectional, and in general, multidirectional
search.

3.1.1 Multidirectional Dijkstra

Let us start with a simple 2-terminal path search problem as an
example (“bidirectional” Dijkstra). At its core, bidirectional Dijkstra
search proceeds simultaneously from source and target. If we denote
source with s and target with t, and the shortest-path distance on a
weighted graph with d(·, ·), Dijkstra’s algorithm would label all nodes
with d(v, s) ⩽ d(t, s) before actually finding the shortest s-t-path. As
a visualization aid, we might think of a sufficiently dense rectilinear
grid: the whole s-centered ball of radius d(s, t) has to be labeled before
reaching t. By also labeling from t, we can “meet in the middle”, and
label two balls of radius d(s, t)/2 centered at s and t, which is half as
many vertices; see Figure 3.2 for an example.

Bidirectional search was introduced in [Poh71], and is applied also
in [GH05] (in a variant with two heaps). However, in [WWW86],
the concept of labeling starting at multiple sources is generalized to
finding a whole Steiner tree. To draw an analogy to Algorithm 1 (Path
decomposition Steiner tree), the components to connect are chosen by
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(a) A shortest s-t-path and the region labeled by traditional Dijkstra’s algo-
rithm.
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(b) The region labeled by bidirectional Dijkstra’s algorithm in the same path
search.

figure 3 .2 Bidirectional Dijkstra example instance, based on the tile
prices from Figure 3.1, which shows a much smaller labeled area. A
larger chip area would have shown an even larger difference in the
number of labeled nodes. Permanently labeled nodes are labeled with
their actual distance to s or t. Compare this with monodirectional
Dijkstra with future costs at Figure 3.7b.
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running a simultaneous, multidirectional, Dijkstra search from each
terminal, which identifies the two closest, disconnected components.
Similar concepts have been used in, for example, [EKP96; Atz+20], for
solving meet-in-the-middle and vehicle routing problems.

We propose two very close variants of the Steiner tree algorithm in
[WWW86]. We denote the distance between two vertices on GA with
ℓg(·, ·), as we did in Corollary 2.2.5.

definition 3 .1 .1 (Halting cost). Let g be a cost model, s, t ∈ V(GA)
for some discrete set A ∋ 0, 1. Let e = (v,w) ∈ E(GA) be an edge of a
candidate shortest s-t-path P. Assume a shortest s-v-path of cost ℓg(s, v)
is known, respectively a shortest w-t-path of cost ℓg(w, t). We define the
halting cost of e as

halt(e) := min{ℓg(s, v), ℓg(w, t)}+ g(e).

The motivation for the halting cost can be found in bidirectional
Dijkstra search [GH05; Poh71]. Assume we have permanently labeled
v and w from s and t, respectively. The labeling cost for each of
the two vertices corresponds to the distance to the respective source
vertex. Now, we know (v,w) is an edge; therefore we have a candidate
shortest s-t-path. However, we cannot return the s-t-path through e
just yet; there might be, for example, another neighbor w ′ of v, with
ℓg(s,w ′) + g

(
vw ′

)
< ℓg(s,w) + g (vw).

remark 3 .1 .2 Consider Dijkstra’s algorithm, where nodes are labeled
with their distance from a fixed set of sources including s, t. The halting cost
halt(e) is the minimum label cost after which we can definitely prove whether
the path through e is the cheapest or not.

Proof. Indeed, if any cheaper path P ′ through some edge e ′ = (v ′,w ′)
exists, it has the property

g(P ′) = ℓg(s, v ′) + g(e ′) + ℓg(w ′, t) < ℓg(s, v) + g(e) + ℓg(w, t) = g(P).

Consider the conditions

ℓg(s, v ′) < max{ℓg(s, v), ℓg(w, t)}, (3.1)

ℓg(w
′, t) < max{ℓg(s, v), ℓg(w, t)}. (3.2)

If both Equations (3.1) and (3.2) hold, then both v ′ and w ′ were
scanned before v and w, and thus P ′ has already been discovered.
Assume then that one of the two conditions does not hold, w.l.o.g.
Equation (3.2). Then it must be that

ℓg(s, v ′) + g(e ′) < min{ℓg(s, v), ℓg(w, t)}+ g(e) = halt(e), (3.3)

because otherwise

g(P ′) = ℓg(s, v ′) + g(e ′) + ℓg(w ′, t)
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⩾ min{ℓg(s, v), ℓg(w, t)}+ g(e) + max{ℓg(s, v), ℓg(w, t)}

= g(P).

Hence, by Equation (3.3), w ′ will be labeled by s (and thus P ′ discov-
ered) before halt(e) is reached.

algorithm 2 Multidirectional Dijkstra with 1 heap

Data X ⊆ a discrete terminal set, g ∈ RC
>0 a cost model.

Result A Steiner tree Y on X.

1 A← Λ(X);
// Track connected components:

2 Initialize a union-find2 data structure U← {{s} | s ∈ X};
3 Initialize V(Y)← X, E(Y)← ∅;
// Track the front from which labeling started too

4 For all v ∈ V(GA), pred(v)← ∅, front(v)← ∅, cost(v)←∞,
perm(v)← no;

5 For s ∈ X, pred(s)← s, front(s)← {s}, cost(s)← 0, perm(s)← yes;
6 Initialize a priority queue Q← X using cost(·) as key;
// Track shortest path candidates for every pair

7 cand(S, T)← ∅ for S, T ∈ U;
8 Initialize the cheapest candidate e∗ = (v∗,w∗)← ∅;
9 while Y is not connected do
10 Run Procedure 3 (Label1);
11 Follow pred(v∗), pred(w∗) up to V(Y), and obtain a path P

through e∗;
12 Add P to E(Y);
13 Unite S, T in U, where S← front(v∗), T ← front(w∗);
14 Update cand(S∪ T ,Z) = e = (v,w) to be the candidate of

minimum cost cost(v) + g(e) + cost(w) among cand(S,Z),
cand(T ,Z), for all Z ∈ U not united to S, T , and drop
candidates of newly united sets;

15 Set e∗ to be the candidate of minimum cost among those
remaining;

16 Set cost(u)← 0, pred(u)← u for all u ∈ V(P);
17 Insert (or lower the key of) V(P) in Q;
18 end
19 return Y;

Outline of the algorithm

The algorithm progressively builds a Steiner tree from a Steiner forest,
starting at the terminals, and it uses a slightly modified version of

2 Also called disjoint-set, described in detail in [Tar75; Cor+01].
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procedure 3 Label1(Q, cost, pred, front, perm, e∗)

Labeling loop for multidirectional Dijkstra with 1 heap. In green:
statements that differ in the n-heap variant (Procedure 5).

1 while Q ̸= ∅ do
2 Let v be the top element of Q;
3 if cost(v) ⩾ halt(e∗) then break;
4 Pop v from Q and set perm(v)← yes;
5 foreach e = (v,w) ∈ δ(v) do

// Allow replacing permanent labels

6 if cost(v) + g(e) < cost(w) then
7 pred(w)← v, cost(w)← cost(v) + g(e),

front(w)← front(v);
8 Insert w (or lower its key) in Q;
9 else if perm(w) and front(v), front(w) are not united in U

then
// A new shortest path candidate was found

10 Let e ′ = (v ′,w ′) = cand(front(v), front(w));
11 if cost(v) + g(e) + cost(w) < cost(v ′) + g(e ′) + cost(w ′)

then
12 cand(front(v), front(w))← e;
13 if cost(v) + g(e) + cost(w) <

cost(v∗) + g(e∗) + cost(w∗) then
14 e∗ ← e;
15 end
16 end
17 end
18 end
19 end
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Dijkstra’s algorithm, Procedure 3 (Label1), as an internal procedure to
find the shortest path between all disconnected components. The main
differences to usual Dijkstra’s algorithm, lie in the fact that we allow
to label over permanent vertices, keep multiple candidates (one for
each pair of connected components), and halt the search only when
the cheapest candidate is proven to be a shortest path.

To show the correctness of the algorithm, we first show that the
algorithm partitions the graphs in regions, according to front(·), where
vertices, up to a certain distance, are guaranteed to be closest (in the
sense of ℓg) to a unique component. This is analogous to the Voronoi
diagram; see Figure 3.3 for a practical example of Algorithm 2 (Multidir.
Dijkstra, 1 heap).

lemma 3 .1 .3 (Voronoi labeling). Consider Algorithm 2 (Multidir. Dijkstra,
1 heap) and Procedure 3 (Label1), and let c be the cost of the vertex that is
about to be extracted from Q at line 1. Then, ∀ v ∈ V(GA) s.t. cost(v) < c,
it holds

cost(v) = min
s∈V(Y)

ℓg(v, s), perm(v) = yes,

and moreover

pred(v) = arg min
w∈Γ(v)

{cost(w) + g(vw)}

= arg min
w∈Γ(v)

{
min
s∈V(Y)

ℓg(w, s) + g(vw)
}

.

Proof. This is true at the beginning, as well as after we add P back
into the queue. We only need to show that the node scanning loop
preserves these properties. Indeed, when v is popped from Q, for
any neighbor w ∈ Γ(v), either cost(w) > cost(v) (and hence they have
not yet been labeled permanently), or cost(w) ⩽ cost(v), and thus
cost(w) = mins∈V(Y) ℓg(s,w). By construction, we know pred(v) is

indeed the neighbor which minimizes cost(pred(v)) + g
(
v pred(v)

)
.

Since the shortest path from V(Y) to v must go through Γ(v), we
conclude that cost(v) = mins∈V(Y) ℓg(s, v).

corollary 3 .1 .4 Let v ∈ V(GA) be a vertex with cost(v) < c and
perm(v) = yes. Then the path traced in Algorithm 2 (Multidir. Dijkstra, 1
heap) by pred(·) starting a v and ending at V(Y) is a shortest V(Y)-v-path
and has total cost ℓg(v).

proposition 3 .1 .5 Algorithm 2 (Multidir. Dijkstra, 1 heap) is correct
and returns a Steiner tree whose cost is at most a factor 2 away from the
optimum.
It can be implemented to run in O (|X| |V(GA)| log |V(GA)|);

Proof. The algorithm is identical to [WWW86], except that we allow
to connect in the middle of each new path that we have found. By
Corollary 3.1.4, we know that the paths from the permanently labeled
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vertices (up to the cost of the current topmost item in Q) are shortest
to V(Y). For correctness, we need to show as well that the path P we
select at each outer iteration, is always the cheapest among all the
shortest paths that join two disconnected components of Y.

Observe that U always reflects the connectivity of Y, with two
terminals being united in U if and only if there is a path connecting
them in Y. This already shows us that P will be a path between two
disconnected components of Y, because we update cand(s, t) only
for s, t that are not united in U. Now, among all candidate paths
discovered so far, e∗ is always the candidate edge for the candidate
path through e = (v,w) which minimizes

cost(v) + g(e) + cost(w) =

g(e) + min
s,t∈X

{ℓg(s, v) + ℓg(t,w) : s, t are not united in U} .

This holds during the scanning loop by construction, and is preserved
after we add P to Y. Indeed, we clear all candidates that connect newly
united terminals.

Observe that, by Remark 3.1.2, the Dijkstra scan halts only after the
candidate path through e∗ can be proven to be shortest.

It remains to show that adding back P into Q does not invalidate
existing candidates. Let us assume that e = (v,w) is a candidate path,
but after we added back P into Q, we are relabeling v. Before adding
P to Y, v was already permanently labeled with mins∈V(Y) ℓg(s, v).
However, now

min
s∈V(P)

ℓg(s, v) < min
s∈V(Y)\V(P)

ℓg(s, v).

Let s, t ∈ V(Y) \V(P) be the source of, respectively, the s-v-path and t-
w path, traced by pred(·). Now, s and t cannot be united in U, because
we deleted such candidates. If one of the two, w.l.o.g. s, is united to
V(P), then, when labeling over v, we will generate a new candidate
path between V(P) and t through e, which has lower cost and lower
halting cost.

If instead s and t are not united in U to V(P), then the path from
V(P) to s through v, resp. the path from V(P) to t through w, will have
a lower cost than the path from s to t through e, and a lower halting
cost too. Therefore, both s and t will be connected to V(P) before we
ever reach the current halting cost of the candidate e.

This shows that e∗ is indeed the shortest path connecting two
components of Y, which yields us the desired approximation factor.

As far as the runtime is concerned, observe that we have to run at
least |X|− 1 path searches on GA; the runtime for the Dijkstra loop
dominates all the union-find operations that are performed throughout
the algorithm.

The runtime bound for Algorithm 2 (Multidir. Dijkstra, 1 heap) is
extremely conservative; it assumes that every vertex can be labeled
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once in each outer loop. This gives us a higher runtime than [WWW86],
but we have the advantage that we use each newly found path as a
source for connecting the terminals, potentially improving heuristically
on the final solution. In practice, however, many labels will actually
not be replaced during subsequent iterations, and we will see in
Section 4.2.1 that the algorithm remains very efficient.

3.1.2 Multidirectional Dijkstra with n heaps

As outlined in [GH05; Poh71], the bidirectional approach to path
search does not require to pop nodes necessarily in the exact order
given by cost(·). In fact, in a classical s-t-path search, it is possible to
use two heaps, one for the nodes labeled by s, and one for t. Within
those heaps, nodes have to be extracted in the order of minimum
cost(·), but the alternation strategy between the two heaps can be
arbitrary. This can be especially effective in cases where one terminal is
located in an area of the graph where edges are particularly expensive:
the top element of each heap would have very different costs, but we
can continue labeling vertices from both sides, without having first to
wait until all closer nodes have been reached and labeled.

Unfortunately, the approach does not generalize trivially to more
than two heaps, as Figure 3.4 shows. Indeed, to use the notation of
Algorithm 2 (Multidir. Dijkstra, 1 heap), we do not extract anymore
vertices in order of mins∈V(Y) ℓg(v, s), and we thus lose the property
of Lemma 3.1.3. It might happen, therefore, that a given terminal
“steals” a vertex that would be on the cheapest paths between two
other components.

Nevertheless, we state an analogous algorithm which makes uses
of n heaps, which however, is only a heuristic. In Table 4.1, we will
analyze experimentally its performance and show that in many cases,
it is still a very good approximation.

definition 3 .1 .6 (n-heap halting condition). Let Y and U be as in
Algorithm 2 (Multidir. Dijkstra, 1 heap), and S ∈ U a connected component
of Y. Assume we have candidate paths cand(S, T) ∈ E(G) for T ∈ U, T ̸= S,
a different connected component. LetQS be a priority queue containing nodes
v ∈ V(G), sorted by cost(v), with front(v) = S.

We define the n-heap halting cost of QS as

haltn(S) := min{cost(v) + g(e) | e = (v,w) = cand(S, T),

front(v) = S, T ∈ U}. (3.4)

We say that QS is halted if the topmost node v ∈ QS has cost(v) >
haltn(S), or if QS = ∅.
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(a) Algorithm 2 (Multidir. Dijkstra, 1 heap), first iteration: a path P1 between
t2 and t3 is found.
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(b) Algorithm 2 (Multidir. Dijkstra, 1 heap), second iteration: the “Voronoi cell”
of P1 takes over most of the graph, and a new path P2 from V(P1) to t1 is
found.

figure 3 .3 Algorithm 2 (Multidir. Dijkstra, 1 heap) running on 3 termi-
nals, with the prices from Figure 3.1. Each region is colored by front(·)
and cost(·), highlighting the Voronoi concept from Lemma 3.1.3. Note
that P1 and P2 intersect on a Steiner point of degree 3 which is not
part of the original terminal set (although close to t3).
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algorithm 4 Multidirectional Dijkstra with n heaps

In green: statements that differ in the 1-heap variant (Algorithm 2).

Data X ⊆ a discrete terminal set, g ∈ RC
>0 a cost model.

Result A Steiner tree Y on X.

1 Initialize A, Y,U, pred, cost, perm, front, cand, e∗ as in Algorithm 2
(Multidir. Dijkstra, 1 heap);

2 Initialize |X| priority queues QS = {S}, S ∈ U, with cost as key;
3 Initialize heap halting costs halt(S)←∞, S ∈ U;
4 while Y is not connected do
5 Run Procedure 5 (Labeln);
6 Follow pred(v∗), pred(w∗) up to V(Y), and obtain a path P

through e∗;
7 Add P to E(Y);
8 Unite S, T in U, where S← front(v∗), T ← front(w∗);
9 Merge QS and QT in QS∪T ;
10 Update cand(S∪ T ,Z) = e = (v,w) to be the candidate of

minimum cost cost(v) + g(e) + cost(w) among
cand(S,Z), cand(T ,Z), for all Z ∈ U not united to S, T , and
drop candidates of newly united sets;

11 Update haltn(S∪ T) according to Equation (3.4);
12 Set e∗ to be the candidate of minimum cost among those

remaining;
13 Set cost(u)← 0, pred(u)← u for all u ∈ V(P);
14 Insert (or lower the key of) V(P) in QS∪T ;
15 Run Procedure 6 (Relabeln) on the queue QS∪T ;
16 end
17 return Y;
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procedure 5 Labeln({QS}S∈U, cost, pred, front, perm, e∗)

Labeling loop for multidirectional Dijkstra with n heaps. In green:
statements that differ in the 1-heap variant (Procedure 3)

1 Let e∗ = (v∗,w∗);
2 while one of Qfront(v∗),Qfront(w∗) is not halted do
3 Pop v from a different QS every time, cycling through all S ∈ U

s.t. QS is not halted;
4 Set perm(v)← yes;
5 foreach e = (v,w) ∈ δ(v) do

// Do not override permanent labels

6 if cost(v) + g(e) < cost(w) and perm(w) = no then
7 Remove w from Qfront(w), if present and front(w) ̸= S;
8 pred(w)← v, cost(w)← cost(v) + g(e), front(w)← S;
9 Insert w (or lower its key) in QS;

10 else if perm(w) and S, front(w) are not united in U then
// A new shortest path candidate was found

11 Let e ′ = (v ′,w ′) = cand(S, front(w));
12 if cost(v) + g(e) + cost(w) < cost(v ′) + g(e ′) + cost(w ′)

then
13 cand(S, front(w))← e;
14 if cost(v) + g(e) + cost(w) <

cost(v∗) + g(e∗) + cost(w∗) then
15 e∗ ← e;
16 end
17 // Update haltn using Equation (3.4)

18 haltn(S)← min{haltn(S), cost(v) + g(e)};
19 haltn(front(w))← min{haltn(front(w)), cost(w) + g(e)};
20 end
21 end
22 end
23 end
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procedure 6 Relabeln(QS, cost, pred, front, perm, e∗)

Labeling loop for a single component, in multidirectional Dijkstra
with n heaps. In green: statements that differ in the 1-heap variant
(Procedure 3). In purple: statements identical to the n-heap variant
(Procedure 5), but differ in the 1-heap variant (Procedure 3).

1 Prepare a new queue Q ′S ← ∅;
2 while QS ̸= ∅ do
3 Pop v from QS and set perm(v)← yes;
4 foreach e = (v,w) ∈ δ(v) do

// Override labels within the same front

5 if cost(v) + g(e) < cost(w) and (front(w) = S or
perm(w) = no) then

6 pred(w)← v, cost(w)← cost(v) + g(e), front(w)← S;
7 Insert w (or lower its key) in QS if front(w) was S, in Q ′S

otherwise;
8 else if perm(w) and S, front(w) are not united in U then

// A new shortest path candidate was found

9 Let e ′ = (v ′,w ′) = cand(S, front(w));
10 if cost(v) + g(e) + cost(w) < cost(v ′) + g(e ′) + cost(w ′)

then
11 cand(S, front(w))← e;
12 if cost(v) + g(e) + cost(w) <

cost(v∗) + g(e∗) + cost(w∗) then
13 e∗ ← e;
14 end
15 // Update haltn using to Equation (3.4)

16 haltn(S)← min{haltn(S), cost(v) + g(e)};
17 haltn(front(w))← min{haltn(front(w)), cost(w) + g(e)};
18 end
19 end
20 end
21 end
22 Replace QS with Q ′S;
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figure 3 .4 A graph with three terminals and three Steiner points.
Assume we use three heaps in Dijkstra (one for each terminal) in order
to find the shortest terminal path; we would like to obtain a path
between t2 and t3 (with cost 4). However, if we alternate and pick one
node from each heap, t1 would label v1 before t2 and t3, therefore we
would obtain a path from t1 to either t2 or t3, which has instead cost
5.

Outline of the algorithm

The algorithm is more complex than Algorithm 2 (Multidir. Dijkstra,
1 heap), especially because it requires two different modifications of
Dijkstra’s algorithm (two labeling loops). The main body of Algo-
rithm 4 is very similar to the single heap variant Algorithm 2, the
main differences being in the multiple heaps being set up, the halting
cost being different, and calling Procedure 6 (Relabeln) at the end. This
last procedure call is unique to the n-heap multidirectional Dijkstra,
and its purpose is to update all the labels with front(·) = S ∪ T , the
newly connected components. This is necessary because we do not
visit vertices in order of distance (this only occurs within each heap)
and we do not override permanent labels in Procedure 5 (Labeln).
Therefore, after we add back the path P between S and T , we need to
make sure that we reduce the cost in all those vertices that now are
closer to P than they are to S and T . We do this only within S∪ T , and
we do not extend further than the area that we have already labeled
with front(·) = S∪ T .

proposition 3 .1 .7 Algorithm 4 (Multidir. Dijkstra, n heaps) works
correctly, and the path P chosen at every iteration is the one of minimum cost
among all candidates discovered.
It can be implemented to run in O (|X| |V(GA)| log |V(GA)|);

Proof. We need to show that

1. haltn(·) is updated correctly,

2. permanently labeled nodes are labeled with the distance to some
vertex in front(·).
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From these two statements, we immediately derive that P is minimum
among all discovered paths; this follows by the fact that we compare
the cost cost(v) + g(e) + cost(w) of a candidate e = (v,w) with the
previously found best candidate (from front(v) to front(w)).

For the first statement, it suffices to observe that haltn(S) is updated
whenever a new candidate cand(S, T) is chosen, and they are always
in sync.

For the second statement, note that Procedure 5 (Labeln) is actually
|U| Dijkstra searches on different heaps. Hence, within a region of
vertices v with front(v) = S and perm(v) = yes, by the correctness of
Dijkstra’s algorithm, it must hold that cost(v) = ℓg(v,w), for some
w ∈ S.

It remains to show that Procedure 6 (Relabeln) does not affect this
property. Now, let c be the cost of the topmost vertex in a heap QS.
The only time where nodes with cost(v) < c are inserted into the
heap, is when we add P back into QS. At that point, Procedure 6
(Relabeln) is called. The procedure exhausts completely QS, and in
doing so, is allowed to reduce the cost of labels when they are either
not permanent, or have the same front(v) = S. Note that nodes that
were already labeled by S, will re-enter QS, while any other node
will be added to Q ′S. At the end of the procedure, Q ′S will contain all
non-permanently labeled nodes, adjacent to some permanent node
with front(·) = S, whose cost was improved. Therefore Procedure 6
(Relabeln) is Dijkstra’s algorithm applied to all nodes with front(v) =
S or perm(v) = no. As such, all nodes v with perm(v) = yes and
front(v) = S, will also be permanently labeled after Procedure 6
(Relabeln), with ℓg(v,w) for some w ∈ S, which might come from the
newly added path.

The runtime is the same as Algorithm 2 (Multidir. Dijkstra, 1 heap),
which is obtained by observing that, even in this case, re-labeling of
previously labeled vertices might occur at each iteration.

Note that we cannot guarantee that cost(v) = minw∈front(v) ℓg(v,w),
except in the first iteration of Algorithm 4 (Multidir. Dijkstra, n heaps): in
general, the situation from Figure 3.4 remains a valid counterexample
even after the components are merged. For this reason, Algorithm 4
(Multidir. Dijkstra, n heaps) is merely a heuristic: however, in Section 4.2,
we will show it still performs very well, indicating that configurations
in which vertices on the shortest path between two components are
“stolen” by a third component are relatively rare.

3.2 applications of coarse lower and upper bounds

In Section 2.3, we have given lower bounds for an arbitrary s-t-path,
starting from the distances on a coarse grid G{0,1}. Exploiting pre-
computed distances or lower bounds in order to improve the perfor-



3.2 applications of coarse lower and upper bounds 139

mance of existing algorithms is a well known concept, closely related
to goal-oriented path search algorithms such as A∗ [HNR68; Rub74].

The main strength of the lower and upper bounds we obtained
is that they are not specific to the grid graph GA; in other words,
they do not depend on the terminal positions. The two applications
we discuss in this Section are, respectively, path search acceleration
(Section 3.2.1), and prevention of reroutes when previous solutions
are already sufficiently good approximations (Section 3.2.2).

3.2.1 Landmarks

We know from Section 2.3 that we can predict the path cost between
two terminals; we therefore ask ourselves whether we can use this
information during Dijkstra search to reduce the amount of labels cre-
ated. The lower and upper bounds are based on knowing in advance
the distance to each integral point in : these can be computed by
running a Dijkstra search in the whole G{0,1}, which will only termi-
nate once all vertices are labeled. The first problem that we encounter,
however, is how to generate predictions (lower and upper bounds
to minimum cost paths) for a terminal pair (s, t), without having to
explicitly relabel the whole G{0,1} every time we select a different
source s.

The purpose of landmarks is exactly to provide a lower bound for
all pairs of vertices, by combining together the distances to a handful
fixed vertices in the grid graph.

This idea is due to [GH05] and is well covered in the literature; in
the context of continuous routing is has already been used in [Sac15;
Rab17], while the first application of this technique in global routing
is due to [Mül09]. Hence, here we will only briefly summarize the
technique.

Constructing a landmark-based distance lower bound

Let thus g be fixed, and A ⊂ [0, 1], with 0, 1 ∈ A be fixed as well. Recall
that g strictly positive, hence it induces a metric on GA. We denote
the distance between two vertices on GA with ℓg(·, ·), as we did in
Corollary 2.2.5. Consider n landmarks l0, . . . , ln ∈ , and assume that
we have pre-computed distances ℓg(li,p) for all p̄ ∈ . We have thus
n lower bound functions, lbi : → R, one for each landmark li, as
in Definition 2.3.3. Observe that these evaluate to the exact distance
on the integral grid , that is, for p̄ ∈ , lbi(p) = ℓg(li,p); for another
point q ∈ V(GA), of course by Theorem 2.3.6, it holds

lbi(p) ⩽ ℓg(li,q).

By the triangular inequality, given s, t ∈ V(GA),
lbi(s) ⩽ ℓg(li, s)
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⩽ ℓg(li, t) + ℓg(t, s)
⩽ ℓg(s, t) + lbi(t)

and thus
lbi(s) − lbi(t) ⩽ ℓg(s, t). (3.5)

Note that Equation (3.5) is what suffices to prove that lbi(·) is a
feasible potential [GH05; KV18]:

definition 3 .2 .1 (Feasible potential). Let G = (V ,E) denote a generic
digraph with nonnegative arc weights, and dist : V(G)2 → R be the shortest
path distance on the graph. A feasible potential on G is a function π :

V(G)→ R such that π(v) − π(w) ⩽ dist(v,w) for all v,w ∈ V(G).

It is easy to observe that maxi=1,...,n lbi(·) yields again a feasible
potential, however, having as many as n landmarks available, the best
bound to ℓg(s, t) would be given by

max
i=1,...,n

| lbi(s) − lbi(t)| ⩽ ℓg(s, t).

definition 3 .2 .2 (Landmark distance lower bound). Let l1, . . . , ln
be a set of landmarks, with pre-computed distances in w.r.t. a cost model
g, yielding computable functions lbi : → R. We define the landmark
distance lower bound lb∗ : 2 → R as

lb∗(s, t) := max
i=1,...,n

| lbi(t) − lbi(s)|.

Observe that of course lb∗(s, t) ⩽ ℓg(s, t); moreover, by monotonicity
(Remark 1.4.35 and Corollary 2.2.6), we can also assume that lb∗(s, t) ⩽
ℓg ′(s, t) for all cost models g ′ ⩾ g. For this reason, we do not require
that the cost on which the landmark have been computed is exactly
the same as the one we are considering, but we only require that the
landmark distance lower bound still satisfies lb∗(s, t) ⩽ ℓg(s, t) (and
they might be potentially computed on another lower cost model).

Goal-oriented Dijkstra

Consider now the task of finding a g-shortest path with Dijkstra’s
algorithm. One simple idea to improve its performance, could be to
hardly stop the propagation of the labels at a point v ∈ , if, for
example, we can prove that v is not on the shortest path. This could be
done by using a similar approach as lb∗(s, t) to generalize the upper
bound from Section 2.3 to ub∗(s, t), and then evaluate whether

lb∗(v, t) > ub∗(s, t).

However, ub(·) is harder to compute than lb(·), because we need
to manually modify each shortest path in (this is done in Theo-
rem 2.2.15). This gets even more computationally intensive if we need



3.2 applications of coarse lower and upper bounds 141

0
10

20
30 0

10

20

ℓg(l1,p)

0

0.2

0.4

0.6

0.8

1

1.2

1.4

1.6
·104

[ Wednesday 31st August, 2022 at 14:35 –]

(a) Landmark distance over the whole chip for l̄1 = (0, 0, 0).
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(b) Landmark distance over the whole chip for l̄2 = (0, 24, 0).

figure 3 .5 Landmark demonstration instance, based on the tile
prices from Figure 3.1 The plots show the landmark distance for all
points p̄ ∈ .
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to generalize it to multiple terminals, which is the scenario in which
we usually run Dijkstra’s algorithm. Fortunately, there is a different
way to reduce the number of generated labels, by tweaking the edge
costs, which requires only the usage of lb(s, t).

Consider thus a single source, s, and a finite number of possible
targets X = {t1 . . . , tk} (recall that we often search for minimum cost
paths to a whole connected components, consisting thus of multiple
targets). By Theorem 2.2.4 we can run Dijkstra’s algorithm on GA, with
A = Λ(X ∪ {s}). The mechanism outlined in [GH05] uses a feasible
lower bound to reduce the cost of an edge in E(GA), in such a way
that Dijkstra’s algorithm scans GA in the general direction of the
target. This technique reduces the number of generated labels, without
compromising on the optimality of the result, and is related to goal-
oriented path search algorithms, such as A∗ [HNR68].

With multiple targets, we might use lb∗(·, ·) to define a feasible
potential as follows:

definition 3 .2 .3 (Multiple targets feasible potential). Given a set of
targets X = {t1, . . . , tk} ⊂ and a source s ∈ , we define

πX(v) := min
i=1,...,k

lb∗(ti, v) = min
i=1,...,k

max
j=1,...,n

| lbj(ti) − lbj(v)|. (3.6)

algorithm 7 Monodirectional Dijkstra with future costs

Data X ⊆ a discrete terminal set, g ∈ RC
>0 a cost model,

lb∗(·, ·) a landmark-based lower bound to g.

Result A Steiner tree Y on X whose cost g(Y) is at most a factor
2 away from the optimum.

1 Run Algorithm 1 (Path decomposition Steiner tree) on X in GΛ(X);
2 When connecting C ⊂ V(Y) to V(Y) \C, use Dijkstra’s algorithm on
GΛ(X), reduce the cost of each edge (v,w) by π(w) − π(v), where
π← πV(Y)\C is the multiple target feasible potential derived from
lb∗(·, ·) for V(Y) \C;

3 return Y

We can combine the multiple targets feasible potentials with Algo-
rithm 1 (Path decomposition Steiner tree), in order to speed up the latter.
We denote the resulting Algorithm 7 as monodirectional Dijkstra with
future costs, and we will analyze the performance of this algorithm
on practical instances in Section 4.2. We will omit proving correctness
and runtime as this is simply a minor change on a well-known approx-
imation algorithm, which does not affect either. Refer to Figures 3.7
and 3.8 to visualize how feasible potentials derived from landmarks
lead to a reduction in labeled area.
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(a) Feasible potential for t obtained from a single landmark (l1, see Figure 3.5).
Note that all the points with the lb1(v) value as lb1(t) have been set to zero.
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(b) Feasible potential for t obtained from the two landmarks l1 and l2. The
obtained feasible potential more closely resembles the shortest path distance
from t (Figure 3.8a).

figure 3 .6 Feasible potential π{t}(v), with t̄ = (5, 12, 0). The dis-
played values are interpolated with barycentric coordinates as it is
done for lbi(·). Note that increasing the number of landmarks evi-
dently brings the feasible potential closer to the “perfect” feasible
potential ℓg(t, v).
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Of course, a higher number of landmarks, computed on prices that
are as close as possible to g, will yield better performance. For further
details on this, we refer to [Rab17; Sac15] (in the context of continuous
routing), and to [HNR68; Cor+01; KV18] for A∗ and goal-oriented
Dijkstra.

As a final remark for this Section, we would like to point out that
it is possible to combine bidirectional Dijkstra with feasible poten-
tials. However, as the number of pins increases, the feasible poten-
tial derived from landmarks becomes less accurate and more time-
consuming to evaluate, since it has to vanish at all propagating sources.
This is necessary to always label a given vertex with the shortest path
distance to any source (Lemma 3.1.3 and Figure 3.3). Maintaining
this property when using different potentials for each propagating
source requires delaying the halt of Dijkstra’s algorithm, thereby los-
ing part of the obtained speed up. For these approaches we refer to
[GH05], where they are discussed extensively. As far as our applica-
tion in global routing is concerned, we will see in Section 4.2 that
evaluating landmark distances introduces a non-negligible runtime
overhead, therefore we have not investigated further combinations
between multidirectional Dijkstra and feasible potentials.

3.2.2 Preventing unnecessary reroutes

As we discuss in Sections 1.2.2 and 1.4, routing is performed iteratively
across different phases. A convex combination of integral solutions is
computed w.r.t. different routing prices, which grow multiplicatively
over time. Path search of course dominates the runtime of global rout-
ing, and for this reason, it is worth to reconsider previously computed
solutions before proceeding to re-route completely a net.

To this end, [MRV11] shows how to use lower bounds to resource
usages in order to reduce the number of oracle calls. However, most
rhomboidal tile resources will have a lower bound usage of zero, since
in a certain phase the route might avoid the tile altogether. We suggest
an additional method to prevent unnecessary reroutes, to be used
alongside the method outlined in [MRV11].

The idea is to reevaluate the cost of previously generated Steiner
trees w.r.t. the new phase prices; if the cost is sufficiently low, we reuse
the previous route instead of computing a new one. This requires
setting a threshold for when a cost is “sufficiently low”: this can be
achieved by computing a lower bound to the Steiner tree cost, and
then scaling it up by a factor (1+ ϵ).
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(a) Labeled region by traditional Dijkstra’s algorithm, using prices from
Figure 3.1. The projection of the shortest path on all layers is displayed, with
solid edges being compatible with the layer preferred direction, and dashed
edges orthogonal to it.
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(b) Labeled region by Dijkstra’s algorithm with the feasible potential derived
from two landmarks at Figure 3.6. Note that nodes here are labeld by reduced
cost. The shortest path is the same.

figure 3 .7 Comparison of the labeled area with and without feasible
potential: the labeled area is significantly smaller. A larger chip area
or a higher number of landmarks would emphasize the difference
further. Compare this with bidirectional Dijkstra at Figure 3.2b.
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(a) Actual shortest path distance from any vertex to t; compare with the
potential in Figure 3.6b.
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(b) Reduced cost of all vertices labeled from s, when using the two-landmark
potential. This is identical to Figure 3.7b, except that labeling has been
performed over the whole chip volume.

figure 3 .8 Actual shortest path distance from the target, and re-
duced cost to all vertices starting at the source. Observe how the cost
rapidly increases away from the shortest s-t-path.
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More formally, let Y0 be a rectilinear Steiner tree in computed
on a terminal set X ⊂ . Let g ∈ RC

>0 be the current cost model, and
ϵ > 0. Let lb(X) ∈ R be such that

lb(X) ⩽ g(Y) ∀ Y ∈ YX,

where YX is, as in Equation (2.8), the set of all rectilinear Steiner trees
on X which lie on the grid GA for A = Λ(X)∪ {0, 1}.

We then decide to keep the solution Y0 instead of recomputing a
new one, if

g(Y0) ⩽ (1+ ϵ) lb(X).

This tells us that Y0 is definitely less than an ϵ-fraction away from
an optimum solution already. Of course, performing this test is only
meaningful if lb(X) and ϵ are chosen in such a way that there there is
at least one rectilinear Steiner tree Y ∈ YX such that

lb(X) ⩽ g(Y) ⩽ (1+ ϵ) lb(X);

in particular, we would like to choose lb(X) as close as possible to the
perfect lower bound minY∈YX g(Y). The function lb(X) must be fast
to compute given g and X, therefore we make the most out of the
landmark system we have constructed in Section 3.2.1. We recall this
well-known result (see for example [KV18; Cie03]):

theorem 3 .2 .4 (Steiner ratio for metric graphs). LetG be an undirected
graph with positive weights c : E(G) → R>0, and X ⊂ V(G), |X| ⩾ 2 be
a terminal set. Let smt(X) denote the total weight of a minimum weight
Steiner tree on X, and mst(X) the weight of a minimum weight spanning
tree on the metric closure of X in G. Then

mst(X) ⩽ 2
(
1−

1

|X|

)
smt(X).

This is a special case of the Steiner ratio for metric graphs; the Steiner
ratio of a metric space is the supremum of the ratio mst / smt when
taken over all terminal sets. In this context, we want to use minimum
spanning trees to lower bound the cost of a Steiner tree.

definition 3 .2 .5 (Landmarks spanning tree lower bound). Let X ⊂
, |X| ⩾ 2 be a finite terminal set, and g ∈ RC

>0 be a cost model. Assume
we have a set of n landmarks l1, . . . , ln with pre-computed distances in ,
giving us a landmark distance lower bound lb∗ : 2 → R. Consider the
complete graph on X, with edge weights given by lb∗. Denote with mstlb∗(X)

the cost of a minimum weight spanning tree on such graph, and define

lb(X) :=
|X|

2|X|− 2
mstlb∗(X).

proposition 3 .2 .6 Let X ⊂ , and lb(X) be derived from a landmark
system with distances computed on a cost model g. Then lb(X) ⩽ g(Y) for
all rectilinear Steiner trees Y ∈ YX.
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Proof. If |X| = {s, t}, we have lb(X) = mstlb∗(X) = lb∗(s, t) ⩽ ℓg(s, t) ⩽
g(Y).

For |X| > 2, denote with mstg(X) and smtg(X) the cost of a g-
minimum spanning tree and Steiner tree respectively (these can be
computed on, for example, GA with A = Λ(X)∪ {0, 1}). Now observe
that it always holds mstlb∗(X) ⩽ mstg(X): this follows from lb∗(s, t) ⩽
ℓg(s, t) for all s, t pairs of endpoints. Thus by Theorem 3.2.4,

lb(X) =
|X|

2|X|− 2
mstlb∗(X) ⩽

|X|

2|X|− 2
mstg(X) ⩽ smtg(X)

⩽ g(Y) ∀ Y ∈ YX.

Putting all together, we obtain the following simple heuristic for
preventing unnecessary reroutes:

algorithm 8 MST reroute heuristic

Data A discrete set of terminals X ⊂ , a landmark distance
lower bound lb∗ : 2 → R, a rectilinear Steiner tree Y0 on
X, a cost model g, ϵ > 0.

1 Run Prim’s algorithm on the metric closure of (X, lb∗) and compute
mstlb∗(X);

2 if g(Y0) ⩽ (1+ ϵ) lb(X) then
3 Keep the tree Y0;
4 else
5 Compute a new Steiner tree on X;
6 end

Algorithm 8 (MST reroute heuristic) finds applications in improving
the total runtime, by reducing the amount of total Steiner trees we need
to compute when a sufficiently good solution is already available.

3.3 xyz-postoptimization

This Section describes a set of techniques which we call, collectively,
xyz-postoptimization. These are dynamic programs that can compute
a minimal cost (in the sense of a cost model g ∈ RC

>0) Steiner tree
for a set of terminals, provided some subsets (one for each terminal)
of the grid GA, which represent possible positions for the vertices of
the tree, and some fixed tree topology. Nicolodi [Nic20] has moved
the first steps in this direction in the context of continuous routing;
however in this Section we will generalize significantly their local
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search technique, and give improved runtime bounds, as well as
introducing novel applications.

The name gives away both the purpose and the usage scenario of
these algorithms; “xyz” indicates that the position of the Steiner points
can be optimized in 3D, and “postoptimization” suggests that some
computation has to be performed in advance, before being able to
run the dynamic programs. Indeed, the postoptimization algorithm
that we present in this section require some sort of “backbone”; either
some rectilinear Steiner tree topology, or a fully fledged rectilinear
Steiner tree (for the simplified postoptimization in Section 3.3.6).

3.3.1 Tasks and solutions

We will begin by fixing our working grid. We assume that A ⊂ [0, 1] is
a finite set, giving rise to the grid GA. Our input graph, which we want
to embed in GA, is given as Y = (V ,E,d), an arborescence with an
edge direction function d : E(Y)→ {x,y, z}. The edge direction function
must be such that we can actually embed the tree by respecting
preferred direction constraints, that is, we require that

{x,y} ̸⊂ {d(e) | e ∈ δ(v)} ∀ v ∈ V(Y). (3.7)

This is needed because we cannot have two edges with directions x
and y adjacent to the same node, without a via in the middle.

We now associate to the vertices of V a function ϕ : V(Y)→ 2V(GA),
which we call the node shape. The sets ϕ(v) represent the possible
positions for a given vertex v ∈ V(Y). We restrict ϕ(v) as follows:

definition 3 .3 .1 (Node shape). The node shape ϕ(v) of a node v ∈
V(Y), is a non-empty subset of the grid GA which arises by intersecting the
grid with a cuboid in , and by pruning all nodes on layers that have one
specific preferred direction (either x or y). In detail,

ϕ(v) = V(GA)∩ [xmin, xmax]× [ymin,ymax]× {zmin, zmin + 2 . . . , zmax}

(3.8)
for some values 0 ⩽ xmin ⩽ xmax ⩽W, 0 ⩽ ymin ⩽ ymax ⩽ H, 1 ⩽ zmin ⩽
zmax ⩽ L, with zmin ≡ zmax mod 2 (see Figure 3.11 for an example).

For algorithmic simplicity we consider the equivalent of a geomet-
ric cuboid in the grid GA, i.e. as in Equation (3.8). Note the extra
constraint that we only allow nodes on layers with a fixed preferred
direction: the reason behind this requirement is because we specify an
edge direction d(e) for edges e = (v,w) ∈ E(Y). If we are to maintain
the direction d(e), by assigning a position to v (resp. w) out of ϕ(v)
(resp. ϕ(w)), we must make sure that the chosen position for v and w
lies on a layer L ∈ L with the property d(l) = d(e).

Of course, to embed v andw in such a way that e is a segment on the
grid GA of direction d(e), we must enforce some more requirements,
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which we call simply compatibility of the node shape with the edge
direction. These requirements are encoded in the following definition:

definition 3 .3 .2 (Compatible node shapes). Let e = (v,w) ∈ E(Y)
be an edge with direction d(e). The node shapes ϕ(v) and ϕ(w) are said to
be compatible with e if both of the following conditions hold:

1. they have the same projection along d(e):

{p∆ | p ∈ ϕ(v)} = {p∆ | p ∈ ϕ(w)} for ∆ = x,y, z and ∆ ̸= d(e);

2. for edges with d(e) ̸= z, ϕ(v) and ϕ(w) lie on layers with preferred
direction d(e):

∀ p̄ ∈ ϕ(v)∪ϕ(w), d(pz) = d(e).

Note that thanks to Equation (3.7), we cannot have two edges with
opposite directions (x and y) adjacent to the same node v.

With these notions we give the following definitions:

definition 3 .3 .3 (Postopt task). Let A ⊂ [0, 1] be a finite set, and
Y = (V ,E,d) an arborescence with an edge direction function d : E(Y) →
{x,y, z}, and ϕ : V(Y)→ 2V(GA) a node shape function. We require that d(·)
is compatible with the preferred direction constraints (as in Equation (3.7)),
and that for all edges e = (v,w) ∈ E(Y), the node shapes ϕ(v),ϕ(w) are
compatible with e (as in Definition 3.3.1). We call the tuple (A, Y,ϕ) a
postopt task (see Figure 3.9a).

Of course, a solution to a postopt task consists of a valid position
for each vertex V(Y):

definition 3 .3 .4 (Postopt solution). Let (A, Y,ϕ) be a postopt task,
and let Y∗ be a rectilinear tree in GA. We say that Y∗ is a postopt solution
if there is a bijective map σ : V(Y) → V(Y∗) such that σ(v) ∈ ϕ(v) for
all v ∈ V(Y), and for every e = (v,w) ∈ E(Y), (σ(v),σ(w)) ∈ E(Y∗) and
σ(v)σ(w) can be embedded in GA (see Figure 3.9b).

Observe that a postopt task encodes a Steiner tree topology for Y,
without, however, setting position explicitly for its vertices. Instead,
it provides a set of possible positions. While in some cases we might
be able to start from a real Steiner tree (as we do in Section 3.3.6), in
others we might not have an exact position for a vertex, while still
knowing which type of connection we want.

As a motivating example, consider the case in which some wiring
has already been computed for a net, but has not been connected
to the pins, or another piece of wiring. There might be some layers
between the pin and wiring, which we can only bridge by a via3; or
there might be some space between two pieces of wiring that require

3 This is a common situation, as often nets are restricted to high layers exclusively.
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only to move slightly or extend the wires. In these cases, we know
which type of wire we want to add or change, we know it is local to
the currently placed shapes, and we just need to find its endpoints.

Naturally, we are interested in optimizing among various postopti-
mization solutions, using a cost model as objective:

xyz-postoptimization

Input A postopt task (A, Y,ϕ) and g ∈ RC
>0 a cost model.

Output A postopt solution Y∗,σ of minimal cost g(Y∗).

We would like to introduce a dynamic program which can solve an
xyz-postoptimization problem efficiently. For that we need to provide
some auxiliary concepts.

definition 3 .3 .5 (Node shape boundary face). Let e = (v,w) ∈
E(Y) be an edge in a postoptimization task. We define the boundary faces
Be,v ⊆ ϕ(v) and Be,w ⊆ ϕ(w) as the set of nodes which minimize the d(e)
coordinate, i.e.

Be,v :=

{
p ∈ ϕ(v) : pd(e) = min

q∈ϕ(v)
qd(e)

}
. (3.9)

We denote with be,v the unique coordinate along d(e) in Be,v, i.e. be,v :=

pd(e) for an arbitrary p ∈ Be,v.

Observe that by construction, since the node shapes of v and w

are compatible, we have a bijection between Be,v and Be,w, which we
denote by ψe. This bijection is unique if we require that the segment
uψe(u) is embeddable into GA.

Be,v
ψe←−−−−→ Be,w (3.10)

Similarly, we can uniquely define projections πe,v : ϕ(v)→ Be,v and
πe,w : ϕ(w)→ Be,w, such that the segment uπe,v(u) is embeddable in
GA, as it is shown in Figure 3.10. More complex examples are depicted
in Figure 3.11.

definition 3 .3 .6 (Aperture and boundary length). Let e = (v,w) ∈
E(Y), and consider Be,v

ψe←−→ Be,w the boundary faces of the node shapes
of v and w. We define the aperture of e, and we denote it with h(e), the
following quantity:

h(e) :=
∏
∆∈{x,y}
∆̸=d(e)

(max{p∆ : p ∈ Be,v}− min{p∆ : p ∈ Be,v}) .

Moreover we call boundary length of e, and we denote it with ℓB, the
following quantity:

ℓB(e) := |be,v − be,w|.
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(a) Example of a postopt task and the sets ϕ(v). The edges are abstract and
not necessarily embedded into the grid.
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(b) Example of a postopt solution for the postopt task visualized in Figure 3.9a.
In this case, the edges are actually embedded into the grid GA.

figure 3 .9 Postoptimization task and solution.
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figure 3 .10 An example of the workings of the maps
ϕ,ψe,πe,v,πew between two sets of vertices for a horizontal edge
e.

Note that h(e) and ℓB(e) behave analogously as “thickness” and
“length” for an edge. ℓB(e) is the distance between the boundary faces.
h(e), instead is the distance between the furthest points in Be,v for a
planar edge, while for a via, it’s the geometrical area in of the planar
boundary face Be,v.

3.3.2 Cost decomposition

Given a cost model g, an edge e = (v,w) and node shapes ϕ(v),ϕ(w),
it is trivial to find the cheapest segment t t ′, with t ∈ ϕ(v), t ′ ∈ ϕ(w),
by, for example, taking considering all possible pairs (t, t ′) ∈ ϕ(v)×
ϕ(w). However, this can be done in a faster way if we consider the
fact that we can split t t ′ into pieces, and compute the cost of these
pieces separately. In particular, we want to have g

(
t t ′
)

separated by
the boundary faces Be,v and Be,w, in such a way that we only have
to compute either the cost from ϕ(v) to Be,v (respectively ϕ(w) and
Be,w), or between Be,v and Be,w. Consider the following:

remark 3 .3 .7 (Border-to-border cost decomposition). Let g ∈ RC
>0

be a cost model, e = (v,w) ∈ E(Y), and t ∈ ϕ(v), t ′ ∈ ϕ(w). Define

µe := sign(be,v − be,w);

νe(t, t ′) := sign
(
td(e) − t

′
d(e)

)
.

where we take sign : R→ {0, 1,−1}. Then we can decompose the cost g(t t ′)
as follows:
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(a) An example of an edge e = (v,w) ∈ E(Y) where the sets ϕ(v),ϕ(w) span
multiple layers. Here d(e) = x, therefore there are vertices only on horizontal
layers, and ψe maps the boundary regions respecting the preferred direction
constraints. Observe that there is no vertex in ϕ(v),ϕ(w) on the vertical layer
in the middle.
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(b) An example of an edge with d(e) = z, and ϕ(w) spans multiple layers.
Here ψe is implied and not shown explicitly; however Be,v and Be,w are
projections of each other on a different layer, so clearly ψe just changes the
z coordinate. Also in this case, ϕ(w) only has elements on vertical layers,
while ϕ(v) has elements only on (one) horizontal layer.

figure 3 .11 Boundary faces spanning on node shapes spanning
multiple layers.
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ψe : Be,v → Be,w, d(e) ∈ {x,y}
Be,v,Be,w, d(e) ∈ {x,y}
ψe : Be,v → Be,w, d(e) = z
Be,v = ϕ(v),Be,w = ϕ(w), d(e) = z
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figure 3 .12 Node shape boundary face for all the planar edges
in Figure 3.9b. The bijections ψe for vias are not displayed explicitly,
since in this case, Be,v = ϕ(v) for all v ∈ e with d(e) = z.

g
(
t t ′
)
=

νe(t, t ′) ·
(
g
(
t πe,v(t)︸ ︷︷ ︸
∈Be,v

)
+µe ·g

(
πe,v(t)︸ ︷︷ ︸
∈Be,v

πe,w(t
′)︸ ︷︷ ︸

∈Be,w

)
−g
(
t ′ πe,w(t

′)︸ ︷︷ ︸
∈Be,w

))
.

(3.11)

Proof. Observe that

td(e) ⩾ t ′d(e) ⇔ νe(t, t ′) ⩾ 0,
πe,v(t)d(e) ⩾ πe,w(t

′)d(e) ⇔ µe ⩾ 0;

this follows from πe,v(t) = be,v, πe,w(t
′) = be,w and by definition of

νe(·, ·). Moreover, we can trivially split as follows the cost g(t t ′):

g(t t ′) =

sv · g
(
t πe,v(t)

)
+ svw · g

(
πe,v(t)πe,w(t ′)

)
+ sw · g

(
πe,w(t ′) t ′

)
,

(3.12)

with appropriate choices of sv, sw, svw ∈ {0, 1,−1}.
We now enumerate all the possible relative positions of t, t ′ and

their projections, taking the edge costs with sign, and list all values of
s{v,vw,w}, as well as calculating µe and νe. This is shown in Table 3.1.

We conclude that

sv = νe(t, t ′),
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visualization sv svw sw µe νe

t
t ′ + + − + +

t
t ′ + + − + +

t
t ′ − − + + −

t
t ′ + − − − +

t
t ′ − + + − −

t
t ′ − + + − −

table 3 .1 Table of all the relative positions of t, t ′, πe,v(t), πe,w(t
′),

together with the signs of sv, svw and sw that in Equation (3.12) yield
the cost g(t t ′). The corresponding derived values of µe and νe(t, t ′)
are displayed. Since g(pp) = 0 for any p ∈ , 0 can be considered
as in either case; for this reason we mark the sign only with ±. An
explanation of the compact visualization can be found in Figure 3.13.

sw = −νe(t, t ′),

svw = µe · νe(t, t ′),

which together with Equation (3.12) proves Equation (3.11).

Now, if we fix one endpoint t ∈ ϕ(v) for an edge e = (v,w), we
only have to look at a subset of the possible other endpoints t ′ ∈ ϕ(w)
in order to find the best connection point for t. We combine this
idea with Equation (3.11) in the next result. We will use it to provide
algorithms that do not need to consider all (t, t ′) possible pairs to find
the cheapest embedding for e into ϕ(v),ϕ(w).

πe,v(t)
t

t

πe,w(t
′)

t ′

t ′

sv = +1

sw = −1

svw = +1

d(e), s{v,w,vw} ⩾ 0

[ Wednesday 31st August, 2022 at 14:37 –]

figure 3 .13 A one-dimensional visualization of the relative position
of uv, uw, πe,v(t) and πe,w(t

′). Here the only axis is d(e), and the three
edges t πe,v(t), t ′ πe,w(t ′) and πe,v(t)πe,w(t ′) are drawn oriented w.r.t.
the sign of sv, sw, and svw respectively, in such a way that their sum
yields g(t t ′). A geometrical rendition of the same can be found in
Figure 3.14c.
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lemma 3 .3 .8 Let g be a cost model, and e = (v,w) ∈ E(Y); denote with
Yv and Yw the subtrees of Y rooted at v and w respectively.
Assume that δ+(v) = {e}, and let c∗(t ′), t ′ ∈ ϕ(w) denote the cost of a
cheapest postopt solution for Yw, assuming that the position of w is fixed to
t ′. Let u ∈ Be,v and t ∈ π−1e,v(u) ⊂ ϕ(v). Observe that the vertices in ϕ(w)
reachable by t are exactly

Ku := π−1e,w (ψe(u)) ⊂ ϕ(w).

Then the cost of a cheapest postopt solution for Yv, assuming that the position
of v is fixed to t, is given by

c∗(t) = min
{

min
t ′∈Ku,

νe(t,t ′)⩾0

{
c∗(t ′) − g

(
t ′ψe(u)

)}

+ µe · g
(
ψe(u)u

)
+ g

(
u t
)

,

min
t ′∈Ku,

νe(t,t ′)⩽0

{
c∗(t ′) + g

(
t ′ψe(u)

)}

− µe · g
(
ψe(u)u

)
− g

(
u t
)}

.

(3.13)

Proof. Recall that πe,v(t) = u and πe,w(t
′) = ψe(u); then

c∗(t) = min
t ′∈Ku

{
c∗(t ′) + g

(
t t ′
)}

= min
t ′∈Ku

{
c∗(t ′) + νe(t, t ′) ·
·
(
g
(
tu
)
+ µe · g

(
uψe(u)

)
− g

(
ψe(u) t ′

))}

= min
{

min
t ′∈Ku,

νe(t,t ′)⩾0

{
c∗(t ′) + g

(
tu
)

+ µe · g
(
uψe(u)

)
− g

(
ψe(u) t ′

)}
,

min
t ′∈Ku,

νe(t,t ′)⩽0

{
c∗(t ′) − g

(
tu
)

− µe · g
(
uψe(u)

)
+ g

(
ψe(u) t ′

)}}

= min
{

min
t ′∈Ku,

νe(t,t ′)⩾0

{
c∗(t ′) − g

(
ψe(u) t ′

)}

+ g
(
tu
)
+ µe · g

(
uψe(u)

)
,

min
t ′∈Ku,

νe(t,t ′)⩽0

{
c∗(t ′) + g

(
ψe(u) t ′

)}

− g
(
tu
)
− µe · g

(
uψe(u)

)}
.

In the above, we first decomposed g
(
t t ′
)

using Equation (3.11), and
then split Ku into the two subsets depending on the value of νe(t, t ′),
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i.e. the subsets where respectively t ′d(e) ⩽ td(e) and t ′d(e) ⩾ td(e). The
case for t ′ = t is handled in both, but since g(pp) = 0 that is not
restrictive.

Observe that, by construction, the points in Ku in the proof differ
only in d(e), since they are connectable to a fixed vertex t ′ only via a
segment with direction d(e); refer to Figure 3.10 for a visualization of
this fact. We will use this in the following algorithm, where we index
the elements of Ku in sorted order by d(e)-coordinate:

Ku = π−1e,w(ψe(u)) = {t ′1, . . . , t ′k} s.t. t ′i,d(e) ⩽ t ′i+1,d(e),

i = 1, . . . ,k− 1. (3.14)

3.3.3 Postoptimization algorithm

With the notions above, we can finally state our dynamic program. We
will proceed in two phases, one bottom-up cost computation phase,
and then a top-down backtracking phase. In the first, we compute the
cost for the various possible subtrees, while in the latter we select the
best candidate at the root.

The algorithm considers edges one by one, in reverse topological
order, and every time updates the cost of the tail w.r.t. the best subtree
candidates in the head of the edge. We exploit the decomposition at
Equation (3.11) to save runtime, pre-computing the best candidates in
the head node shape for the all possible values of νe(t, t ′). We then
use this information to determine quickly which is the best candidate
position t ′ ∈ ϕ(w) in the head node shape for a given tail position
t ∈ ϕ(v).

proposition 3 .3 .9 Algorithm 9 (xyz-postoptimization) computes a
postopt solution of minimum cost.

Proof. We will show first that, after executing the body of the first
outer loop (line 4), it holds that, ∀ t ∈ ϕ(v), c(t) is the cost of a cheapest
postopt solution on the subtree Yv, rooted at v, with a fixed position
σ(v) = t.

This holds true for the leaves of Y, since δ+(v) = ∅, we will have
c(t) = 0. So let us assume it holds for all the children Γ+(v), we need
to show it holds true for v as well.

Recall that, by Equation (3.14), once some e = (v,w) ∈ δ+(v) is
fixed, all the vertices in ϕ(w) that t ∈ ϕ(v) can be connected to, are
exactly

Ku = π−1e,w(ψe(u)) = {t ′1, . . . , t ′k} ⊆ ϕ(w), with u := πe,v(t) ∈ Be,v.

Moreover, Ku can be partitioned into two sets, depending on whether
νe(t, t ′) ⩾ 0 or not, where t ′ ∈ Ku. Note that if ϕ(v) ∩ ϕ(w) = ∅,
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algorithm 9 xyz-postoptimization

Data A postopt task (A, Y,ϕ) and g ∈ RC
>0 a cost model.

Result A postopt solution Y∗,σ of minimal cost g(Y∗).

1 Initialize c :
⋃
v∈V(Y)ϕ(v)→ R with c(·)←∞;

2 Initialize σ(v) = ∅, v ∈ V(Y);
// Best candidate in Ku = π−1e,w(ψe(u)) for u ∈ Be,v :

3 Initialize ρe : Be,v → ϕ(w), e = (v,w) ∈ E(Y), with ρe(u) = ∅;
// Cost computation phase

4 foreach v ∈ V(Y) in reverse topological order do
5 Set c(t)← 0 for all t ∈ ϕ(v);
6 foreach e = (v,w) ∈ δ+(v) do
7 foreach u ∈ Be,v do
8 Index Ku as t ′1, . . . , t ′k by d(e)-coordinate as in

Equation (3.14);
// Pre-compute best head candidates

9 T+j ← arg mini=1,...,j

{
c(t ′i) − g

(
t ′iψe(u)

)}
∈ Ku;

10 T−j ← arg mini=j,...,k
{
c(t ′i) + g

(
t ′iψe(u)

)}
∈ Ku;

11 foreach t ∈ π−1e,v(u) do
// Tail cost computation and update

12 if ϕ(v)∩ϕ(w) = ∅ (⇒ νe is constant) then
13 ρe(u)← T+k if νe ⩾ 0, else T−1 ;
14 else
15 J← max{i = 1, . . . ,k | νe(t, t ′j) ⩾ 0};
16 ρe(u)← arg minT=T+

J ,T−
J

{
c(T) + g

(
T t
)}
∈ Ku;

17 end

18 c(t)← c(t) + c(ρe(u)) + g
(
ρe(u) t

)
;

19 end
20 end
21 end
22 end

// Backtracking phase

23 Set σ(r)← arg min{c(t) | t ∈ ϕ(r)}, where r ∈ V(Y) is the root;
24 foreach e = (v,w) ∈ E(Y) in topological order do
25 Set σ(w)← ρe(πe,v(σ(v)));
26 end
27 Set V(Y∗)← σ(V(Y));
28 Set E(Y∗)← {(σ(v),σ(w)) | (v,w) ∈ E(Y)};
29 return Y∗,σ



160 algorithms on grid graphs

νe(t, t ′) is constant for all pairs t, t ′ ∈ ϕ(v) × ϕ(w). If otherwise
ϕ(v) ∩ ϕ(w) ̸= ∅, using the definition of νe(·, ·), and the fact that
t ′1, . . . , t ′k are sorted in increasing d(e)-coordinate, we can decompose
Ku as follows:

{t ′ ∈ Ku | νe(t, t ′) ⩾ 0} = {t ′1, . . . , tJ},

{t ′ ∈ Ku | νe(t, t ′) ⩽ 0} = {t ′J, . . . , tk}.

where J is exactly as in line 14, i.e. J := max{i = 1, . . . ,k | νe(t, t ′j) ⩾ 0}.
Let us for now consider e as being the unique outgoing edge at

v, and denote with c∗(t) the cost of a cheapest postopt solution on
Yv, rooted at σ(v) = t ∈ ϕ(v). We will show that the value computed
by the algorithm, c(t), is c(t) = c∗(t). Recall Equation (3.13) and
Equation (3.11); in the case of ϕ(v)∩ϕ(w) ̸= ∅, we can write

c∗(t) = min
t ′∈Ku

{
c(t ′) + g

(
t t ′
)}

= min
{

min
t ′∈Ku,

νe(t,t ′)⩾0

{
c(t ′) − g

(
ψe(u) t ′

)}

+ g
(
tu
)
+ µe · g

(
uψe(u)

)
,

min
t ′∈Ku,

νe(t,t ′)⩽0

{
c(t ′) + g

(
ψe(u) t ′

)}

− g
(
tu
)
− µe · g

(
uψe(u)

)}

= min
{
c
(
T+J
)
− g

(
ψe(u) T

+
J

)
+ g

(
t u
)
+ µe · g

(
uψe(u)

)
,

c
(
T−J
)
+ g

(
ψe(u) T

−
J

)
− g

(
t u
)
− µe · g

(
uψe(u)

)}

= min
{
c
(
T+J
)
+ νe

(
t, T+J

)
·

·
(
g
(
t u
)
+ µe · g

(
uψe(u)

)
− g

(
ψe(u) T

+
J

))
,

c
(
T−J
)
+ νe

(
t, T−J

)
·

·
(
g
(
t u
)
+ µe · g

(
uψe(u)

)
− g

(
ψe(u) T

−
J

))}

= min
{
c(T) + g

(
t T
) ∣∣∣ T = T+J , T−J

}

= c (ρe(u)) +
(
ρe(u) t

)

= c (ρe (πe,v(t))) +
(
ρe (πe,v(t)) t

)
;

where we used the definition of ρe(u) from line 15.
The case for ϕ(v)∩ϕ(w) = ∅ is analogous, but only one of T+k or T−1

has to be considered, since νe in this case is constant ±1. This is exactly
what is done at line 12. By summing up across all δ+(v), we have that
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the final value for c(t) computed by Algorithm 9 (xyz-postoptimization),
is exactly

c(t) =
∑

e∈δ+(v)
e=(v,w)

c (ρe (πe,v(t))) +
(
ρe (πe,v(t)) t

)

=
∑

e∈δ+(v)
e=(v,w)

min
t ′∈π−1

e,w(ψe(πe,v(t)))

{
c(t ′) + g

(
t t ′
)}

= c∗(t)

which is what we wanted to prove.
To conclude, observe that ρe (πe,v(t)) has the function of selecting

the correct minimum cost successor of some node t ∈ ϕ(v). This
suffices to show that the backtracking at line 24 is correct and returns
indeed the solution of minimum cost.

Observe that the above Algorithm 9 (xyz-postoptimization) is not
only limited to operating on the grid GA or with a cost model as
we have defined in Chapter 2. The key point is the fact that we can
split edges into shorter segments, and the cost of these segments is
additive. If we can apply the decomposition at line Equation (3.11),
then we are able to run Algorithm 9 (xyz-postoptimization) with any
node shape function that yields compatible node shapes with nodes
on a rectilinear grid. It follows that the same algorithm can also be
extended to other routing models.

3.3.4 Fast cost model evaluation and runtime

In terms of runtime, we have a clear dependency on the runtime of
using g(·) as an oracle, as well as having to update the node shape of
a vertex for all its outgoing edges.

To begin, we would like to estimate the runtime taken by computing
the costs between two different boundary faces. So let e = (v,w) ∈
E(Y), and consider Be,v

←→
ψeBe,w the boundary faces of the node shapes

of v and w. Let g be a cost model. If we were to compute trivially all
the costs g

(
uψe(u)

)
, for u ∈ Be,v, we would need to account for how

many rhomboidal tiles uψe(u) intersects. These can be as many as
2
⌈
ℓ1

(
uψe(u)

)⌉
, since for every grid tile we have two rhomboidal tiles

(this applies to vias too). This gives us a rather expensive runtime:

remark 3 .3 .10 Let Be,v be the boundary face of a node shape ϕ(v) of
an edge e = (v,w). Recall the aperture of e, ℓB(e) from Definition 3.3.6.
Trivially computing all the costs g

(
uψe(u)

)
, for u ∈ Be,v requires runtime

O (|Be,v| ℓB(e)).
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Proof. Each call to g
(
uψe(u)

)
, with u ∈ Be,v, intersects O(|be,v −

be,w|) rhomboidal tiles, and for each rhomboidal tiles we need to
evaluate a constant number of base cost functions.

However, with some pre-processing, we can avoid having to call
g(·) too often.

lemma 3 .3 .11 (Planar border-to-border runtime bound). Let Be,v

be the boundary face of a node shape ϕ(v) of an edge e = (v,w) with
d(e) ∈ {x,y}. We can compute all the costs g

(
uψe(u)

)
, for u ∈ Be,v in

O (|Be,v|) time, with O (h(e) ℓB(e)) pre-computation time.

Proof. W.l.o.g. d(e) = x (y is analogous). The two sets Be,v and Be,w

consist of aligned points at x-coordinate be,v, be,w respectively. Con-
sider the set of y-coordinates where Be,v and Be,w intersect a grid tile
or a rhomboidal tile boundary. Take these coordinates as sorted values
c1, . . . , ck. Formally, define

m := min{py | p ∈ Be,v}; M := max{py | p ∈ Be,v};

C := {y ∈ (m,M) | y ∈ Z ∨ λ(y) ∈ {λ(be,v), λ(be,w)}}∪ {m,M}

=: {c1, . . . , ck} with ci < ci+1, i = 1, . . . ,k− 1;

We included m and M in C, as well as all integral y-coordinates, and
all coordinates at rhomboidal tiles borders, by Remark 2.1.5, as shown
in Figure 3.14b.

We now parameterize continuously the x-parallel segment on layer
z at y-coordinate y, spanning from be,v to be,w (see Figure 3.14):

p(y, z) := (be,v,y, z);

q(y, z) := (be,w,y, z);

pq(y, z) := p(y, z)q(y, z).

Take ci < y < ci+1 for some i. Note that, by our choice of C, the
segments {be,v}× [ci, ci+1]× {z} (resp. {be,w}× [ci, ci+1]× {z}, which
cover the positions of p(y, z) (resp. q(y, z)) for y ∈ [c1, ci+1], intersect
the boundary of rhomboidal or grid tiles only at the extrema.

We claim now that

g(pq(y, z)) =
y− ci
ci+1 − ci

g(pq(ci, z)) +
ci+1 − y

ci+1 − ci
g(pq(ci+1, z)). (3.15)

To show this, consider pq(y, z) not just as a segment, but as a rectilinear
graph with its own dragging graph, pqD(y, z) (recall Definition 2.1.6).
The dragging graph has four vertices, and a unique non-trivial drag-
ging component H, containing py(y, z) and qy(y, z). Applying a grid
translate to H corresponds to dragging pq(y, z) along y-direction.



3.3 xyz-postoptimization 163
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[ Wednesday 31st August, 2022 at 14:38 –]

(a) Computing all the edge costs between two large ϕ(v) regions trivially
is quite time consuming. However, we can omit some computations with
preferred direction edges.

0 1 2 3 4 5
0

1

2

[ Wednesday 31st August, 2022 at 14:38 –]

(b) We pre-compute the cost of a preferred direction edge joining the node
shape boundary faces. We only evaluate the cost model a constant number
of times for each grid tile, and in the middle we interpolate the cost linearly.

0 1 2 3 4 5
0

1

2

[ Wednesday 31st August, 2022 at 14:38 –]

(c) The edge cost between the blue (ϕ(v)) and the green (ϕ(w)) vertex can
be obtained by summing the red, blue and green parts with the appropriate
sign, as shown in Equation (3.11).

figure 3 .14 An explanation Lemma 3.3.11. We exploit the fact that
cost function is continuous and piecewise linear, and compute only
a constant number of values for a preferred direction edge as shown
in Figure 3.14b, corresponding to the breakpoints of the cost function.
We derive the remaining values by interpolating them linearly. We
then need to add or subtract the cost for the short remaining segments
shown in Figure 3.14c accordingly, as in Equation (3.11).
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Now, Equation (3.15) is automatically true by Theorem 2.1.30, if we
can show that, by dragging H within its maximal draggable range
(recall Definition 2.1.10), we can reach the coordinates ci and ci+1.
By definition, the extrema β1,β2 of the maximal dragging range
M(H) = [β1,β2] can only be chosen among the λ-coordinates of the
vertices in pqD(y, z):

β1,β2 ∈ {0, 1, λ(px(y, z)), λ(qx(y, z))}.

However, dragging λ(py(y, z)) = λ(qy(y, z)) to either 0 or 1, would
take one of p(y, z),q(y, z) onto the grid tile boundary. Likewise, drag-
ging to one of λ(px(y, z)), λ(qx(y, z)) would take p(y, z) or q(y, z) to
a rhomboidal tile boundary. We conclude that, by the choice of C, it
must be necessarily

{β1,β2} = {λ(ci), λ(ci+1)},

and the y-coordinates ci, ci+1 are reached exactly when dragging to
the extrema of the maximal dragging range. Thus, Equation (3.15)
holds.

To obtain the claimed result, we proceed to pre-computing all the
values g (pq(ci, z)) for i = 1, . . . ,k. Each one of these computation, as
previously mentioned, requires O(ℓB(e)). To bound k, observe that
k = O(h(e)), the aperture of e. Indeed, for each grid tile (which is a
square of unit side), we intersect at most one rhomboidal tile boundary.
Counting also grid tile intersection points, for both x-coordinates be,v

and be,w, yields k < 6⌈h(e)⌉.
After having pre-computed the values, we can finally iterate through

all pairs (u,ψe(u)), u ∈ Be,v in order, and interpolate between consec-
utive ci, ci+1 to obtain the cost of all segments uψe(u) = pq(uy,uz),
which gives us the desired runtime.

lemma 3 .3 .12 (Via border-to-border runtime bound). Let Be,v be the
boundary face of a node shape ϕ(v) of an edge e = (v,w) with d(e) = z. We
can compute all the costs g

(
uψe(u)

)
, for u ∈ Be,v in O (|Be,v|) time, with

O (h(e) ℓB(e)) pre-computation time.

Proof. Observe that the cost g
(
uψe(u)

)
depends only on the top and

bottom pad base cost functions (Definition 1.4.31); moreover, we have
only to consider those pad base costs in the surroundings of Be,v. Let

C :=
⋃

u∈Be,v

gt(u);

we take C as a subset of (i.e. a planar rectangle, not embedded in
any layer). Note that C is a rectangle, and the area of C is O(h(e));
moreover, there are also O(h(e)) top and bottom pad base cost func-
tions which do not necessarily evaluate to zero on C (there is one
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pad base function for each point in ). Set m = min{be,v,be,w} and
M = max{be,v,be,w}; we can thus write that

g
(
uψe(u)

)
=

k∑

i=1

M∑

z=m

ξi,z cp(xi,yi,z)(ux,uy, z),

for an appropriate choice of xi,yi, ξi,z. More specifically, we index all
integral points C∩ as (xi,yi):

C∩ = {(xi,yi) | xi,yi ∈ Z, i = 1, . . . ,k} where k = O(h(e));

we then rearrange the cost computation expression g⊺C, expanding up
to cp(·) (i.e. we expand the definition of ctp(·) and cbp(·)). Recall that
g is also a vector g ∈ RC, so each ξi,z is the sum of some entries of g.

Observe that, by Definition 1.4.29

cp(x,y,z1)(px,py, z1) ≡ cp(x,y,z2)(px,py, z2);

we only need to check whether the z-coordinate of the central point of
cp matches the z-coordinate of the argument. Let us thus rearrange
the expression above as follows:

g
(
uψe(u)

)
=

k∑

i=1

(
M∑

z=m

ξi,z

)

︸ ︷︷ ︸
ξi

cp(xi,yi,1)(ux,uy, 1)

=

k∑

i=1

ξi cp(xi,yi,1)(ux,uy, 1).

We can thus spend runtime O(h(e) ℓB(e)) to pre-compute all ξi (note
that M−m = ℓB(e)). We can traverse then each u ∈ Be,v and compute
the cost g

(
uψe(u)

)
inO(1) time. This is possible because at a given u,

we only need to consider (xi,yi) s.t. ℓ1((ux,uy), (xi,yi)) ⩽ 1, which
means only a constant number of indices i are relevant for a given u
(and any indexing of (xi,yi), e.g. x-row major, would allow to retrieve
them in O(1) time). This yields the claimed runtime.

The advantage in terms of runtime given by the previous results can
be better explained when we observe that it always holds |Be,v| ⩽ h(e).
More specifically, for a planar edge, we have that |Be,v| ≈ |A|, therefore
by using the result above, we do not depend on the density of the grid
|A| for our computation. This is even more dramatic in the case of vias,
where |Be,v| ≈ |A|2.

lemma 3 .3 .13 Let ϕ(v) be a node shape for an edge v ∈ e ∈ E(Y). Then
we can compute all the costs g

(
t πe,v(t)

)
in O(|ϕ(v)|) time.

Proof. We will use the same “additivity” argument behind Equa-
tion (3.11). Let t1, . . . , tk be a maximal sequence of elements ti ∈ ϕ(v),
such that

ti,d(e) < ti+1,d(e), ti,∆ = ti+1,∆
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for ∆ ∈ {x,y, z} \ {d(e)}, i = 1, . . . ,k− 1. Then necessarily t1 ∈ Be,v,
and

g
(
t1 tk

)
=

k−1∑

i=1

g
(
ti ti+1

)
.

Note that each g
(
ti ti+1

)
can be computed in O(1) time, because it

is either a via between two ti,z and ti,z + 2 (the cost of which can
be computed in O(1) time since only a constant number of via pad
functions have to be considered), or a planar edge fully contained in a
rhomboidal tile (and thus only a constant number of tiles have to be
queried).

We can therefore process all such t1, . . . , tk chains in the order given
by i, and obtain all the costs between node shape vertices and the
boundary face in O(|ϕ(v)|) time.

We can finally give a bound to the runtime.

proposition 3 .3 .14 Algorithm 9 (xyz-postoptimization) can be imple-
mented to run in time

O
(
|V(Y)| maxv∈V(Y) |ϕ(v)|+

∑
e∈E(Y) h(e) ℓB(e)

)
.

Proof. We perform the pre-computations from Lemmas 3.3.11 and 3.3.12

for all edges; this costs us the O
(∑

e∈E(Y) h(e) ℓB(e)
)

portion of the
runtime, but allows us to compute costs between node shape boundary
faces in linear time in their size.

We also perform the pre-computations from Lemma 3.3.13 for all
node shapes, costing us a total of O(

∑
v∈V(Y) |ϕ(v)|), allowing an O(1)

query time for the cost of a segment t πe,v(t), t ∈ ϕ(v), v ∈ e ∈ E(Y).
With this pre-processing, we can compute line 17 in O(1) time;

indeed we can decompose the cost using Equation (3.11) into three
pieces, each of which takes O(1) query time. This is also relevant for
the computation of T±j .

We can thus state that the body of the inner loop at line 7 runs
in O (|ϕ(v)|+ |ϕ(w)|). Indeed, |Ku| = |π−1e,w (ψe(y)) | is constant for all
u ∈ Be,v, and so is |π−1e,v(u)|. So, in particular, |Be,v| |Ku| = |ϕ(w)| and
|Be,v|

∣∣π−1e,v(u)
∣∣ = |ϕ(v).

The computation of J can be done in O(1) time even when ϕ(v)∩
ϕ(w) ̸= ∅ (and thus, in particular, νe(t, t ′) is not constant in t). This
can be done by having the nodes of the grid GA globally indexed: ϕ(v)
and ϕ(w) are node shapes (which means they include all adjacent
nodes on an interval), so a simple index computation is all that is
needed, together with the observation that tJ = t̄ and νe(tJ, t) = 0.

So overall, the outer loop at line 4, takes

O

( ∑

(v,w)∈E(Y)
|ϕ(v)|+ |ϕ(w)|

)
= O

( ∑

v∈V(Y)

|δ(v)| |ϕ(v)|

)
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= O

(( ∑

v∈V(Y)

|δ(v)|
)

max
v∈V(Y)

|ϕ(v)|

)

= O

(
|V(Y)| max

v∈V(Y))|ϕ(v)|

)

which also dominates the remaining parts of the algorithm.

In practice, further computation time could be saved by exploiting
Lemma 2.2.8 and Corollary 2.2.14. When processing an edge (v,w), it
is possible to look at the Λ-set of an element of ϕ(v), and based on that,
exclude nodes in ϕ(w) which have predecessors with incompatible
Λ-sets (as explained in the aforementioned results). However this
would make Algorithm 9 (xyz-postoptimization) significantly more
complex, as we need to store the history of each subtree solution. In
terms of implementation, this would add significantly more branching,
compared to the very little practical runtime required by computing
the cost for one more element of ϕ(w). Therefore it was deemed an
unnecessary optimization, rather focusing on bounding the total size
of the node shapes, as we see in Section 3.3.8.

3.3.5 Exploiting disjoint node shapes

This runtime bound from Proposition 3.3.14 can be improved if we
strengthen the hypotheses on the node shapes. If we assume that
ϕ(v)∩ϕ(w) = ∅ for all (v,w) ∈ E(Y), then νe(·, ·) is constant (depends
only on the edge e), and we can rearrange the loops in Algorithm 9
(xyz-postoptimization), since at that point, both νe and µe depend
exclusively on e.

An intuitive explanation of this can be done by observing that being
ϕ(w) disjoint from ϕ(v), once we fix u ∈ Be,v, we can already pre-
select the best candidate in Ku = π−1e,w(ψe(u)), and that will be the best
candidate subtree for all the elements of π−1e,v(u). This is Algorithm 10.

Indeed, requiring ϕ(v) ∩ϕ(w) = ∅ yields an improvement in run-
time, and we can actually obtain a linear dependency on the size of⋃
v∈V(Y)ϕ(v).

proposition 3 .3 .15 Algorithm 10 (xyz-postopt with disjoint node
shapes) computes a postopt solution of minimum cost in time

O
(∑

v∈V(Y) |ϕ(v)|+
∑
e∈E(Y) h(e) ℓB(e)

)
.

Proof. As in Algorithm 9 (xyz-postoptimization), we perform the neces-
sary pre-computation steps from Lemmas 3.3.11 to 3.3.13 to optimize
our cost computation at lines 12, 13 and 16 such that it takes O(1).

We then proceed in the same way, showing that c(t), t ∈ ϕ(v),
v ∈ V(Y) is the cost of an optimal postopt solution for Yv, with
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algorithm 10 xyz-postoptimization with disjoint node shapes

Data A postopt task (A, Y,ϕ) and g ∈ RC
>0 a cost model, with

ϕ(v)∩ϕ(w) = ∅ ∀ (v,w) ∈ E(Y).
Result A postopt solution Y∗,σ of minimal cost g(Y∗).

1 Initialize c :
⋃
v∈V(Y)ϕ(v)→ R with c(·)←∞;

2 Initialize σ(v) = ∅, v ∈ V(Y);
// Best candidate in Ku = π−1e,w(ψe(u)) for u ∈ Be,v :

3 Initialize ρe : Be,v → ϕ(w), e = (v,w) ∈ E(Y), with ρe(u) = ∅;
// Cost computation phase

4 foreach v ∈ V(Y) in reverse topological order do
5 Set c(t)← 0 for all t ∈ ϕ(v);
6 foreach ∆ = x,y, z do
7 Let F := {e ∈ δ+(v) : d(e) = ∆};
8 if F = ∅ then continue;
9 Let B := Bf,v, π := πf,v for any f ∈ F;
10 Compute ν←∑

f∈F νe;
11 foreach u ∈ B do
12 foreach e ∈ F do

// Best head candidate computation

13 ρe(u)← arg mint ′∈Ku

{
c(t ′) − νe · g

(
t ′ψe(u)

)}
;

// Compute cost up to u

14 c(u)← c(u) + c(ρe(u)) − νe g
(
ρe(u)ψe(u)

)
+

νe µe g
(
ψe(u)u

)
;

15 end
// Add costs from u to ϕ(v)

16 foreach t ∈ π−1(u) do
17 c(t)← c(t) + ν · g

(
t u
)
;

18 end
19 end
20 end
21 end

// Backtracking phase

22 Set σ(r)← arg min{c(t) | t ∈ ϕ(r)}, where r ∈ V(Y) is the root;
23 foreach e = (v,w) ∈ E(Y) in topological order do
24 Set σ(w)← ρe(πe,v(σ(v)));
25 end
26 Set V(Y∗)← σ(V(Y));
27 Set E(Y∗)← {(σ(v),σ(w)) | (v,w) ∈ E(Y)};
28 return Y∗,σ
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fixed σ(v) = t. This is true for the leaves of Y, which have cost zero.
Let us thus assume that it holds for the descendants of v. Denote
with c(t) what Algorithm 10 (xyz-postopt with disjoint node shapes)
computes, and with c∗(t) a truly optimal solution. Recall that, once
fixed e = (v,w) ∈ δ+(v), the following holds:

u = πe,v(t) ∈ Be,v,

Ku = π−1e,w (ψe(πe,v(t))) ,

ψe(u) = πe,w(t
′) ∀ t ′ ∈ Ku,

(accordingly with the notation used in the loop at line 12). Let us thus
apply Equation (3.11), and exploit the fact that νe(·, ·) =: νe is constant
for e ∈ E(Y) (since ϕ(v)∩ϕ(w) = ∅).

c∗(t) =
∑

e∈δ+(v)
e=(v,w)

mint ′∈π−1
e,w(ψe(πe,v(t)))

{
c(t ′) + g

(
t t ′
)}

=
∑

e∈δ+(v)
e=(v,w)

νe g
(
t πe,v(t)

)
+ νe µe g

(
πe,v(t)πe,w(t ′)

)
+

+ mint ′∈π−1
e,w(ψe(πe,v(t)))

{
c(t ′) − νe g

(
t ′ πe,w(t ′)

)}

=
∑

e∈δ+(v)
e=(v,w)

νe g
(
t πe,v(t)

)
+ νe µe g

(
πe,v(t)ψe(πe,v(t))

)
+

+ c (ρe(πe,v(t))) − νe g
(
ρe(πe,v(t))ψe(πe,v(t))

)

=
∑

e∈δ+(v)
e=(v,w)

νe g
(
t u
)
+ νe µe g

(
uψe(u)

)

+ c (ρe(u)) − νe g
(
ρe(u)ψe(u)

)

= c(t)

Where we slightly abused the notation in the last passage and used
u = u(e, t), as a function of both t and e, in order to highlight that
indeed it is the same as the quantity c(t) computed in Algorithm 10
(xyz-postopt with disjoint node shapes).

For correctness, we still need to observe that, by construction, Be,v

actually depends only on d(e) (see Equation (3.9)), and so does πe,v(·).
It is therefore fine to take a single set B for all edges with same
direction ∆.

Notice that Algorithm 10 (xyz-postopt with disjoint node shapes) differs
from Algorithm 9 (xyz-postoptimization) only in the cost computation
phase, and hence, having shown the correctness of the cost computa-
tion, we conclude that the algorithm works as intended.

As far as runtime is concerned, observe that |B| |Ku| = |ϕ(w)|, and
|B| |π−1(u)| = |ϕ(v)|. Therefore running the algorithm will take exactly
the claimed runtime, i.e. O

(∑
v∈V(Y) |ϕ(v)|

)
(without including edge
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figure 3 .15 Grid-rounded rectangle grect(p).

cost pre-processing), where each ϕ(v) except the root is visited exactly
twice (once as a descendant and once as a parent node).

3.3.6 A simplified planar postoptimization

Requiring disjointedness of the node shapes is definitely simplifying
the algorithm and runtime, however this is not always possible. The
application of xyz-postoptimization to global routing already indicates
that wires can be quite short relatively to e.g. rhomboidal tiles (see
e.g. Figure 1.18). For this reason, in practice, we restrict ourselves to a
simplified version of the xyz-postoptimization, in which, in particular,
we only work with planar node shapes of bounded diameter, and we
rely on other routines to perform layer optimization, such as those
outlined in Section 3.3.7 or [Sch19a].

Observe that in Definition 3.3.3, we did not require that the vertices
of Y can be embedded into the chip volume, we only convey this
information by means of the postoptimization region ϕ(v), v ∈ V(Y). In
this section, we should think of the tree Y as arising from a previously
computed Steiner tree on , and we only use the xyz-postoptimization
to improve the tree “locally”. We introduce the concept of grid-rounded
rectangle to give a formal meaning to this concept.

definition 3 .3 .16 (Grid-rounded rectangle). Let q̄ ∈ × {z}. Let
p̄, r̄ ∈ × {z} be such that

qx− 1 ⩽ px < qx < rx ⩽ qx+ 1, qy− 1 ⩽ py < qy < ry ⩽ qy+ 1.

We call the rectangle [qx, rx]× [qy, ry]× {z} the grid-rounded rect of p̄
and we denote it with grect(p).

We now augment the definition of a postopt task, by requiring more
properties on Y and ϕ.
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definition 3 .3 .17 (Simplified postopt task). Consider an xyz-postopt
task (A, Y,ϕ). Assume that Y is also a rectilinear Steiner tree in , so in
particular, ∀ v ∈ V(Y), v̄ ∈ . Let W ⊆ V(Y); we say that (A, Y,W,ϕ) is a
simplified postopt task, if both of the following hold:

1. ϕ(v) ⊂ grect(v) for all v ∈ V(Y);
2. ϕ(v) is maximal4 for nodes V(Y) \W.

In the definition above, we constrain each ϕ(v) in x-, y- and z-
direction. Within a layer, it is limited in size by having to be contained
within few grid tiles, and in terms of volume, it is constrained to a
single layer. We therefore look for optimal postopt solutions in the
area surrounding Y.

The set W should be thought of the set of vertices for which we
already have a pre-determined position. In general, these might be
the terminals of the tree we are working on, but as we will see in
Section 3.3.8, if we are working on a subset of the tree, this set of
vertices might differ. For this, we have the following remark:

remark 3 .3 .18 (Simplified postopt tasks can be restricted). Let
(A, Y,W,ϕ) be a simplified postopt task, and let V ′ ⊆ V(Y). Then (A, Y[V ′],W∩
V ′,ϕ|V ′) is again a simplified postopt task on the induced subgraph Y[V ′].

In the case of an existing Steiner tree, the terminals of Y have fixed
positions; those might arise for example from the pin shapes, or from
a pre-computed connection point to the pin shapes. We want thus to
set W to the set of terminals and keep their positions. In this case,
once we fix that every ϕ(v) must stay within the grid-rounded rect of
v, we have a unique way to construct a simplified postoptimization
task.

Observe that taking ϕ(v) := grect(v), with v ∈ V(Y) and Y a Steiner
tree, is as valid choice for ϕ, because it yields compatible node shapes.
This is trivial to observe as it follows from the definition of grect(·).

proposition 3 .3 .19 Algorithm 11 (Node shape restriction) is correct
and runs in O(nα(n)) time, where n = |V(Y)| and α(·) is the inverse
Ackermann function.

Proof. We first show that ϕ ′ as generated by the algorithm yields
compatible node shapes. Let e = (v,w) ∈ E(Y). We need to show that
ϕ ′(v) and ϕ ′(w) have the same projection along d(e), that is, for every
direction ∆ ̸= d(e), the sets {p∆ : p ∈ ϕ ′(v)} and {p∆ : p ∈ ϕ ′(w)}
coincide.

Now, by construction, v,w belong to some equivalence class C of
U∆ and thus ϕ ′(v) and ϕ ′(w) have been restricted to the same interval
M along ∆, and are therefore compatible.

4 Inclusion-wise maximal w.r.t. being a compatible node shape contained in grect(v).
5 Also called disjoint-set, described in detail in [Tar75; Cor+01].
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algorithm 11 Node shape restriction

Data A tuple (A, Y,ϕ) as in a postopt task, but the node
shapes ϕ are not required to be compatible.

Result A postopt task (A, Y,ϕ ′), where ϕ ′(v) ⊆ ϕ(v) for all
v ∈ V(Y), and ϕ ′(v) is maximal within ϕ(v) with the
property of begin compatible.

1 Initialize two union-find data structures5 Ux, Uy with V(Y);
2 Initialize ϕ ′ ← ϕ;
3 foreach e = (v,w) ∈ E(Y) do
4 if d(e) ̸= x then join v and w in Ux;
5 if d(e) ̸= y then join v and w in Uy;
6 end
7 foreach ∆ = x,y do
8 foreach equivalence class C in U∆ do
9 M← ⋂

v∈C{p∆ : p ∈ ϕ(v)};
10 Restrict ϕ ′(v) along ∆ to M for all v ∈ C;
11 end
12 end
13 return (A, Y,ϕ ′);

We just need to show that ϕ ′(v) is maximal for v ∈ V(Y). Observe
that for each equivalence class C ∋ v of U∆, it holds by construction
that ∀w ∈ C, w ̸= v, there exist a v-w undirected path P in Y such that
d(e) ̸= ∆ for all edges e on P.

If ϕ ′(v) is not inclusion-wise maximal, this means that we could
take a larger set φ such that there are nodes in φ with ∆-coordinate
h, where h ̸∈ {p∆ : p ∈ ϕ ′(v)}. However, this implies that there is at
least a node w ∈ C \ {v}, such that h ̸∈ {p∆ : p ∈ ϕ ′(w)}, which yields
a contradiction to v and w having compatible node shapes, through
the path P.

To show the runtime, observe that the join operations in the union-
find data structures Ux,Uy dominate the runtime; these can take up
to O(|V(Y)|α(|V(Y)|)) according to [Tar75].

proposition 3 .3 .20 A simplified postoptimization task (A, Y,W,ϕ) is
uniquely determined by the Steiner tree from which it arises and the node
shape of the nodes in W, and can be computed by Algorithm 11 (Node shape
restriction) in O(nα(n)) time, where n = |V(Y)| and α(·) is the inverse
Ackermann function.

Proof. Consider (A, Y,ϕ), and let the vertices v ∈ V(Y) have a position
v̄ ∈ . Assume ϕ(v) is fixed for all nodes in W, and ϕ(v) ⊂ grect(v)
for all v ∈ W. Set ϕ(v) := grect(v) ∩ V(GA) for all remaining v ∈
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V(Y) \W (which might break compatibility of the node shapes), and
run Algorithm 11 (Node shape restriction).

The resulting task (A, Y,ϕ ′) is uniquely determined by the deter-
minism of the algorithm. Further, ϕ ′(v) ⊂ grect(v) for all v ∈ V(Y).
By Proposition 3.3.19, ϕ ′(v) is also maximal, hence it is a simplified
postopt task.

The simplified postoptimization allows us to give a better bound on
the total runtime required to solve the task:

proposition 3 .3 .21 A simplified postoptimization task (A, Y,W,ϕ)
w.r.t. a cost model g, can be solved optimally in runtime

O
(
|V(Y)| |A|2 + ℓ1(Y)

)
,

where ℓ1(Y) =
∑
e∈E(Y) ℓ1(e).

Proof. We can use Algorithm 9 (xyz-postoptimization) (or Algorithm 10
if the node shapes are disjoint). In either case, observe that |ϕ(v)| for
any v ∈ V(Y) is always O

(
|A|2

)
. This follows from the fact that the

total amount of nodes of GA in a grid tile is O
(
|A|2

)
, and the diameter

of grect(v) is always constant.
Since the diameter of grect(v) is constant, this has the further conse-

quence that h(e) = O(1) for all e = (v,w) ∈ E(Y). Moreover, since the
boundary faces of e cannot be further away than 1 from the original
positions v̄, w̄, we can state that ℓB(e) ⩽ ⌊ℓ1(e) + 1⌋ = O(ℓ1(e)).

Applying these substitutions for the runtime of Algorithm 9 (xyz-
postoptimization) gives us the desired runtime.

Note that, even in this simplified scenario, running a simplified
postoptimization task yields better results than any sequence of grid
translates. Recall Lemma 2.1.19: a grid translate always preserves
the grid tile. However, in general, there are two different tiles T1, T2,
T1 ̸= T2 intersecting grect(p) for some p̄ ∈ (see Figure 3.15), and
therefore, there might be vertices t ∈ ϕ(v), for some v ∈ V(Y), such
that no sequence of grid translates can transform v̄ into t̄. From this
point of view, xyz-postopt is able to generate solutions that are not
reachable by means of regular grid translates.

3.3.7 Restructuring via stacks, lifting 2D Steiner trees

One natural application of Algorithm 9 (xyz-postoptimization), is to lift a
planar (2D) Steiner tree into the chip volume, by choosing appropriate
layers for all vertices. The rectilinear Steiner tree problem on the plane
has been studied in depth; despite being NP-complete [GJ77], there
are algorithms (such as GeoSteiner [Juh+18] or FLUTE [CW08]) that
can solve optimally instances of more than 1000 terminals extremely
fast [WWZ00; KMZ03].
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Without a proper layer embedding, a planar Steiner tree is of limited
use in a purely 3D context such as the one we are considering with
our cost model: different layers can have extremely different prices,
and via costs can also be significant. This problem has been tackled in
a similar fashion in [Sch19a] as well, albeit in the context of RC-aware
routing.

Ideally, starting from a planar Steiner tree, we would like to set
the node shape of a Steiner point to the projection of the point onto
all layers, and we then perform xyz-postoptimization. However, this
immediately prompts us with a problem: for a single Steiner point
in the planar Steiner tree of degree ⩾ 3, we have multiple Steiner
points in any corresponding 3D Steiner tree. If we wanted to construct
a postopt task in this way, we would need to choose a topology for
the via stack in beforehand (see Figure 3.16 for an example), and this
could lead to suboptimal solutions.

This limitation is not an exclusive to embedding a 2D Steiner tree,
but more in general, is a limitation of Algorithm 9 (xyz-postoptimization)
itself. Indeed, we only compute the cost of an edge locally, and there-
fore, should the embedding ρe(·) produce parallel edges with opposite
directions, we would count them the overlapping segments with multi-
plicity (see Figure 3.16d). The root of the issue lies in via stacks, whose
nodes have shapes which span multiple layers and intersect.

Via stack restructuring

We would like Algorithm 9 (xyz-postoptimization) to be able to re-
structure via stack topologies, or rather, to compute correct via costs
without counting multiple times parallel via segments. To do so, we
first identify the problematic portions of the tree.

A via stack can be generally defined as follows:

definition 3 .3 .22 (Via stack). Let Y be a rectilinear tree in . A via
stack is a subset W ⊆ V(Y), such that Y[W] is connected and consists only
of edges e ∈ E(Y) with d(e) = z.

Here, however, we restrict the definition of a via stack, and we
attach some further properties to it; these technical hypotheses will
substantially simplify the discussion by eliminating special cases.

definition 3 .3 .23 (xyz-postopt via stack). Let (A, Y,ϕ) be a postopt
task. A via stack in a postopt task is a maximal connected subtree W ⊂
V(Y) such that d(e) = z for all e ∈ E(Y[W]). We require |δ+(W)| ⩾ 2

(otherwise it is a simple via), and we denote with w the unique w ∈W ∩ e
s.t. e ∈ δ−(W), and with W ′ := {v ∈W ∩ e | e ∈ δ+(W)}. A via stack has
an associated successor map ρW,v : ϕ(w)→ ϕ(v) for all v ∈W ′.

Within the scope of this section, whenever we mention a “via stack”,
we always refer to a “xyz-postopt via stack”.
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(d)

figure 3 .16 Different topologies for a via stack of degree 3, embed-
ded in . Note that if we consider only the traversal order of planar
edges, or if we allow degenerate vias (of cost zero), then the topologies
of Figures 3.16b and 3.16c are actually the same. Figure 3.16d shows
instead different embedding for the topology in Figure 3.16b, which
yields parallel via segments. Algorithm 9 (xyz-postoptimization) would
double-count the parallel segment. This could occur, for example, if
the node shapes span all available layers.
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Let us thus reformulate our via stack topology optimization problem
for a single via stack. In the following, we will assume that, for all
e = (v,w) ∈ δ+(W), we have costs c(t), t ∈ ϕ(v), where c(t) is the
cost of a cheapest postopt solution on the subtree Yv, rooted at v, with
fixed position σ(v) = t; note that this is precisely the invariant that
holds throughout Algorithm 9 (xyz-postoptimization) (and the notation
matches the pseudo code).

via stack parallel costs

Input A postopt task (A, Y,ϕ), g ∈ RC
>0 a cost model, a via stack

W ∈ V(Y) and costs c(t) of a cheapest postopt solution on
Yv with σ(v) = t, ∀ t ∈ ϕ(v), ∀ v ∈W ∩ e, e ∈ δ+(W).

Output Costs c(t) ∀ t ∈ ϕ(w) of a cheapest postopt solution on
Yw with σ(w) = t and σ(v) = ρW,v(t), where parallel
vias are counted once, and successors ρW,v(t) ∈ ϕ(v),
∀v ∈W ′, t ∈ ϕ(w).

In the problem statement above, the successor functions ρe(t) of Al-
gorithm 9 (xyz-postoptimization) have been replaced by the equivalent
via stack successor map ρW,v(t) for all the vertices in the via stack.
Note that the problem is well-posed even in the case where w ∈W ′
(this can happen if W has an incoming and an outgoing edge at w).
In this formulation, we are not talking about topology anymore, but
rather of costs and positions. This suffices, because once we have an
embedding of the vertices of the via stack in , we can immediately
restructure the edges accordingly by removing geometrical loops. For
the time being, let us focus on computing correct costs.

Let 1 ⩽ l1 ⩽ l2 ⩽ L be a layer range, and v ∈W ′. Define

Tv(x,y, l1, l2) := arg min
t ′∈ϕ(v)

{
c(t ′) | t ′x = x, t ′y = y, l1 ⩽ t ′z ⩽ l2

}
;

cstack(x,y, l1, l2) := g
(
(x,y, l1) (x,y, l2)

)
+

∑

v∈W ′
c(Tv(x,y, l1, l2)).

(3.16)

In the case where there is no t ′ ∈ ϕ(v) s.t. t ′x = x, t ′y = y, l1 ⩽ t ′z ⩽ l2,
we take Tv(x,y, l1, l2) := ∞.

lemma 3 .3 .24 For a fixed t ∈ ϕ(w), the Via stack parallel costs problem
can be solved by computing

l∗1(t), l
∗
2(t) := arg min

1⩽l1⩽tz⩽l2⩽L
cstack(tx, ty, l1, l2)

and returning

c(t) = cstack(tx, ty, l∗1(t), l
∗
2(t)),

ρW,v(t) = Tv(tx, ty, l∗1(t), l
∗
2(t)).
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Proof. Observe that c(Tv(tx, ty, l1, l2)) is the cost of the cheapest postopt
solution for Yv, rooted at t ′v := Tv(tx, ty, l1, l2) ∈ ϕ(v), which has
t ′v,x = tx, t ′v,y = ty and l1 ⩽ t ′v,z ⩽ l2. Therefore cstack(tx, ty, l1, l2), is
the cost of a via from layer l1 to layer l2, plus the cost of the corre-
sponding cheapest postopt solutions for all vertices v ∈W ′, rooted at
σ(v) = t ′v, which are connected to the aforementioned via and to t. By
taking the minimum over all layer ranges containing tz we have the
result.

Note that it might be that l1 < minv∈W ′ t ′v,z, or l2 > maxv∈W ′ t ′v,z.
However, a via spanning less layers is always cheaper, therefore we
may assume that, for the minimizers l∗1(t), l

∗
2(t), it holds that there are

some v1, v2 ∈W s.t. t ′v1,z = l
∗
1(t) and t ′v2,z = l

∗
2(t) (note that here we

took W and not W ′, since the via stack must also connect w). This
means in particular that there is no part of the via from l∗1 to l∗2 that
“hangs6” past the connecting points of any v ∈W.

Now, observe that the following holds:

Tv(x,y, l1, l2) = arg min{c(t ′) | t ′ = Tv(x,y, l1, l2 − 1), (x,y, l2)};

g
(
(x,y, l1) (x,y, l2)

)
=

l2−1∑

z=l1

g
(
(x,y, z) (x,y, z+ 1)

)
.

(3.17)

Equation (3.17) is useful because it allows to compute Tv(x,y, l1, l2)
and cstack(x,y, l1, l2) progressively, by reusing the previously com-
puted values.

Not all pairs (l1, l2) yield useful values of cstack(x,y, l1, l2); the layer
range must span at least one layer for all node shapes ϕ(v), v ∈W. In
general, we have to consider only the following ranges for l1 and l2:

l1min := min
t ′∈ϕ(v),v∈W

t ′z ⩽ l1 ⩽ min
v∈W

max
t ′∈ϕ(v)

t ′z =: l
1
max

l2min := max
v∈W

min
t ′∈ϕ(v)

t ′z ⩽ l2 ⩽ max
t ′∈ϕ(v),v∈W

t ′z =: l
2
max.

(3.18)

The values l1min, l1max, l2min, l2max are chosen precisely so that, for all
v ∈W, there is at least one t ∈ ϕ(v) s.t. l1 ⩽ tz ⩽ l2. We can now state
Algorithm 12.

proposition 3 .3 .25 Algorithm 12 (Via stack restructure) works cor-
rectly.

Proof. First of all, observe that the computation of cstack(bx,by, l1, l2)
is correct, by Equations (3.16) and (3.17).

Also, observe that at line 13, at any given execution point, it holds
that

l ′2 = arg min
l2⩽z⩽l2max

cstack(bx,by, l1, z)

6 Such hanging segments are often called antennas.
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algorithm 12 Via stack restructure

Data A Via stack parallel costs instance, (A, Y,ϕ,W, c(·)).
Result Costs c(t) and successors ρW,v(t) for t ∈ ϕ(w).

1 Let B be any Be,v for v ∈ e ∈ E(Y[W]);
2 Let l1min, l1max, l2min, l2max be as in Equation (3.18);
// The best known layer range for each t ∈ ϕ(w)

3 Initialize l∗1(t), l
∗
2(t)← ∅ for all t ∈ ϕ(w);

4 foreach b ∈ BW do
5 foreach l1 = l1min, . . . , l1max do

// Compute cstack, Tv for ranges starting at l1
6 foreach l2 = max{l1, l2min}, . . . , l

2
max do

7 Compute g
(
(bx,by, l1) (bx,by, l2)

)
using

Equation (3.17);
8 Compute Tv(bx,by, l1, l2) using Equation (3.17);
9 Compute cstack(bx,by, l1, l2);

10 end
// Compute min cstack for ranges starting at l1

11 l ′2 ← l2max;
12 foreach downwards l2 = l2max − 1, . . . , max{l1, l2min} do
13 l ′2 ← arg min

{
cstack(bx,by, l1, l2), cstack(bx,by, l1, l ′2)

}
;

14 Let t be (bx,by, l2) (or its projection onto ϕ(w) along z) ;

15 if l∗1,2(t) = ∅ or
cstack(bx,by, l1, l ′2) < cstack(bx,by, l∗1(t), l

∗
2(t)) then

16 l∗1(t)← l1, l∗2(t)← l ′2;
17 end
18 end
19 end
20 end

// Update the return values

21 foreach t ∈ ϕ(w) do
22 c(t)← cstack(tx, ty, l∗1(t), l

∗
2(t));

23 ρW,v ← Tv(tx, ty, l∗1(t), l
∗
2(t)) for all v ∈W ′;

24 end
25 return c(·), ρW,v(·)
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where l1 and l2 are fixed in the loops and z varies. This is easy to see
since the loop proceeds downwards, and we always take the minimum
between the previously computed l ′2 and the new l2.

Denote now with zmin (resp. zmax) the minimum (resp. maximum)
layer spanned by ϕ(w), and consider line 14; t will be chosen such
that tx = bx, ty = by, and tz will be either l2, or the closest layer
to l2 s.t. t ∈ ϕ(w), that is, min{max{l2, zmin}, zmax}. Due to the choice
of l1max, l2min, we know that it always holds l1 ⩽ zmax and l2 ⩾ zmin

(otherwise the layer range l1, l2 cannot connect ϕ(w)).
We also know that l2 ⩾ l1, because l1 is a stopping point for

the loop. Therefore at line 14, the layer range l1, l2 intersects always
with zmin, zmax in at least one layer. Therefore, tz = min{l2, zmax}, and
(bx,by, l2) can only be projected down to zmax. Putting everything
together, we have

l1 ⩽ tz = min{l2, zmax} ⩽ l2.

However, this means that, at line 15, we are comparing the currently
best known layer range for t, i.e. cstack(tx, ty, l∗1(t), l

∗
2(t)), with

min
{
cstack(tx, ty, l1, z) : l2 ⩽ z ⩽ l2max

}

and we perform this comparison for all l2 ⩾ tz, and for all tz ⩾ l1.
Hence, at the end of one iteration of the l1 loop at line 5, for all
t ∈ ϕ(w) with tx = bx, ty = by and tz ⩾ l1 we have:

cstack(tx, ty, l∗1(t), l
∗
2(t)) ⩽ min

tz⩽l2⩽l2max

cstack(tx, ty, l1, l2)

(recall that in this context l1 is fixed by the loop). Thus, after iterating
over all l1 values, it holds

cstack(tx, ty, l∗1(t), l
∗
2(t)) ⩽ min

l1min⩽l1⩽tz⩽l2⩽l
2
max

cstack(tx, ty, l1, l2)

= min
1⩽l1⩽tz⩽l2⩽L

cstack(tx, ty, l1, l2)

where the latter inequality comes from the fact that hanging via
segments (“antennas”) only increase the cost of the via stack, so a
minimal cost via stack will not span any more than l1min, . . . , l2max.

This, together with Lemma 3.3.24, shows the correctness of the
algorithm.

proposition 3 .3 .26 Algorithm 12 (Via stack restructure) can be imple-
mented to run in

O
(
Q |W| maxv∈W |ϕ(v)|+

∑
e∈E(Y[W]) h(e) ℓB(e)

)

where Q := maxv∈W ′
|ϕ(v)|
|BW |

is the maximum number of layers spanned by
any node shape in W ′.
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Proof. Let e and v be such that v ∈W ∩ e, e ∈ E(Y[W]), s.t. BW = Be,v.
Extracting l1,2

min,max can be done in O(|W|) time. Looping over all
meaningful l1 and l2 yields at most

(
l1max − l

1
min + 1

) (
l2max − l

2
min + 1

)

valid layer ranges. Each one of the two factor can be as large as the
maximum number of layers in a node shape, which would be at most
2 |ϕ(v)|/|BW | (recall Equation (3.18): l1 cannot be above the lowest
node shape, nor l2 can be below the highest node shape). The factor
2 comes from the fact that a node shape has only vertices on even or
odd layers to match the direction of the adjacent planar edge. Thus,
we execute lines 7 to 9 as many times as

O

((
maxv∈W ′

2 |ϕ(v)|
|BW |

)2)
= O(Q2).

We can take a similar approach as in Lemma 3.3.12 for g and pre-
compute the cost of the via stack spanning from l1min and l2min, and
then exploit the additivity of g (recall Equation (3.17)) to add (in the
case of l2 incrementing) or subtract (in the case of l1 incrementing)
the cost of a single layer via (spanning from l2, l2 + 1 or l1, l2 + 1)
to compute g ((bx,by, l1) (bx,by, l2)) in O(1) time in every iteration,
with pre-processing time

O
(
h(e)

(
l2min − l

1
min
))

= O
(∑

e∈E(Y[W]) h(e) ℓB(e)
)

;

see Figure 3.17 for the quantities involved. So line 7 requires O(1)
time.

Computing cstack and Tv requires a loop with |W ′| iterations, since
we have to compute Tv for each v, and then sum over them to get
cstack. Let us fix one v ∈ W ′ and look at Tv(bx,by, l1, l2) in light of
Equation (3.17): each update of Tv through the l2 loop takes O(1).

Furthermore, computing l ′2 and updating l∗1,2(t) takesO(1) for every
iteration, too. Lastly, the final loop that updates the return values takes
O(|W ′| |ϕ(w)|).

Overall we have

O

(
|BW | |W ′|Q2 + |W ′| |ϕ(w)|+

∑

e∈E(Y[W])

h(e) ℓB(e)

)

= O

(
Q |W| max

v∈W
|ϕ(v)|+

∑

e∈E(Y[W])

h(e) ℓB(e)

)
.

Compare the runtime above to the one of Proposition 3.3.14, when
running Algorithm 9 (xyz-postoptimization) on W. The difference lies
in the factor Q, which includes the time required to consider possible
different topologies. We can integrate the via stack restructuring into
Algorithm 9 (xyz-postoptimization).
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l1min = 1

l1max = 1

l2min = 3

l2max = 5

ℓB(e)

ϕ(w),BW
ϕ(v1), v1 ∈W ′
ϕ(v2), v2 ∈W ′
δ−(w) = δ−(W)

δ+(v1) ⊂ δ+(W)

δ+(v2) ⊂ δ+(W)

[ Wednesday 31st August, 2022 at 14:39 –]

figure 3 .17 An example via stack W, consisting of three vertices
{w, v1, v2}. ϕ(w) spans only layer 1, while each of ϕ(v1) and ϕ(v2)
span two layers and drive each one edge out of W (one horizontal, one
vertical). These two edges in δ+(W) can be placed on two layers each.
A via stack connecting all three vertices must at least span from layer
1 to layer 3, the minimum layer of ϕ(v2). The boundary lengths for
various edges in Y[W] are displayed on the side. Note that all boundary
faces for via edges are identical except for the layer difference, so we
might choose, for example, BW = ϕ(w), since ϕ(w) spans only one
layer.
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definition 3 .3 .27 Let (A, Y1,ϕ) and (A, Y2,ϕ) be two postopt tasks,
with V(Y1) = V(Y2) and same sets A and node shape functions ϕ. Let Y ′1
(resp. Y ′2) arise from Y1 (resp. Y2) by contracting all xyz-postopt via stacks.
We say that the two tasks are equivalent up to via topology if Y ′1 and Y ′2
are the same tree with the same edge direction.

algorithm 13 xyz-postoptimization with via restructuring

Data A postopt task (A, Y,ϕ) and g ∈ RC
>0 a cost model.

Result A postopt solution Y∗,σ of minimal cost g(Y∗) among all
postopt tasks equivalent to (A, Y,ϕ) up to via topology.

1 Identify all via stacks W1, . . . ,Wm in Y;
2 Run Algorithm 9 (xyz-postoptimization), but when encountering a

node in Wi, use instead Algorithm 12 (Via stack restructure) on
(A, Y,ϕ,Wi, c(·));

3 During backtracking, when encountering an edge
e = (v,w) ∈ E(Y[Wi]), set σ(w)← ρWi,w(σ(v));

4 foreach Wi =W1, . . . ,Wm do
5 Replace E(Y∗[Wi]) by taking non-overlapping edges between

adjacent σ(v), v ∈Wi;
6 Flip the new edges to be directed away from the root of Y∗;
7 end
8 return Y∗,σ

proposition 3 .3 .28 Algorithm 13 (xyz-postopt with via restructuring)
works correctly and can be implemented to run in time

O
(
L |V(Y)| maxv∈V(Y) |ϕ(v)|+

∑
e∈E(Y) h(e) ℓB(e)

)
.

Proof. We just need to show that running Algorithm 13 (xyz-postopt
with via restructuring) on two tasks equivalent up to via topology
yields the same result. Since they only differ in the edges in the via
stacks by definition, we only need to show that Algorithm 12 (Via stack
restructure) does not depend on the edges E(Y[Wi]) for some via stack
Wi. Observe that edges are used nowhere in Algorithm 12.

For the runtime, we combine Proposition 3.3.26 and Proposition 3.3.14.
The runtimes add up immediately to

O

(
L |V(Y)| max

v∈V(Y)
|ϕ(v)|+

∑

e∈E(Y)
h(e) ℓB(e)

)
,

where we trivially bound the Q factor in Proposition 3.3.26 by L,
yielding the total claimed runtime.
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Compared to the runtime for Algorithm 9 (xyz-postoptimization), we
spend an extra L factor in restructuring via stacks (although this is a
very rough estimate, since in principle we may have node shapes that
span very few layers).

Before tackling planar Steiner trees lifting, let us conclude this part
with the following observation:

remark 3 .3 .29 (xyz-postopt does not support overlapping planar
edges). While Algorithm 13 (xyz-postopt with via restructuring) computes
correctly overlapping via costs, it does not fix overlapping planar edge costs.
Solutions which have overlapping planar edges will have the cost of the
overlapping segments counted multiple times.

Indeed, extending the xyz-postoptimization to be able to collapse
overlapping planar edges, or at least compute their costs correctly,
is beyond the scope of this work, as allowing them require substan-
tial changes to the algorithms we propose. Topologies have a promi-
nent role in timing optimization, and indeed in [Sch19a; Dab21] a
different approach is taken, where first the topologies are enumer-
ated or computed [Dab+19; Rot17] (or restructured, in the case of
[Sch17; Sch19a]), and then embedded into a global routing graph. We
reckon similar techniques (in which topologies are computed sepa-
rately in beforehand), would be a more viable method to extend the
xyz-postoptimization to handle overlapping planar edges on different
layers.

Lifting 2D Steiner trees

We finally get to solve the problem we raised at the beginning of
the section; thanks to Algorithm 13 (xyz-postopt with via restructuring)
we can choose an arbitrary via stack topology and let the algorithm
restructure it for us. Let us formalize the problem more in detail.

definition 3 .3 .30 (Steiner tree lifting). Let Y be a Steiner tree on the
plane with terminal set X, and Y∗ a Steiner tree on , with terminal set X∗.
We say that Y∗ is a lifting of Y if we have a projection ζ : V(Y∗)→ V(Y)

s.t. the restriction of ζ to X∗ is a bijection on X and the map (v,w) 7→
(ζ(v), ζ(w)) induces a bijection on the planar edges of Y∗, which preserves
the direction. To simplify the notation, given an edge e = (v,w) ∈ E(Y∗)
with d(e) ̸= z, we denote the projection (ζ(v), ζ(w)) ∈ E(Y) simply with
ζ(e).

In the above, we made an important technical assumption: the pro-
jection ζ induces actually a bijection of terminals and planar edges. This
means that there has to be a unique, unambiguous planar edge in for
each edge of the planar Steiner tree. As a matter of fact, we are directly
ruling out overlapping planar edges, both in (the case mentioned in
Remark 3.3.29) and in the planar projection (Figure 3.18c).
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remark 3 .3 .31 If Y∗ is a lifting of a Steiner tree Y, in particular ζ(v) =
ζ(w) for all edges e = (v,w) with d(e) = z.

We would like to find and optimize a lifting, however for that to
occur, we must specify on which layers, and in which region, we
would like to search for a solution. We do this by the means of two
functions, one which associates a rectangular area to each vertex of the
planar Steiner tree, and another one which specifies on which layers a
planar wire is allowed.

definition 3 .3 .32 (Search area functions). Let Y be a Steiner tree on
the plane, with terminals X. A search area function pair is a pair (S,Z)
where S : V(Y)→ 2 and Z : E(Y)⊔X→ 2L, with the properties:

1. S(v) ∋ (vx, vy) is a rectangle in for all v ∈ V(Y);

2. Z(e) = {l, l+2, . . . , l+2k} ̸= ∅ is a discrete range of layers compatible
with the preferred direction of e, i.e. d(l) = d(e), for all e ∈ E(Y);

3. Z(v) = {l, l+ 1, . . . , l+ k} ̸= ∅ is a discrete range of contiguous layers
for all v ∈ X.

definition 3 .3 .33 (Lifting search space). Let Y be a Steiner tree on
the plane, and (S,Z) a search area function pair for Y. The lifting search
space, denoted with Y∗ = Y∗(Y,S,Z) is the set of liftings Y∗ of Y, such that
V(Y∗) ⊆ V(GA) for A = Λ(V(Y)), with the properties:

1. (vx, vy) ∈ S(ζ(v)) for all v ∈ V(Y∗);

2. vz ∈ Z(ζ(e)), for all e ∈ δY∗(v) with d(e) ̸= z, v ∈ V(Y∗);

3. vz ∈ Z(ζ(v)), for all v ∈ V(Y∗) s.t. ζ(v) is a terminal.

We deliberately restrict ourselves to liftings of Y on the given set of
layers, with positions in the surroundings of the input vertex. For our
problem, we will assume that the three-dimensional position of the
terminals is known.

2d steiner tree lifting

Input A Steiner tree Y on the plane, a cost model g ∈ RC
>0, and

search area functions (S,Z).

Output A Steiner tree Y∗ in , with the property of being a mini-
mum g-cost lifting of Y among Y∗.

Observe that, at this point, we are not anymore talking about starting
from a 3D structure and optimizing locally, given a three-dimensional
tree topology. In fact, we start from an entirely planar tree which has no
notion of layers, and we are searching for an optimum tree in our chip
volume space, w.r.t. a given cost model. This is fundamentally different
from the other algorithms in this section, because we explore different
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[ Wednesday 31st August, 2022 at 14:39 –]

(a) A planar Steiner tree Y on four
terminals.

[ Wednesday 31st August, 2022 at 14:39 –]

(b) A corresponding canonical lifting;
here all vias span at least one layer.

[ Wednesday 31st August, 2022 at 14:39 –]

(c) An invalid Steiner tree lifting: the
red edges have the same planar pro-
jection ζ.

[ Wednesday 31st August, 2022 at 14:40 –]

(d) An Steiner tree lifting that is not
canonical: the red node has two adja-
cent planar edges.

figure 3 .18 An example of a planar Steiner tree on four terminals
and three possible embeddings in the chip volume: of these, only
Figures 3.18b and 3.18d are liftings, and only Figure 3.18b is canonical.

topologies and by doing so, we “construct” the three-dimensional
information that is missing in a planar Steiner tree.

To solve an instance of the 2D Steiner tree lifting problem, we need
some helper object that we will plug into the postoptimization algo-
rithms.

definition 3 .3 .34 (Canonical lifting). Let Y be a Steiner tree on the
plane and Y∗ a lifting. We say that Y∗ is a canonical lifting if the following
holds ∀ v ∈ V(Y∗):

1. |δ(v)| ⩽ 3;
2. there is at most one planar edge in each δ(v);
3. v is a terminal of Y∗ ⇔ there is no planar edge adjacent to it.

Essentially, a canonical lifting adds vias to a planar Steiner tree, to
allow the freedom of placing a planar edge on different layers.
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remark 3 .3 .35 (Canonical lifting construction). Let Y be a Steiner
tree on the plane, with terminals X ⊆ V(Y). Let Z : E(Y) ⊔ X → L be a
layer choice function, compatible with the preferred direction of the edges, i.e.
d(Z(e)) = d(e). We can construct a canonical lifting Y∗ from Y as follows:

1. Take the terminals and |δ(v)| copies of each vertex:

V(Y∗) := X⊔ {δ(v)× {v} : v ∈ V(Y)} .

2. Embed each terminal t ∈ X ⊂ V(Y∗) into its layer Z(t).
3. Embed each copy (e, v) ∈ V(Y∗) into the layer Z(e).
4. For each e = (v, e) ∈ E(Y), connect (e, v) and (e,w) with a planar

edge e∗ ∈ E(Y∗) with the same direction d(e∗) := d(e).
5. Connect all copies of a vertex d(v)× {v} (including v itself, in the case

of a terminal v ∈ X) with a path of |δ(v)|− 1 vias in Y∗ (or |δ(v)| vias
in the case of a terminal).

Proof. Clearly the resulting tree is a lifting of Y, with ζ(u) = (ux,uy),
and there is a bijection e = (v,w) ∈ E(Y)↔ ((e, v), (e,w)) ∈ E(Y∗).

Furthermore, there is at most one planar edge in each δ(u), u ∈
V(Y∗): if two edges e1, e2 ∈ E(Y) share a vertex v, note that the
corresponding edges in E(Y∗) are adjacent to two different copies
(e1, v) and (e2, v), which are connected by a via.

Each vertex has thus maximum degree 3, because it can only be
adjacent to at most one planar edge and at most two vias, the ones
added at item 5.

If a vertex u ∈ V(Y∗) is not adjacent to any planar edge, then by
construction it is not one of the copies (meaning an edge-vertex pair
(e, v)); it must thus be a terminal u ∈ X. Vice versa, by construction a
terminal is adjacent only to vias.

corollary 3 .3 .36 (Canonical lifting bijections). Let Y1 and Y2 be
two canonical liftings of Y, with projection maps ζ1 and ζ2, respectively.
Then there is a bijection between V(Y1) and V(Y2) which commutes with the
projection maps.

Proof. Observe that ζ1 and ζ2 are bijections to E(Y) (when restricted
to planar edges) and they are as well bijections to the terminal set X
of Y (when restricted to the terminals). With this in mind, consider
v ∈ V(Y1). We will construct the bijection with V(Y2) by choosing an
appropriate vertex v ′ ∈ ζ−12 (ζ1(v)).

If v is adjacent to a planar edge e, then there is only one possi-
ble choice: there is a unique edge e ′ = ζ−12 (ζ1(e)) in E(Y2) which
corresponds to e, and a unique vertex v ′ ∈ ζ−12 (ζ1(v))∩ e ′.

If v is not adjacent to a planar edge, then it must be a terminal, and
we have thus a unique choice in this case too. It is trivial to see that
the bijection commutes with the projection map.
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remark 3 .3 .37 (Turning lifting canonical does not increase the cost).
Let Y∗ be a lifting of Y and g ∈ RC

>0 be a cost model. Then we can turn Y∗

into a canonical lifting, by only adding zero-length vias or merging them,
without increasing g(Y∗).

Proof. If a vertex v is adjacent to k > 1 planar edges, replace it with
k copies connected by a path of zero-length vias; make each copy
adjacent to only one planar edge. Since the newly added vias have
zero length, this does not increase the cost. Now all vertices adjacent
to a planar edge have a maximum degree of three.

If there is any Steiner point adjacent to only vias, merge the adjacent
vias into a single stacked via and remove it. This also cannot increase
the cost.

Now the only vertices that can have a degree > 3 are the terminals,
and they are adjacent to vias only. But in this case we must have
parallel vias: we can thus merge them into one or two stacked vias
(depending on the layer), and this can only improve the cost. The
resulting tree is a still a lifting (because we only contracted and added
vias, and removed Steiner points), and moreover it is clearly canonical
by construction.

algorithm 14 2D Steiner tree lifting

Data A 2D Steiner tree lifting problem instance (Y,g,S,Z).

Result A lifting of Y in GA of minimum g-cost, among all those
in the lifting search space Y∗(Y,S,Z).

1 Construct a canonical lifting Y ′ of Y with its projection ζ as in
Remark 3.3.35;

2 Set A← Λ(V(Y));
3 foreach v ∈ V(Y ′) do
4 if ζ(v) is a terminal of Y then
5 ϕ(v)← V(GA)∩ S(ζ(v))×Z(ζ(v));
6 else
7 Let e ∈ δY ′(v) be the unique edge with d(e) ̸= z;
8 ϕ(v)← V(GA)∩ S(ζ(v))×Z(ζ(e));
9 end

10 end
11 Run Algorithm 11 (Node shape restriction) on (A, Y ′,ϕ) and obtain

thus ϕ ′;
12 Run Algorithm 13 (xyz-postopt with via restructuring) on

(A, Y ′,ϕ ′,g) and get Y∗;
13 return Y∗

proposition 3 .3 .38 Algorithm 14 (2D Steiner tree lifting) works cor-
rectly.
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Proof. First of all we need to show that Algorithm 11 (Node shape
restriction) does not produce empty node shapes in ϕ ′. The choice of
A is obviously feasible, and so is the choice of e, because all Steiner
points of Y ′ are adjacent to at least one planar edge.

Take thus Y ′, and give the following positions σ : V(Y ′)→ to all
vertices, as follows: let v ∈ V(Y ′), and e ∈ δY ′(v) with d(e) ̸= z. Set
σ(v) := ζ(v)× {l}, where l = minZ(ζ(e)). If there is no such e, then
ζ(v) is a terminal of Y and we take l = minZ(ζ(v)) instead.

We claim Y ′ with positions σ is a Steiner tree in GA. Indeed, observe
that the x- and y-coordinates of σ(·) respect the directions of the edges
d(e), e ∈ E(Y ′), because they arise directly from Y and Y itself is a
Steiner tree. This shows also that σ(·) has values in V(GA), by our
choice of A. As far as the z-coordinate goes, observe that it coincides
between adjacent vertices (v,w) with d((v,w)) ̸= z. This shows our
claim.

Furthermore, σ(v) ∈ ϕ(v). This follows immediately by the fact that
we took the z-coordinates from the search area function Z(·), and we
used the positions of Y as x- and y-coordinates; the latter are always
contained in the search area S(v) by hypothesis.

So in particular, it follows that ϕ ′ does not contain empty node
shapes, because at the very least, ϕ ′(v) must contain σ(v), since the
positions of a Steiner tree yield obviously compatible node shapes.

Further, observe that (Y ′,σ) as we defined, is a postopt solution for
(A, Y ′,ϕ ′), which correspond to leaving the x- and y-coordinates of
the vertices unchanged, and choosing the lowest available layer for z.

Lastly, we need to show the optimality of the solution Y∗. This
follows automatically if we can show that all the trees in Y∗ are
postopt solutions to (A, Y ′,ϕ ′).

To be able to identify the vertices of a tree in Y∗ in such a way
that we can check whether their position is in the node shapes ϕ ′,
we need to first turn them into canonical liftings. Let Y⋆ now be an
arbitrary Y⋆ ∈ Y∗. Turn it into a canonical lifting using the result from
Remark 3.3.37; this cannot increase g(Y⋆). Now, by Corollary 3.3.36,
we have a bijection between the vertices of Y⋆ and Y∗, which we call
ψ. Such bijection commutes with the lifting projection maps.

It suffices to show that v ∈ ϕ(ψ(v)) for v ∈ V(Y⋆): since Y⋆ is a
Steiner tree (and thus the position of the vertices yields compatible
node shapes), then we would get automatically that v ∈ ϕ ′(ψ(v)). In
turn, this shows that Y⋆ is a valid postopt solution and thus it cannot
cost more than Y∗.

Observe that V(Y⋆) ⊂ V(GA) by construction. Take v ∈ V(Y⋆). By
the definition of Y∗, we know that (vx, vy) ∈ S(ζ(ψ(v))) (here, formally,
ζ denotes the projection map of Y∗). If ζ(ψ(v)) is a terminal of Y, we
also know that vz ∈ Z(ζ(ψ(v))), which, by construction, also implies
(vx, vy, vz) = v̄ ∈ ϕ(ψ(v)). Otherwise, if ζ(ψ(v)) is not a terminal of Y,



3.3 xyz-postoptimization 189

then it must hold vz ∈ Z(ζ(ψ(v))), which again gives us v̄ ∈ ϕ(ψ(v)),
and this concludes the proof.

The runtime of Algorithm 14 (2D Steiner tree lifting) depends heavily
on the values of the search space functions. In general, we can observe
that the construction of ϕ can be done in linear time, so the total
runtime is dominated by Algorithm 11 (Node shape restriction) and
Algorithm 13 (xyz-postopt with via restructuring). Recall the runtime of
the latter from Proposition 3.3.28:

O
(
L |V(Y ′)| maxv∈V(Y ′) |ϕ(v)|+

∑
e∈E(Y ′) h(e) ℓB(e)

)
.

If we denote with H the maximum diameter of S(v), v ∈ V(Y), we can
give a very trivial (and pessimistic) upper bound to the runtime by

O
(
|V(Y)|3HL2 + ℓ1(Y)HL+ |V(Y)|H2L

)
,

where we assumes S and Z can be called in O(1) time. Here we
bounded maxv∈V(Y ′) |ϕ

′(v)| by |A|2HL, and |A| itself is O(|V(Y)|). This
gives us the L |V(Y ′)| maxv∈V(Y ′) |ϕ

′(v)| = O(|V(Y)|3HL2) factor.
For

∑
e∈E(Y ′) h(e) ℓB(e), observe that for via edges e, h(e) = O(H2)

and ℓB(e) = O(L). For planar edges, h(e) = O(HL) and ℓB(e) =

O(ℓ1(e)). Hence we obtain the aforementioned total runtime.
However there are at least two special cases that deserve to be

analyzed separately. In both cases, we assume that the position of the
terminals in z is fixed, that is, we can assume that

Z(v) = {vz} ⊂ L, ∀ terminals v ∈ V(Y).

proposition 3 .3 .39 (z-only search). Define the search area as follows:

S(v) := {(vx, vy)};

Z(e) := {l | d(l) = d(e), l = 1, . . . ,L}.

Then Algorithm 14 (2D Steiner tree lifting) runs in O(L2 |V(Y)|+ L ℓ1(Y))
time, and we can skip Algorithm 11 (Node shape restriction) by taking
directly ϕ ′ := ϕ.

proposition 3 .3 .40 (Local search). Define the search area as follows:

S(v) := grect(vx, vy);

Z(e) := {l | d(l) = d(e), l = 1, . . . ,L}

where we consider S(v) as a subset of (we ignore z). Then Algorithm 14
(2D Steiner tree lifting) runs in O

(
L2 |V(Y)|3 + L ℓ1(Y)

)
time.

The specializations above are of interest because they are the most
trivial choices for a search area; z-only search simply assigns a z-
coordinate to all vertices of the canonical lifting, while as local search
also scans in the surrounding grid tile, which we know delimits the
area beyond which no grid translate yields smooth cost changes (see
Figure 3.19). Let us show the claimed runtimes.
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Proof of Propositions 3.3.39 and 3.3.40. In both cases, observe that the
number of layers spanned by ϕ(v) is O(L).

For z-only search, maxv∈V(Y ′) |ϕ(v)| = O(L) because we have at
most one single vertex per layer.

For local search instead, we note that the diameter of S(v) is bounded
by 2 in all directions by definition of grect(·). Therefore in the worst
case, we have a 2×2 grid tile rectangle, which containsO(|A|2) vertices
of GA. This means that maxv∈V(Y ′) |ϕ(v)| = O(L |V(Y)|

2).
Let us consider the edges of Y ′. For an edge e with d(e) = z, we

have h(e) = 1 in both cases, and ℓB(e) = O(L). For a planar edge
e = (v,w) instead, ℓB(e) = O(ℓ1(e)), and h(e) = O(L), where the latter
uses the fact that grid-rounded rectangles have bounded diameter for
local search.

Thus in both cases
∑

e∈E(Y ′)
h(e) ℓB(e) = O(L|V(Y)|+ L ℓ1(Y)).

By substituting the quantities above in the runtime of Proposi-
tion 3.3.28, we obtain that, in the case of z-only search, Algorithm 13
(xyz-postopt with via restructuring) takes overall

O
(
L2 |V(Y)|+ L ℓ1(Y)

)
;

while in the case of local search, it takes

O
(
L2 |V(Y)|3 + L ℓ1(Y)

)
.

The latter runtime also dominates the O(|V(Y ′)|α(|V(Y ′)|)) runtime of
Algorithm 11 (Node shape restriction). For z-only search, remark the fact
that ϕ, as chosen by the algorithm, is already a valid compatible node
shape function.

3.3.8 Postopt tasks with bounded grid density

Let us now return to the generic xyz-postoptimization problem. We
leave aside the special context of Section 3.3.7, where we worked
with planar Steiner trees, and instead look again at the complexity of
Algorithm 9 (xyz-postoptimization).

In practical applications, we want to have a mechanism to control
the runtime growth of Algorithm 9 (xyz-postoptimization) and Algo-
rithm 10 (xyz-postopt with disjoint node shapes). In the application to
global routing, we might have as many elements in A as terminals
to connect: a quadratic runtime in the number of terminals might
quickly grow infeasible. For this reason, we do not often process a
whole Steiner tree, but we rather multiple postoptimization tasks on
connected subtrees.
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[ Wednesday 31st August, 2022 at 14:40 –]

(a) A planar Steiner tree Y and the
grid induced by A = Λ(V(Y)). The
regions S(v) = grect((vx, vy)) are dis-
played in different colors.

[ Wednesday 31st August, 2022 at 14:40 –]

(b) The vertices of GA in S(v) × L,
refer to the construction of ϕ in Al-
gorithm 14 (2D Steiner tree lifting) for
(S,V) as in Proposition 3.3.40.

[ Wednesday 31st August, 2022 at 14:40 –]

(c) The resulting ϕ ′(v) obtained by Algorithm 11 (Node shape restriction) in
Algorithm 14 (2D Steiner tree lifting) by fixing the terminals’ positions and
rendering ϕ compatible. The edges of the postopt task are oriented by taking
the lower left terminal as root.

figure 3 .19 The steps of the construction of the xyz-postopt task in
Proposition 3.3.40.
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Recall the Definition 3.3.22 of a via stack. In this section we refer to
the more generic concept of a via stack as being a subset of connected
edges with direction z. We do not assume anything about degree or
maximality of a via stack.

definition 3 .3 .41 (Task partition). Let Y be a rectilinear Steiner tree
in on the terminal set X. We require that |δ(t)| = 1 for all t ∈ X, i.e. Y
has no internal terminal. We call task partition sets V1, . . . ,Vk ⊆ V(Y), s.t.
V1 ∪ · · · ∪ Vk = V(Y), if the following hold:

1. the induced subtrees Y[Vi] are connected, and {E(Y[Vi]}
k
i=1 is a parti-

tion of E(Y);

2. all nodes in Vi with degree 1 in the subtree induced by Vi are either
terminals, or are present in some subset Vj, j < i, i.e.

|δY[Vi](v)| = 1⇔ v ∈ Vi ∩X∨ v ∈ Vj, j < i;

3. the sets (Vi)i do not split planar trunks: if W ⊆ V(Y) is a via stack,
and e1, e2 ∈ δY(W) with d(e1) = d(e2) ∈ {x,y}, then there is a
unique Vi s.t. e1, e2 ∈ E(Y[Vi]).

Note that item 3 can be also seen in terms of weakly draggable
components, as in Definition 2.1.13. Indeed, this means that each set
Vi arises as the union of weakly draggable components H ⊆ YD, when
vertices v∆ are re-projected to V(Y). This occurs because two preferred
direction edges e1, e2, d(e1) = d(e2) ∈ {x,y} connected through a via
stack, are strongly connected in

(
YD,
←→
E (Y)

)
.

Observe that it is not restrictive to request that we have no internal
terminal of Y. If a rectilinear Steiner tree has a terminal t with degree
higher than one, we can split the tree at t and process each subtree
separately, since the position of t is fixed anyways. Smaller trees are
faster and easier to process, therefore in the following, we always
assume that terminals have degree exactly 1.

The idea behind the previous definition is that we will want to
build simplified xyz-postopt tasks out of the induced subtrees Y[Vi]
in order for i = 1, . . . ,k. For this to be successful, we need to have a
fixed position for the leaves and root of Y[Vi]; this can only happen
if either we have already processed the leaf vertex, or if it was fixed
to begin with, i.e. a terminal. Moreover, the union of the resulting
postoptimized trees must be a tree itself, which means we cannot split
preferred direction trunks.

lemma 3 .3 .42 (Task partition structure). Let V1, . . . ,Vk be a task par-
tition of Y, rectilinear Steiner tree on X, and let Xi be the set of terminals
of Y[Vi]. Then nodes of degree 2 or less cannot be in distinct partition sets;
in particular, two different task partition sets can only intersects at Steiner
points of degree 3 or more. Further, k < |X| and

∑k
i=1 |Xi| ⩽ 3|X|− 4.
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Proof. Let v ∈ V(Y) and let i be the minimum index for which v ∈ Vi.
Then necessarily, either v ∈ X, or |δY[Vi](v)| ⩾ 2. This follows from the
fact that v was not present in any partition set with lower index, and
thus cannot have degree 1.

Since all the Y[Vi] must be edge-disjoint, we conclude that v can
appear in at most max{1, |δY(v)|− 1} distinct partition sets. This implies
two partition sets can only intersect at Steiner point of degree 3 or more
(they cannot intersect at terminals, because by definition, terminals in
X have degree 1).

Therefore, we can conversely determine the task partition by choos-
ing at which Steiner points we split the tree. Let Z ⊂ V(Y) denote all
Steiner points of V with degree at least 3. Splitting Y at some v ∈ Z,
adds one more set to the partition; moreover, from what observed
above, we can only split |δY(v)|− 2 many times at v. Hence

k ⩽ 1+
∑

v∈Z
(|δY(v)|− 2).

Moreover, since Y is a Steiner tree, and terminals have degree 1, it
clearly holds that

|X| = 2+
∑

v∈Z
(|δY(v)|− 2),

and thus k ⩽ |X|− 1. The last ingredient we need is observing that
|Z| ⩽ |X|− 2. Now let us look at |Xi|. We must have

k∑

i=1

|Xi| ⩽ |X|+
∑

v∈Z
(|δY(v)|− 1)

⩽ |X|+ |X|− 2+ |Z|

⩽ 3|X|− 4.

lemma 3 .3 .43 (Intersecting task partitions sets can be merged). Let
V = {V1, . . . ,Vk} be a task partition for a rectilinear Steiner tree Y. Let
1 ⩽ i < j ⩽ k, and assume Vi ∩ Vj ̸= ∅. Let W := V∪ {Vi ∪ Vj} \ {Vi,Vj};
then there exists an ordering of the elements of W s.t. W is also a task
partition.

Proof. Let us build the following auxiliary graph G, with V(G) :=

{V1, . . . ,Vk}, and e = (Vl,Vm) ∈ E(G) if and only if Vl ∩ Vm ̸= ∅, and
m < l. Observe that G as an undirected graph, is a tree: indeed, it
arises from subsequently contracting the vertex sets Vl \

⋃l−1
m=1 Vm in

Y for l = 1, . . . ,k (see Figure 3.21). So in particular, it does not contain
directed cycles.

Now, we claim that visiting G in reverse topological order gives
us another task partition (with the same vertex sets but potentially
different order). We need to check that at any given point, the terminals
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V1

V2

V3

V4

V5

[ Wednesday 31st August, 2022 at 14:40 –]

figure 3 .20 An example of a task partition; here the Steiner tree is
not represented as embedded into .

of the subtree Y[Vl] are either terminals in X (this is automatically
true) or, if they belong to some other Vm, then m < l holds.

Indeed, when a vertex Vl is visited, all its descendants must have
already been visited. Let Vm be one such descendant; the intersection
Vm ∩ Vl = {v} gives us a vertex v ∈ Xl which is a terminal for Y[Vl],
but it is not for Y[Vm], because by construction m < l and V1, . . . ,Vk
is a task partition. Observe as well that if now Vm is instead a parent
of Vl, then v cannot be a terminal in Vl for the same reason.

Now, clearly (Vj,Vi) ∈ E(G). Since G is acyclic, we can require that
w.l.o.g. that Vi and Vj appear consecutively in a reverse topological
order ρ of G. This is because (Vj,Vi) disconnects G, and we can thus
visit Γ+G ({Vi,Vj}) before Γ−G ({Vi,Vj}) (see Figure 3.22).

Hence, we can replace Vi and Vj with their union, and return the
sets ordered by ρ, and this yields a task partition.

algorithm 15 Finest task partition

Data A rectilinear Steiner tree Y on a terminal set X.

Result A task partition V1, . . . ,Vk of Y with the maximum
number of sets k.

1 Split Y into {V1, . . . ,Vk} ⊂ 2V(Y) at all Steiner points of degree
greater or equal than 3;

2 Identify all the via stacks W1, . . . ,Wl ⊆ V(Y);
3 foreach Wi, i = 1, . . . , l do
4 if edges e1, e2 ∈ δY(Wi), d(e1) = d(e2) ∈ {x,y} belong to

different Y[Vi], Y[Vj] then merge Vi and Vj;
5 end
6 return {V1, . . . ,Vk}
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V5

V3

V4

V2V1

[ Wednesday 31st August, 2022 at 14:41 –]

figure 3 .21 The auxiliary graph G of Lemma 3.3.43 for the task
partition in Figure 3.20. Here a vertex of G is given by one of the
dashed areas.

Vi Vj

Γ+(Vj)

Γ−(Vj)

Γ+(Vi)

Γ−(Vi)

[ Wednesday 31st August, 2022 at 14:41 –]

figure 3 .22 Reordering of Vi and Vj in the proof of Lemma 3.3.43
is possible by visiting the neighborhoods of Vi and Vj in the correct
order. Here the depicted Γ+(Vj) does not include Vi, likewise the
shown Γ−(Vi) does not include Vj.
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proposition 3 .3 .44 (There exists a unique finest task partition).
Given a Steiner tree Y on a terminal set X, there exists a task partition with a
maximal number of sets, and such partition is unique (it is thus maximum).
Such finest task partition is computed by Algorithm 15 (Finest task partition)
in time O(|X|α(|X|)).

Proof. Clearly the returned sets constitute a task partition because of
Lemma 3.3.42. Moreover, it is by construction the finest such partition
(i.e. with the maximal number of sets). This can be easily seen from
the fact that splitting it any other vertex would either split along a
path, or separate adjacent planar edges with the same direction. So in
particular, the finest partition is unique.

Splitting Y at all Steiner points of degree 3 or more can be done in
linear time via depth-first search, by assigning an incremental index
to each different subset. We can use this to initialize a union-find data
structure; what follows, is at most |X| distinct merge operations. This
yields the runtime.

corollary 3 .3 .45 All task partitions arise from the finest task partition
by merging task partition sets.

Proof. Follows from Proposition 3.3.44 and Lemmas 3.3.42 and 3.3.43.

proposition 3 .3 .46 Consider a rectilinear Steiner tree Y on X, a cost
model g and a task partition V1, . . . ,Vk, where each Y[Vi] is a Steiner
tree on Xi ⊆ Vi, and denote with ϑ := maxi=1,...,k |Xi|. Algorithm 16
(Simplified partitioned xyz-postopt) produces a rectilinear Steiner tree Y∗ of
cost g(Y∗) ⩽ g(Y) in runtime

O
(
nϑ2 +nα(n) + ℓ1(Y)

)

where n = |V(Y)|, α(·) is the inverse Ackermann function, and ℓ1(Y) =∑
e∈E(Y) ℓ1(e).

Proof. Let Yi be Y[Vi] where the vertices have the position indicated
by σi−1, and let Y∗i be the same tree, but with the positions given by
σi, as returned by the algorithm. Observe that they are both rectilinear
Steiner trees on Xi, and we know that Y∗i is optimum w.r.t. g, given
the node shapes ϕ ′i. Observe also that the terminals Xi do not change
position, as we set their node shape to ϕi(v) = {σi−1(v)} for all v ∈
Xi and Algorithm 11 (Node shape restriction) must keep them fixed
(Xi ⊆Wi in the first iteration, and it follows from Definition 3.3.41 in
the latter iterations). Moreover this holds true for those v that had a
previously set position, that is, v ∈ Wi−1, both in the case of v ∈ Vj
for some j < i, or in the case v ∈ X.

As a side remark, observe that it cannot occur that the returned ϕ ′i
contains empty node shapes (i.e. there is no compatible node shape
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algorithm 16 Simplified partitioned xyz-postopt

Data A rectilinear Steiner tree Y on X, with no internal termi-
nal, a task partition V1, . . . ,Vk of Y and a cost model g.

Result A Steiner tree Y∗ on X.

1 Initialize σ0(v)← v̄ for v ∈ V(Y);
2 Initialize V0 ← X, W0 ← ∅;
3 foreach Vi, i = 1, . . . ,k do

// The terminals, grid, and fixed nodes of Y[Vi]

4 Xi ← {v ∈ Vi : |δY[Vi](v)| = 1};
5 Ai ← Λ(Xi);
6 Wi ←Wi−1 ∪ Vi−1;
7 ϕi(v)← {σi−1(v)} if v ∈Wi else grect(v)∩ V(GAi);

// Obtain a simplified postopt task

8 Run Algorithm 11 (Node shape restriction) on (Ai, Y,ϕi) and
obtain ϕ ′i;

// Run xyz-postopt on a simplified subtask

9 Run Algorithm 9 (xyz-postoptimization) on (Ai, Y[Vi],ϕ ′i|Vi) and
obtain σi : Vi → ;

10 Extend σi to V by taking σi(v)← σi−1(v) for all v ̸∈ Vi;
11 end
12 Set V(Y∗)← σk(V(Y));
13 Set E(Y∗)← {(σk(v),σk(w)) | (v,w) ∈ E(Y)};
14 return Y∗
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function under the constraints set on Wi). This because Y[Vi] is itself
a tree, hence we can take the actual node position as node shape; and
those are compatible and non-empty.

In conclusion, the final result is a connected rectilinear Steiner tree,
since each vertex position is changed at most once.

It therefore holds that g(Yi) ⩾ g(Y∗i ). Moreover, the final solution is
given by gluing together Y∗i , hence

g(Y) =

k∑

i=1

g(Yi) ⩾
k∑

i=1

g(Y∗i ) = g(Y
∗).

Concerning the runtime: each of the iterations of Algorithm 16 (Sim-
plified partitioned xyz-postopt) takes clearly O(|Vi|) for most operations.
Running Algorithm 11 (Node shape restriction) takes O(|Vi|α(|Vi|)).
Running Algorithm 9 (xyz-postoptimization) takes

O
(
|Vi| |Ai|

2 + ℓ1(Y[Vi])
)

by Proposition 3.3.21. So far we have thus a total runtime of

O
(∑k

i=1

(
|Vi| |Ai|

2 + ℓ1(Y[Vi]) + |Vi|α(|Vi|)
) )

=

O
(
nα(n) + ℓ1(Y) +

k∑

i=1

|Vi| |Ai|
2
)

.

Since |Ai| ⩽ 2|Xi| ⩽ 2ϑ, |Ai| = O(ϑ), and we can rewrite the runtime
as

O
(
nα(n) + ℓ1(Y) +nϑ

2
)

.

So in general, we can hope to bound the total runtime the post-
optimization takes, if we can produce a task partition with bounded
ϑ. On the other hand, we want to keep the sets Vi as large as possi-
ble, because this can give us a better final Steiner tree, as we see in
Figure 3.23.

remark 3 .3 .47 Let V1, . . . ,Vk be a task partition of Y. Let Y ′ be the
result of Algorithm 16 (Simplified partitioned xyz-postopt) on V1, . . . ,Vk,
and Y ′′ the result of Algorithm 16 (Simplified partitioned xyz-postopt) on
V1 ∪ V2,V3, . . . ,Vk. In general g(Y ′) ⩾ g(Y ′′), and there are instances for
which the inequality is strict.

To encode the fact that larger Vi are to be preferred over a finer
partition, we score them using a ranking function:

definition 3 .3 .48 (Task partition ranking function). Let Y be a recti-
linear Steiner tree on a terminal set X, and consider a function r : 22

V(Y) → R.
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figure 3 .23 An example of a task partition for this 5-terminal Steiner
tree into three tasks. The node shapes are represented by the dashed
rectangles. If we assume that the gray rhomboidal tiles are expensive
for vertical segments on the lowest layer, optimizing V1 before V2 and
V3 gives us a suboptimal Steiner tree, because the postoptimization
algorithm will always choose to bring the horizontal trunk closer to
the terminals in V1.
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Let V := {V1, . . . ,Vk} be a task partition of Y, and Vi,Vj ∈ V s.t. Vi∩Vj ̸= ∅.
We say that r is a ranking function if, for all such V, Vi, Vj, it holds

r (V) ⩽ r
(
V∪ {Vi ∪ Vj} \ {Vi,Vj}

)
,

i.e. r is monotonic w.r.t. merging intersecting partition sets.

postopt tree partition

Input A rectilinear Steiner tree Y on a terminal set X, ϑ ∈ N, a
ranking function r : 22

V(Y) → R.

Output A task partition V1, . . . ,Vk of Y such that the terminal
set Xi of Y[Vi] has bounded size |Xi| ⩽ ϑ, maximizing
r(V1, . . . ,Vk), or ∅, if such partition does not exist.

algorithm 17 Postopt tree partition

Data A rectilinear Steiner tree Y on a terminal set X, ϑ ∈N, a
ranking function r : 22

V(Y) → R, M ∈N∪ {∞}.

Result A task partition V1, . . . ,Vk of Y such that the terminal
set Xi of Y[Vi] has bounded size |Xi| ⩽ ϑ, or ∅, if such
partition does not exist.

1 Run Algorithm 15 (Finest task partition) to obtain the finest task
partition V = {V1, . . . ,Vk};

2 if there is a terminal set Xi of Vi with |Xi| > ϑ then return ∅;
// Dynamic program to generate coarser partitions

3 Let Qmax ← ∅ be the set of maximally grown partitions;
4 Let Qnew ← {V} be the set of newly grown partitions;
5 while Qnew ̸= ∅ do
6 Let Q ⊆ Qnew be the M highest ranking items of Qnew w.r.t. r;
7 Clear Qnew;
8 while Q ̸= ∅ do
9 Pop W = {W1, . . . ,Wm} from Q;
10 foreach 1 ⩽ i < j ⩽ m do
11 if Wi ∩Wj ̸= ∅ and |Xi|+ |Xj|− 1 ⩽ ϑ then
12 Push W∪ {Wi ∪Wj} \ {Wi,Wj} to Qnew;
13 end
14 end
15 if no new element was added to Qnew then push W to Qmax;
16 end
17 end
18 return the highest ranking element of Qmax w.r.t. r.
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proposition 3 .3 .49 Algorithm 17 (Postopt tree partition) work cor-
rectly, and if M = ∞, returns a r-maximal task partition where the terminal
sets do not exceed ϑ.

Proof. By Corollary 3.3.45, clearly the algorithm is correct if no task
partition with bounded size |Xi| ⩽ ϑ exists.

Observe moreover that all the elements entering in Qnew arise from
uniting pairs of sets in a pre-existing task partition, and the initial
partition is the finest task partition. Therefore, all the elements in Qmax

as well are task partitions. In particular, no task partition with |Xi| > ϑ

is ever created thanks to line 11.
If no element of Qnew is ever discarded (the case for M = ∞),

then every newly generated task partition always makes it to Qmax

eventually, since |X| subsequent merges will eventually merge even
the finest partition into V(Y).

3.3.9 A postoptimization-based routing heuristic

In conclusion to this Section, we present a very fast routing heuristic
which pieces together many of the algorithms that we have presented.
We have implemented these and experimental results for the perfor-
mance of this heuristic can be found in Chapter 4. The outline of the
algorithm is as follows:

1. Generate a “backbone” for running xyz-postopt, by computing
a rough Steiner tree Y0 on a very coarse graph, G{0,1}. We expect
this to be extremely fast, but it requires to map the terminal set
X to vertices of G{0,1}. Note that this is one of the main draw-
backs of classical edge-based global routers, as we mentioned in
Section 1.3; however, we would like to investigate whether we
can recover some quality by running various postoptimization
algorithm.

2. Complete the “backbone” Steiner tree by adding segments that
connect to the original terminal set. These segments may be
added on an arbitrary layer (e.g. the lowest), as we will perform
xyz-postoptimization later. They can be computed, for example,
by a shortest planar Steiner tree approximation algorithm. Name
this tree Y1.

3. Run z-only postoptimization with via restructuring on Y1 to find
an optimal layer for all segments, for example with Algorithm 14
(2D Steiner tree lifting), and obtain Y2.

4. Now we would like to improve the result further, along the xy-
planes; however, we do not want to use an arbitrarily large grid.
Therefore we set a maximum grid size ϑ, a maximum number
of candidates to keep M, and we use the dynamic program
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Algorithm 17 (Postopt tree partition) to determine a constrained
task partition V1, . . . ,Vk of Y2. As a ranking function we can
encourage larger partitions over smaller partition by taking for
example, r(V1, . . . ,Vk) := −k as a ranking function.

5. We solve a simplified postoptimization task, which optimizes
a tree locally in grect(·) (i.e. only in x- and y-direction), with
Algorithm 16 (Simplified partitioned xyz-postopt), and obtain Y3,
our final solution.

This is schematized in Algorithm 18.

algorithm 18 xyz-postopt routing heuristic

Data X ⊆ a discrete terminal set, g ∈ RC
>0 a cost model,

a grid density bound ϑ ∈ N, a candidate limit M ∈
N∪ {∞}.

Result A Steiner tree Y on X.

1 Map X
µ−→ X ′, where t ∈ X is associated to the closest (in ∥ · ∥1

metric) vertex µ(t) ∈ V(G{0,1});
2 Call Algorithm 4 (Multidir. Dijkstra, n heaps) on X ′ and obtain a

Steiner tree Y0;
3 Use an approximation algorithm for planar Steiner trees to add to
Y0 edges that connect each terminal t ′ ∈ X ′ with its pre-image
µ−1(t ′) in X, and obtain Y1;

4 Find an optimal layer for all edges of Y1, using Algorithm 14 (2D
Steiner tree lifting), and name the result Y2;

5 Generate a task partition V1, . . . ,Vk of Y2 using Algorithm 17
(Postopt tree partition), with ranking function r(V1, . . . ,Vk) := −k,
candidate limit M, grid density bound ϑ. Solve the simplified
partitioned postoptimization task V1, . . . ,Vk with Algorithm 16
(Simplified partitioned xyz-postopt) to get Y3;

6 return Y3
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E X P E R I M E N TA L R E S U LT S

At the moment, to the best of our knowledge, edge-based global
routers are de facto the only option available for industrial global
routers. However, continuous routing has already been preliminarily
tested on real instances in [Sac15; HS19; Rab17; Bla19]. These tests
were performed as part of the BonnTools software suite in use by
IBM, our industry partner. In this Chapter, we would like to show that
BonnContinuousRouter, the continuous routing implementation in the
BonnTools, has reached a high level of maturity and is able to compete
directly with industrial routers. We compare more specifically to Bonn-
RouteGlobal, the global router software in the BonnTools, which shares
part of the codebase and formulation with BonnContinuousRouter,
making therefore the comparison as fair as possible.

Furthermore, we exploit the chance of running on real chip instances
to analyze the performance of the algorithms we stated in Chapter 3,
both in terms of quality and runtime. Therefore, the Chapter is divided
into two main blocks: Section 4.2 analyzes different Steiner tree oracles
(among those in Sections 3.1.1, 3.1.2, 3.2.1 and 3.3.9), as well as the
rerouting heuristic in Section 3.2.2. We aggregate data from running on
multiple chips and we only look at Steiner tree costs and runtime, with
a focus on path search efficiency. We measure the latter both in terms
of number of labels, as well as in time required for each label: the latter
is of course extremely dependent on hardware and implementation,
but is still extremely useful to understand performance, as sometimes
better theoretical guarantees do not necessarily translate into faster
wall time.

The second main block, Section 4.3, instead, tries to put in com-
parison global router versus continuous router. This is an inherently
difficult task, since there are many factors that we need to evaluate
and tune. We analyze thoroughly the performance of BonnContinu-
ousRouter on different testbeds, pointing out advantages and potential
improvements, giving, where possible, a qualitative explanation of
the router behavior in comparison to the quantitative data that we
collected. This Section is the result of many refinements of the wire, us-
age and cost model, which culminate with the content of Sections 1.4.2
and 1.4.4.

In Section 4.1, instead, we recap all the aspects that we have seen so
far that contribute to building a global router, and we address some
details (such as handling of pre-existing wires) which were already
introduced but not treated before.

203
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The instances which we tested our software on were provided
by IBM, and represent the state-of-the-art in terms of VLSI design,
belonging to the newest 7nm and 5nm technology nodes. Refer to
Table 4.7 in Section 4.3.1 for an in-depth description of the chosen
instances.

Machine setup

All experiments were conducted with 32 threads on a dedicated ma-
chine running Linux (CentOS 7.9.2009). The machine has two AMD
EPYC™ 7742 64-Core processors and 2TB of RAM, for a total of 128
cores and 256 threads (hyperthreading was enabled), and a base clock
of 2.25GHz, reaching up to 3.4GHz. Each processor has 256MB of L3
cache. All the software used was implemented in C++, with optimiza-
tion enabled and no debug symbols.

4.1 bonn continuous router

In this Section we would like to go through some aspects of Bonn-
ContinuousRouter. Of course, we use as a base a resource sharing
formulation (Section 1.2.2, Figure 1.33), mostly identical to what we
outlined in Section 1.4. In fact, BonnContinuousRouter runs in the
same resource sharing loop as BonnRouteGlobal. We assume familiar-
ity with the content of Sections 1.4.2, 1.4.4 and 1.4.6.

Resources setup

The resource set S for BonnContinuousRouter contains, of course, all
the rhomboidal tiles T × L. Moreover, we inherit from BonnRoute-
Global a set of objective resources. Different nets are assigned to
multiple objective resources depending on the specified target ratio
(Section 1.2.2), which is provided in the input. All nets, however, also
share a global objective resource; all these are consumed by not only
wires but also vias, i.e. they are generalized net length and via count
objective resources. These resources are adjusted heuristically during
the resource sharing algorithm in order to maintain a good balance
between congestion and netlength. This balance is set by the user,
and in our routing flow, it relaxes the amount of available objective
resource when the maximum congestion reaches 90% (a target based
on previous routability assessments).

Morover, rhomboidal tiles on the higher layers are progressively
clustered into groups of four. Every time the pitch P(l) (Section 1.4.2)
of the default wire type doubles1, we cluster four tiles together. We

1 The pitch increases with the layers, as higher layers have thicker wires, and larger
spacing requirements.
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might thus have 16 low-layer tiles grouped together at the highest
layer, for example.

This clustering is only done at a resource level: path search algo-
rithms operate on T × L. However, usages, capacity, and resource
sharing prices are shared among clustered tiles. This is done to better
pre-condition the resource sharing algorithm, as a default tile is rather
small compared to the pitch of the highest layers (accommodating
only a handful tracks). The chosen radius for the ℓ1-balls on the lowest
layers is comparable to the corresponding traditional global routing
edge length, since we try to use the same grid as BonnRouteGlobal as
a base to build G{0,1}.

Capacities

We use area capacity (Section 1.4.3) for both BonnRouteGlobal and
BonnContinuousRouter. Input wires that are not locked by the de-
signer are processed in the same way as the pre-existing wires in
capacity estimation; however, the track length used by input wires is
not subtracted from cap(·), it is rather stored and added as input usage
at every phase. This causes the input wires usage to be reflected in the
resource sharing prices: this is consistent with the fact that those input
wires are actually modifiable and thus can be used, if necessary, by
the router. This behavior is common to both routers. Only 90% of the
total capacity is available for routing on each resource: this user-set
target is also based on previous routability assessments, and is meant
to cap maximum congestion to a reasonable level, since we cannot
expect that in the switch between global and detailed router we can
pack 100% of the routing space.

The capacity of the objective resources, instead, is computed by
running the routing oracle on unit prices (for global routing edges and
rhomboidal tiles, respectively) for all routing resources, except those
with extremely low capacity (s.t. it is not possible to cross the routing
resource without causing overcongestion). The resulting routes, which
are, in a sense, computed in the best scenario possible, are used to
calculate the amount of net length and vias that are needed for routing.

In computing area capacity, we use the approximate available track
length from Section 1.4.3. However, for the instances that we consider,
the difference between approximate and real available track length is
negligible.

Usage model

BonnContinuousRouter adopts the usage model from Section 1.4.4,
with one modification to the via usages. At the moment, the tile-via
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weight function WT from Section 1.4.6 is not yet implemented. We use
the price of the tile containing the via instead of Qy, as a rudimentary
way to model position-dependent via costs. This makes the via cost
and usage function discontinuous, however we manage to achieve
very good results despite that, and we plan to address this limitation
in the future.

BonnRouteGlobal instead uses a more simplistic usage model which
does not account for track patterns. Preliminary experiments per-
formed on BonnRouteGlobal with the wire type model from Bonn-
ContinuousRouter have shown lower performance, therefore we have
decided to keep the usage model of BonnRouteGlobal as it is.

As far as the objective resources are concerned, the usages are set
based on user-provided parameters (which express how much a via
and a unit of net length consumes). These are technology-specific and
tuned to match the behavior of the detailed router.

Handling pre-existing wires

In BonnContinuousRouter, we allow to optionally connect to pre-
existing wires during all Dijkstra-based algorithms. The grid nodes
corresponding to pre-existing wires are marked, and if permanently
labeled, the whole connected component is activated as if the path to
a new terminal was found. This allows us to use input wires for free,
if present, and otherwise discard them.

Resource sharing algorithm

We run 25 resource sharing phases in both BonnContinuousRouter
and BonnRouteGlobal, followed by 8 phases of alternated randomized
rounding and rechoose and reroute (Section 1.2.2). In the case of Bonn-
RouteGlobal, global routes are tile-center-to-tile-center, and they are
only connected to the pins, heuristically, at the end. BonnContinuous-
Router, instead, always produces complete routes.

BonnRouteGlobal, moreover, utilizes a custom heuristic, which we
have not replicated in BonnContinuousRouter, to artificially reduce
the number of reroutes. The threshold at which the resource sharing
algorithm triggers a reroute is progressively increased, in loops of
three phases, after which it is reset to the original value. This makes
BonnRouteGlobal reroute only high-congestion nets for two out of
three phases. This is currently the default in the routing flow and is
part of previous performance tuning efforts, therefore was kept in
place.

In both cases, the resource sharing algorithm was parallelized on a
per-net basis: each thread receives resource prices and a net to route.
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The usages are updated atomically, so, during a single phase, a routing
thread uses prices that are reflecting the work done by other threads
too.

The order in which nets are processed within a phase is by increas-
ing Steiner length: nets predicted to be shorter are routed first, in
order to prevent large detours on very short nets due to long nets
having already caused a price increase. This choice is motivated by
better detailed routing results and fewer detours.

Routing oracle

The routing oracle used in BonnContinuousRouter is extremely flexi-
ble thanks to the many algorithms that we have implemented from
Chapter 3. However, we have ran it in only two modes: for the results
in Section 4.2, we ran all algorithms on the exact same input, at every
phase, for every net. For Section 4.3, instead, we ran Algorithm 4
(Multidir. Dijkstra, n heaps) as a main oracle, and we used Algorithm 8
(MST reroute heuristic) to prevent unnecessary reroutes.

To choose connection points for the pin shapes in the netlist, we first
ran a (group) Steiner tree approximation algorithm in two dimensions,
and then used the connection points induced by the solution to derive
a terminal set to use in the continuous router.

When routing a single net, we applied a hard cap of 8 to the grid
density |A| of GA, in order to prevent the runtime from exploding for
the relatively few nets that have a very high pin count. For those nets
that would require more grid lines, the resulting routing solution was
completed using Algorithm 18 (xyz-postopt routing heuristic), albeit
calling Algorithm 4 (Multidir. Dijkstra, n heaps) on a grid with 8 grid
lines instead of {0, 1}. These were chosen by greedily averaging close-by
grid lines (in the set of grid lines induced by the terminals Λ(X)).

Net layer assignment

Lastly, in both BonnContinuousRouter and BonnRouteGlobal we ob-
serve the layer assignment specified by the designers. For many nets,
we are given a minimum and maximum layer that we are allowed
to use: the net should be routed mostly within those layers. We are
allowed to “cheat” this constraint only in the vicinity of the pin. This
is achieved by projecting the pin onto the minimum allowed layer,
and then afterwards it is connected through a via stack. Postoptimiza-
tion algorithms are allowed, within the pin neighborhood, to move
segments on lower layers if necessary.
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4.2 routing algorithm comparison

The goal of this Section is to put into comparison various routing algo-
rithms, to gather insight on the practical performance. Having many
routing oracles to choose from is definitely an advantage, because it al-
lows us to define different running modes for BonnContinuousRouter
for different scenarios. For example, for a quick congestion assessment
of a design in the early stages, we might be happy with running a
fast heuristic to determine congestion hot-spots, instead of running
a full Dijkstra search, which might take long, especially given that
designs in early stages often display high congestion. Furthermore, it
is useful to measure how much quality (in terms of Steiner tree cost)
we can trade off for runtime when using, for example, Algorithm 4
(Multidir. Dijkstra, n heaps) instead of Algorithm 2 (Multidir. Dijkstra, 1
heap). This also enables us to assess the practical performance of our
implementation, and gives us real data to measure how accurate the
landmark system from Section 3.2.1 is.

In order to obtain reliable data, we have run a special mode of
BonnContinuousRouter, in which, every time a net is routed, it is
routed by all algorithms, with the exact same prices. Moreover, we
have removed prewires from the input, in order to run the routing
oracles as stated in Section 3.1. This ensures the data we gathered
is faithful to the actual algorithm performance (compared to, for
example, running several routing flows with different settings) and not
affected by nondeterminism. The runtimes reported here are also not
affected by the overhead of gathering statistical data, as this happened
separately after the algorithms were run.

Formally: recall that our routing instances arise within the resource
sharing framework, where we have a resource price vector y ∈ RS

>0,
and for each net N ∈ N we can derive a cost model g as shown in
Section 1.4.6. Each routing instance is thus a triple

(N,y,g) ∈ N×RS
>0 ×RC

>0,

on which we have run different routing algorithms and produced
different Steiner trees. We can measure the runtime performance of
each of those algorithms, and evaluate the cost of one such Steiner
tree Y as g(Y) = y⊺ usgN(Y).

These metrics reflect two different aspects of the routing algorithms,
therefore this Section is broadly divided in two parts, Section 4.2.1,
where we measure runtime and efficiency, and Section 4.2.2, where
we look at the Steiner tree quality.
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algorithm time [s] labels GA frac . eff . t/lbl [ns] lbl/s

Mono, f.c. 3.682× 105 2.980× 1011 34 595 0.0393 1 236 0.809× 106

Multi, 1 heap 2.456× 105 2.399× 1011 34 826 0.0371 1 024 0.977× 106

Multi, n heaps 1.845× 105 1.942× 1011 30 696 0.0418 950 1.053× 106

xyz-postopt 0.075× 105 — — — — —

Landmark 0.017× 105 — — — — —

MST heuristic 0.003× 105 — — — — —

Algorithm: routing algorithm used.
Time [s]: total runtime spent, in seconds, to route all instances for a given algorithm.
Labels: total amount of labeled nodes across all path searches.
GA frac.: total area labeled, expressed as a fraction of the total grid size.
Eff.: average efficiency of the path search, average across all performed path searches.
T/lbl [ns]: average time required to perform a labeling operation in nanoseconds.
Lbl/s: labels per second; this is simply the inverse of the average labeling time.

table 4 .1 Comparison of different routing algorithms in terms of runtime. The sample set size
is 2 139 956 routing instances, solving several routing task for 1 255 026 nets, in 15 different chips.
See Section 4.2.1 for a more in-depth explanation of the columns.
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4.2.1 Label count, efficiency and runtime

The main object of this section will be Table 4.1. We first define the
concept of efficiency, in order to better characterize our results, and
then go through the table in detail.

definition 4 .2 .1 (Path search efficiency). For a path search algorithm
on a graph, we define path search efficiency as the ratio between the number
of nodes in the shortest path and the number of labeling operations performed.

Path search efficiency represents how much extra space we need
to scan in order to find a shortest path. For a “perfect” shortest path
algorithm, which labels only and exclusively the nodes of the shortest
path, path efficiency is equal to 1.

Let us go through the columns of Table 4.1:

algorithm we compare different subsequent path search routing
algorithms, using different path search configurations:

mono, f .c . monodirectional Dijkstra with future costs, Algo-
rithm 7. The future costs are obtained with the landmark
scheme from Section 3.2.1; due to the constant change of fea-
sible potentials, each path search does not reuse previously
generated labels.

multi , 1 heap multidirectional Dijkstra, without future costs,
using a single heap for all vertices, Algorithm 2. Labels are
reused in this case.

multi , n heaps multidirectional Dijkstra, without future costs,
using one heap for each connected component, Algorithm 4.
Labels are reused in this case too, however, when we con-
nect two components, we need to update the labels already
generated for those components.

xyz-postopt this is the routing heuristic from Section 3.3.9
implemented in Algorithm 18; we chose as a maximum
grid density bound ϑ = 6 and as a candidate limit M = 10.

landmark this row reports runtime only, and refers to the
extra runtime required to propagate the landmark system
to generate future costs. This should be considered as extra
upfront runtime to pay for running monodirectional path
search with future costs.

mst heuristic this row reports runtime only for the MST
lower bound heuristic, i.e. Algorithm 8 (MST reroute heuristic).
That is the runtime cost to compute a landmark-based lower
bound to a given route.

time [s] total runtime spent, in seconds, to route all instances for
a given algorithm. This is the sum over all threads, so it is
independent of the parallelization strategy.
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labels total amount of labeled nodes across all path searches. We
count as a “label” any operation that updated a node cost, even
if the label was previously made permanent (this can occur in
multidirectional Dijkstra with multiple heaps).

GA frac . total area labeled, expressed as a fraction of the total grid
size. It is related to the efficiency of the path search: while the
efficiency takes the ratio of useful labels to total generated labels,
this represents the ratio of the number of labeled vertices to the
total number of vertices |V(GA)|. For a single path search, this is
a number in (0, 1]. This column is the sum over all path searches
of the relative amount of grid labeled.

eff . average efficiency of the path search. This is the average across
all performed path searches of the path efficiency from Defini-
tion 4.2.1. Higher is better.

t/lbl [ns] average time required to perform a labeling operation in
nanoseconds. This is heavily dependent on machine and imple-
mentation, however, together with the upcoming column, can be
very useful to measure a path search algorithm performance.

lbl/s labels per second; this is simply the inverse of the average
labeling time.

Let us look at proper routing algorithms first; we will discuss the
MST reroute heuristic in Section 4.2.2.

Labeling speed

As can be seen from Table 4.1, our implementation is capable of
producing 1million of labels per second. Predictably, the time taken for
producing a label varies with the complexity of the labeling algorithm.
The slowest path search technique, in terms of labeling speed, is
monodirectional Dijkstra with future cost. Here the overhead comes
from the need to evaluate the future costs, which in our case, requires
interpolating linearly between several values.

Multidirectional Dijkstra with 1 and n heaps achieve a better per-
formance, with the n-heap variant being slightly faster, reaching 1
million labels per second. We believe that the difference is mostly
due to the heap size growing very large in 1-heap multidirectional
Dijkstra, which is also subject to more operations, as permanently
labeled nodes might still re-enter the heap.

Efficiency and labeled area

As expected, using future costs increases the efficiency of 1-heap mul-
tidirectional Dijkstra; however, this increase is extremely small. This
is due to the quality of our future costs (which target all components
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simultaneously), which are evidently insufficient to bring about a
larger improvement. The highest efficiency is achieved by multidirec-
tional Dijkstra with n heaps, where a shortest path is returned without
labeling a very large area, thereby increasing efficiency.

This is supported by looking at the total area labeled: overall, a
significantly lower fraction of the grid GA was labeled using multi-
directional Dijkstra with n heaps, compared to the other algorithms.
Also, note that using future costs indeed reduces slightly the amount
of area labeled (|GA| fraction).

Label count

Here we observe an interesting behavior. The total amount of labels
produced by monodirectional Dijkstra with future costs is actually
24% higher than the multidirectional with 1 heap variant, despite the
labeled area being lower. This effect is due to the fact that we cannot
recover labels after we have connected two components, because we
are changing source and target node sets and recomputing future
costs. As a result, we have to relabel certain areas multiple times.
At the same time, n-heap multidirectional Dijkstra has a significant
advantage over both other algorithms, with the lowest label count
(19% less labels than the 1-heap variant). This is expected, since we
do not select labels based on distance, but simply one per heap, and
we reuse most of the labels that we produce (aside from those that we
need to replace after reconnecting).

Landmark repropagation strategy

In these experiments, we have used four landmarks at the four corners
of the chip, which are repropagated at every resource sharing phase
and after every 1 000 routing tasks solved. Other landmark placement
strategies could be considered, for example, moving each landmark to
the furthest away point for the others (in terms of cost).

Overall runtime performance

In terms of runtime, multidirectional Dijkstra with n heaps is definitely
the fastest Dijkstra-based algorithm among those we implemented;
the time required for a single label is lower, efficiency is higher, it
labels a smaller area and overall produces significantly less labels.
Overall, it is 25% faster than the 1-heap variant, and 50% faster
than monodirectional Dijkstra with future costs. However, the fastest
routing algorithm, by magnitudes, is the xyz-postopt heuristic, which
has a runtime in the same order of magnitude as auxiliary tasks like
landmark propagation, and the MST rerouting heuristic, which does
not in fact compute a tree. The runtime required by xyz-postopt is as
low as 2% of the runtime required by multidirectional Dijkstra with n
heap.
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However, putting runtime aside, it remains to analyze how well do
these algorithms perform in terms of quality, and whether we have a
viable quality-runtime trade-off. This is the topic of the next section.

4.2.2 Quality of results

We would like to classify which of the four routing algorithm yields
better quality results. However, at the moment, we do not have a
working implementation of Dijkstra-Steiner [HSV14] for the routing
on rhomboidal tiles, nor any other exact algorithm for solving the
Steiner tree problem in graphs. Although potentially prohibitive in
terms of runtime, such implementation would enable us to compute
the exact approximation ratio achieved in practice by these algorithms.

For the purposes of this work, we have simply taken the best so-
lution for each routing instance, among the those produced by the
algorithms we are testing, and we look at the relative cost of the others,
as measured by the cost model g in the routing instance.

Formally, assume Ymono, Ymulti-1, Ymulti-n, Yxyz are the four solutions
computed by the algorithms at hand. Figure 4.1 displays the histogram
of the values

grel(Q) :=
g
(
YQ
)

min {g (Ymono) ,g (Ymulti-1) ,g (Ymulti-n) ,g (Yxyz)}
,

Q = mono, multi-1, multi-n, xyz, g ∈ RC
>0.

Observe that all Dijkstra-based algorithms (i.e. all but xyz-postopt)
are equivalent for 2-terminal nets, since the shortest path problem can
be solved exactly. Hence, we are interested in this analysis only for 3 or
more terminals. In Figure 4.1, we have done exactly this, filtering out
all 2-terminal nets, and looking at how far away, in terms of relative
cost, each solution is.

Quality trends

We can immediately notice that in many cases, several algorithms
must have found the same solution, since the bars in “0%” bin add
up to more than 100% of the instances. This will be better analyzed in
Table 4.2. Furthermore, we observe that monodirectional Dijkstra with
future costs and multidirectional Dijkstra with single heap perform
very similarly, with most solutions being within 1% of the best found.
Multidirectional Dijkstra with n heaps, instead, gives us a lower per-
formance, with less instances in which it achieved the best found
solution.

The difference between the Dijkstra-based algorithms is given by
the choice of which components to connect: compared to single-heap
multidirectional Dijkstra and monodirectional Dijkstra with future
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figure 4 .1 Comparison of different routing algorithms in terms of
quality of the result, expressed by grel(·), in percentage (i.e. the value
represented is grel(·)− 1). The histogram shows how far away from the
best computed solution each algorithm is; the first set of bar marked
“0%” indicates how many times each algorithm was indeed the one
yielding the best result. Note that in many cases, all four algorithms
gave the same result. The sample set size is 1 013 549 routing instances,
solving several routing tasks for 455 719 nets with three pins or more,
in 15 different chips.
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costs, where we always label a node with the shortest distance to
any connected component, n-heap multidirectional Dijkstra (which
is a heuristic) labels a node with the shortest distance to some con-
nected component vertex. This causes the discrepancy between the two
variants of the same algorithm.

Our xyz-postoptimization, instead, being only a heuristic, produces
Steiner trees of far lower quality. Recall that it uses, as an oracle,
Algorithm 4 (Multidir. Dijkstra, n heaps), followed by a planar Steiner
tree approximation algorithm to complete the missing segments; the
resulting tree is then optimally embedded along z. Indeed, most
instances were solved only within 50% of the best found solution, and
very few had a better approximation.

Total cost and approximation ratio

In practice, however, we are not only interested in the approximation
ratio, but in the total cost of our routing solution as well, which better
reflects how good our final routing solution is. This is outlined in
Table 4.2. We will see that multidirectional Dijkstra with n heaps
remains still a viable algorithm, despite its heuristic status, while
xyz-postopt is less suited as a main routing algorithm. Let us describe
the columns.

algorithm see Section 4.2.1.

inst. type , count For Dijkstra-based algorithms, we are mainly
interested in the performance on nets with at least three pins,
while as for xyz-postopt and MST heuristic, we also look at the
performance on all nets. This column reports the number of
tested instances for each class.

best number of instances where the algorithm computed a solution
of best cost among all four. Note that in some cases these al-
gorithms agree on the computed solutions. In fact in as many
as 1 497 instances with ⩾ 3 pins, the four algorithms yielded
the same cost2; nonetheless, at the moment we have no means
to prove that one of these solutions is optimal. If we drop the
⩾ 3 pin requirement, the four algorithms agree on 74 561 (3.5%)
instances. This column does not apply to MST heuristic, as it
computes only a lower bound.

tot rel cost total cost of the solutions computed by the algorithm
relative to the total price of the best solution among all four. We
can write the value symbolically as

∑
g
(
YQ
)

∑
min {g (Ymono) ,g (Ymulti-1) ,g (Ymulti-n) ,g (Yxyz)}

,

2 This data is not visualized in Table 4.2, but is part of the same data set.
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algorithm inst. type inst. count best (% inst) tot rel cost avg apx

Mono, f.c. ⩾ 3 pins 1 013 549 694 721 68.54% 1.001 1.010

Multi, 1 heap ⩾ 3 pins 1 013 549 710 588 70.11% 1.000 1.009

Multi, n heaps ⩾ 3 pins 1 013 549 407 750 40.23% 1.001 1.048

xyz-postopt ⩾ 3 pins 1 013 549 6 650 0.66% 1.193 1.268

MST heuristic ⩾ 3 pins 1 013 549 — — 0.148 0.130

xyz-postopt all 2 139 956 79 830 3.73% 1.193 1.439

MST heuristic all 2 139 956 — — 0.148 0.104

Algorithm: algorithm used for routing.
Inst. type, count: type and count of instances (⩾ 3 pins or all)
Best: count of instances in which the algorithm computed a best cost solution among those found.
Tot rel cost: total cost of the computed solutions relative to the total cost of the best found solutions.
Avg apx: average ratio of the computed solution cost to the best found solution cost.

table 4 .2 Comparison of route costs relative to the best found solution, on all instances and instances
with at least 3 pins. Refer to Section 4.2.2 for an in-depth explanation of the columns. In the case of the
MST heuristic, we report the total predicted cost, and the average approximation is expected to be < 1,
since this is only a lower bound.
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Q = mono, multi-1, multi-n, xyz, g ∈ RC
>0

where the sum runs over all instances. This values gives us an
idea of how the algorithm performed overall in terms of total
solution cost, rather than in terms of approximation ratio.

Overall result quality

Looking at Table 4.2, we see immediately that the qualitative impres-
sion from Figure 4.1 is confirmed; the two approximation algorithms
(monodirectional Dijkstra and multidirectional Dijkstra with one heap)
have found in most cases the best solution among those computed
(in 69% and 70% of the cases, respectively). Multidirectional Dijkstra
with n heaps instead found the best solution only in the 40% of the
cases, while the xyz-postopt scores far lower with less than 1%.

We see a similar trend in terms of average approximation, with
the approximation algorithms being within 1% of the best found
solution, and multidirectional Dijkstra with n heaps within 5%. Here
it becomes evident that xyz-postopt performs more poorly, being only
within 27% of the best found solution. This actually gets even worse
when all nets are considered, not only those with at least three pins:
there, xyz-postopt is on average no better than a factor 1.44 away.

Nonetheless, in terms of total relative cost, the xyz-postopt is com-
puting 19% overall more expensive solutions (slightly better than the
average approximation), indicating it performed better on the most
costly routes. Predictably, the algorithm with the lowest total relative
cost was multidirectional Dijkstra with one heap, doing slightly bet-
ter than monodirectional Dijkstra with future cost. Despite the lower
approximation, multidirectional Dijkstra with n heaps also computes
solutions only 0.1% more expensive than the 1 heap variant.

MST rerouting heuristic

As far as the MST routing heuristic, i.e. Algorithm 8 (MST reroute
heuristic), is concerned, we see from Table 4.1 that the runtime overhead
to evaluate lb(X) is negligible. The time required to do so for each
instance, is less than 0.2% of the runtime of our best performing
routing algorithm (multidirectional Dijkstra with n heaps). However,
we also see fro Figure 4.2, that the lower bound computed is not very
good, with the vast majority of the instances being estimated within
10% of the best computed solution cost.

This indicates that Algorithm 8 (MST reroute heuristic) is not very
efficient at preventing unnecessary reroutes. In fact, we see from
Table 4.2 that on average, the approximation is only 13% of the best
computed route cost for instances with three pins of more, and 10%
overall. In terms of total relative cost, the heuristic performed slightly
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figure 4 .2 Histogram of the ratio between the computed MST
lower bound and the best found solution, for all instances, including
2-terminal nets.

better, predicting 0.148 of the total best solution price of nets with at
least three pins.

In general, we expect the MST heuristic perform differently depend-
ing on the instance geometry; for example, the distance of geomet-
rically very close pins in a very expensive region is unlikely to be
predicted accurately, unless the landmark is close. While, to an extent,
this can be improved by adding more landmarks and by repropagating
them more often, we do not expect this to be very effective unless the
rerouting threshold used is sufficiently large.

4.2.3 Summary

When dealing with such high-performance applications, the simplicity
of the path search algorithm, as well as the implementation qual-
ity, play a major role in determining the practical performance. We
have seen that the major driving factors for the total runtime are the
amount of labels generated and the time used labeling one node. Here,
a sophisticated mechanism like landmark-based future costs, despite
achieving the theoretical performance, improving on path search ef-
ficiency, is outperformed by simpler approaches that cut down on
the number of labels by reusing as much as possible of the already
computed values.
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In order for future costs approaches to compete with multidirec-
tional Dijkstra, in the VLSI design instances we tested, it is necessary to
minimize the overhead for the future cost evaluation, and incorporate
as well techniques for reusing labels. On the other hand, the future
costs given by the landmark system proved insufficient for estimating
a tight lower bound, indicating that their efficacy in reducing labeled
area is also limited.

When it comes to the heuristic domain, local search and layer assign-
ment approaches, such as the ones outlined in Section 3.3, massively
outperform Dijkstra-based algorithms, however, at a significant cost in
terms of quality of results. These xyz-postoptimization methods are
better suited for locally improving Steiner trees rather than providing
an actual routing oracle. However, given the large gain in runtime,
they should be kept in mind for applications where a local, progressive
improvement of an existing tree is needed, rather than a full reroute.

Considerations on memory locality

Storing the data needed for computing an arc cost, or, more in general,
to perform any of the aforementioned algorithms, presents us with a
memory layout problem. Data such as rhomboidal tiles cost, or future
costs values (see Equation (2.20)), in our implementation, is laid out in
memory in a “row-major” fashion, with adjacent tiles having adjacent
or close values in memory (within a constant number of locations).
However, data arranged in this way can have huge strides, as large
as, for example, W or H (or W ×H in the case of adjacent layers).
Alternative implementations of mono- and multidirectional Dijkstra
might consider laying out data differently in memory, in order to
compute the cost of adjacent nodes (both in preferred direction and
along z) by accessing only local memory.

Approaches that use space-filling curves to index data have been
shown to improve memory locality and reduce the chance of cache
miss [BPP18; CH03]. Such approaches might be applicable in VLSI de-
sign context too and might help practically with reducing the runtime
spent labeling the graph.

4.3 routing flow results

To verify the feasiblity of the rhomboidal tile model, we have run part
of the routing flow, namely global routing followed by detailed routing.
The goal is to understand whether continuous routing computes a
global routing solution which is then viable from the detailed routing
perspective.

Global routing is used in many different stages of the design flow.
However, we have chosen not to compare exclusively global router
against global router (e.g. in terms of packing density, or timing
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performance in timing-driven flows, or placement density in routing-
driven placement [BR03]), because that comparison would be only fair
once it has been established that a continuous router solution does
not overuse the space or produce unachievable routes.

For this reason, we look at the last part of the flow, where the
detailed router demangles the global routing solution into disjoint,
DRC-clean3 routes, and we use that to assess the rhomboidal tile
model’s strengths and weaknesses. Section 1.1 offers an overview of
where global and detailed routing occur in the design flow.

Naturally, in doing so, we need to keep in mind that, being detailed
routing NP-hard, the obtained results cannot be used to ultimately
determine whether a solution is feasible or not, but they rather give an
indication whether the new rhomboidal tile model is compatible with
its predecessor. For this task, we have used the BonnRoute detailed
router; more details about this can be found in [Ges+13].

4.3.1 Experiments setup

We have selected 22 units from different detailed routing testbeds, to
cover as many different design scenarios as possible; refer to Table 4.3
for a full list. Each unit is a different part of a modern server processor
chip, at different level of design maturity and at different levels of
the design hierarchy. The following factors have been taken in to
consideration in choosing the units, and in diversifying the testbed:

• image size, aspect ratio, number of layers,
• number of nets,
• Steiner length of the nets,
• routing density,
• detailed routing difficulty (DRC count),
• overall wire length and via count,
• presence of pre-existing detailed wires,
• different technology nodes,
• different levels of the hierarchy (small macros or large units).

According to these we have classified the chips into three testbeds:

testbed a consisting of 10 relatively small macros in the 5nm tech-
nology node, with many pre-existing wires and connections
(high input usage);

testbed b consisting of 9 medium to large macros in the 5nm tech-
nology node, low input usage, generally with higher netlength
and more nets;

3 DRC stands for Design Rule Checking, the process of checking that the geometric
constraints required for successful manufacturing are met; refer to Section 1.1 for
further details.
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testbed c consisting of 3 large units in the 7nm technology node,
with low input usage, very long nets with different wirelength.

Note that all instances are buffered: detailed routing is not usually run
on unbuffered instances, therefore the results would have not been as
reliable. It is certainly interesting to test BonnContinuousRouter on
unbuffered instances as well, since there nets are longer and have a
higher pin count. However, we consider this to be beyond the scope
of this work.

Chip table columns

unit The codename for the considered unit.

testbed Testbed classification, as above.

tech Technology node to which the unit belongs; we have selected
instances from the most recent technology nodes available at the
time of writing, namely 5nm and 7nm.

nets Number of nets in the netlist. This ranges from few hundreds
to half a million.

size Image size in mm2. This field is interesting as it gives an idea of
the scale of modern microchips, with e.g. C3 packing 2.4m of
wire length within less than 0.2mm2.

|V | Size of the traditional edge-based global routing graph, in terms
of number of vertices.

|E | Size of the traditional edge-based global routing graph, in terms
of number of edges.

|T × L| Rhomboidal tile count. Recall that this is not directly compa-
rable to the size of a traditional global routing graph, because
have a much denser grid (see Remark 2.2.7), in the order of
O(|Λ(X)|2) for each rhomboidal tile, where X is a terminal set.

wirelength Total estimated wire length in m, obtained by running
the detailed router in the regular edge-based flow.

via count Total estimated via count, obtained by running the de-
tailed router in the regular edge-based flow.

input usg Usage arising from input wires only, expressed in per-
centage of the available space. Higher values indicate more
pre-existing wires.
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unit testbed tech nets size [mm2 ] |V | |E| |T × L| wirelength [m] via count input usg

C1 A 5nm 81998 0.140×0.368 54896 102158 22744 0.653 6.551× 105 16.43%

C2 A 5nm 21614 0.100×0.100 10336 19092 4624 0.152 1.750× 105 17.43%

C3 A 5nm 200511 0.288×0.645 257184 480744 80176 2.416 1.638× 106 22.40%

C4 A 5nm 131205 0.369×0.301 142680 269897 50962 1.522 1.024× 106 26.01%

C5 A 5nm 3495 0.081×0.083 12480 23357 3584 0.037 2.553× 104 8.55%

C6 A 5nm 157 0.021×0.021 720 1283 344 0.001 9.430× 102 1.70%

C7 A 5nm 14309 0.090×0.089 7688 14167 3840 0.103 1.169× 105 15.41%

C8 A 5nm 73890 0.144×0.131 19968 37040 8448 0.566 6.179× 105 39.60%

C9 A 5nm 70346 0.142×0.124 28224 53514 9524 0.543 5.977× 105 33.38%

C10 A 5nm 157243 0.134×0.306 65340 124239 20520 1.289 1.340× 106 30.89%

C11 B 5nm 32974 0.140×0.105 11562 20933 5076 0.302 2.580× 105 0.43%

C12 B 5nm 200522 0.300×0.249 172872 329868 37064 2.173 1.849× 106 0.25%

C13 B 5nm 200425 0.300×0.249 117600 224212 37064 2.182 1.824× 106 0.33%

C14 B 5nm 201348 0.300×0.249 117600 224212 37064 2.087 1.787× 106 0.19%

C15 B 5nm 353761 0.211×0.391 108500 205025 38972 2.190 2.808× 106 0.22%

C16 B 5nm 47610 0.200×0.249 78792 150028 25096 0.205 2.872× 105 0.03%

C17 B 5nm 404107 0.749×0.301 304776 582048 109316 3.706 3.327× 106 0.11%

C18 B 5nm 37352 0.092×0.093 9176 16933 3968 0.283 3.140× 105 0.39%

C19 B 5nm 19165 0.081×0.067 5616 10318 2576 0.110 1.363× 105 0.44%

C20 C 7nm 373431 1.398×0.290 226432 436368 63122 6.691 4.261× 106 0.30%

C21 C 7nm 625111 1.014×0.467 268800 518656 65836 10.417 6.974× 106 0.37%

C22 C 7nm 4012 0.246×0.156 19680 37562 7462 0.234 4.735× 104 0.26%

table 4 .3 Chips used in the testbed, refer to Section 4.3.1 for an explanation of the columns.
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Hand-off between global and detailed router

BonnRoute requires from any global router two items: a full global
routing solution, and a rectilinear grid of tiles with numerical scores
representing congestion. The two are used to build routing areas, by
taking all tiles intersecting the global wires, and routing for a given
net is restricted to that routing area. The congestion scores are used
only as a secondary objective to help guide the path search.

In a traditional, edge-based router, the natural choice is given by
taking the global routing tiles as a rectilinear grid, as global routing
edges naturally cross between tiles. However, adapting this mechanism
to the rhomboidal tile model is not entirely trivial, as by design the
continuous router does not introduce hard stopping points.

Nevertheless, when running the continuous router, we have taken
as rectilinear grid for the detailed router the grid tiles in G{0,1}. This
is far from optimal, as it discards much of the information that the
continuous router can provide. However, using anything different
would require significant adaptations in the detailed router, since
BonnRoute uses the rectilinear grid for scheduling nets and for locking
regions of the chips to update the content.

Determining what would be a suitable detailed routing grid from a
continuous router solution is beyond the scope of this work; we leave
this, as well as performing the necessary adaptations in the detailed
router, as a future work item.

Runs and parameter tuning

We performed extensive tests in order to find a good parameter set
for all our instances; among the configurations we tested, we explored

• different scaling factor for capacity on different layers to control
overall wiring density;

• different weighting for larger wires w.r.t. thin wires, to control
wiring density when different wire types are mixed;

• different relative weight of rhomboidal tile resources and netlength
resources (see Section 1.4);

• different relative weight of vias and wires, including tip-to-tip
spacing (see Section 1.4.2);

• different scaling in the usage for segments shorter than one grid
tile side;

• different routing algorithms.

Here, we will present results for two parameter sets, since the other
configurations did not yield superior results. We used one parameter
set for all 5nm instances and a different parameter set for the 7nm
instances, the latter having a larger via cost on the high layers. Both
parameter sets use the same 4× tip-to-tip spacing amount. Every other
parameter is identical to the default used in the routing flow, in both
rhomboidal- and edge-based runs.
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We denote the the baseline run of BonnRouteGlobal (the edge-
based router currently default in the routing flow) with BRG, and
the continuous router run with BCR. The BCR runs use Algorithm 4
(Multidir. Dijkstra, n heaps) as a routing oracle, and have Algorithm 8
(MST reroute heuristic) active.

It must be pointed out that the baseline run uses a different wire
model. Compared to the wire model in the continuous router, thicker
wires are estimated more pessimistically, tip-to-tip spacing is not
considered, and via costs are computed differently. More specifically,
the via costs are based on an estimate of how many via pads of a
given size can be placed in a rectilinear tile, and the cost of a via is
derived from the cost of the adjacent global routing edges. Moreover,
the edge-based router uses static pre-estimates for local wiring, which
is discussed in Section 1.3.2 (see e.g. Figure 1.15).

Ideally, we would like to use the same wire model for both routers;
however, this presents several challenges, as the two are so intrinsically
different. Nonetheless, we did test the continuous router using the
same via costs, tip-to-tip spacing and pessimistic wire estimate as the
edge-based router, but this yielded inferior results as the BCR runs.
Studying whether the continuous router wiring model is suitable for
an edge-based router, as well as removing or porting the local wiring
pre-estimates is beyond the scope of this work.

Concerning the choice of tip-to-tip spacing, scaling factors larger
than 1× not only encourage longer wires (which is beneficial, since
design rules require, for example, a minimum metal area for all wires),
but also encourage further wire spreading around the endpoints of
the wire. This extra space reservation will provide further room for
the detailed router to realize the corner of the paths in a DRC-clean
manner. Scaling factors like 2 or 4 can thus be considered as accounting
for the fact that global routes are not edge- or vertex- disjoint, rather
than being pessimistic penalties.

4.3.2 Global and detailed routing data

Tables 4.4 to 4.9 present the results of our experiments. Tables 4.4, 4.6
and 4.8 report global routing results, while as Tables 4.5, 4.7 and 4.9
report detailed routing result. For each chip, the corresponding global
routing run was used to drive the detailed routing run. Let us describe
the columns:

unit, run Chip and corresponding run (see Section 4.3.1).

runtime Overall wall time to perform the complete run, including
loading data and saving the output. All runs used 32 threads
on a dedicated machine. For both global and detailed routers,
complex routing tasks (higher congestion for global routing,
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dense or poor packing for the detailed router) have an impact
on runtime, as the path searches have to explore more area of
the unit.

wirelength , via count meters of wires and number of vias pro-
duced in the run. Of course, the numbers can differ significantly
between global and detailed routing. Wirelength and via count in
detailed routing is an especially stable metric, where differences
above 0.2% are already very significant.

reroutes Global only, this represents the number of total net routing
tasks the global router has solved across all routing phases.
Observe that this will vary significantly between edge-based
and continuous router, since some nets are mapped to a unique
global routing vertex in the edge-based case. Moreover in the
edge-based router, different rerouting heuristics are used to
prevent rerouting too many times.4

wace4 Global only, this represents a weighted sum of the congestion
for the most congested edges or tiles. It is expressed in percent-
age (of the routing resource capacity); more details can be found
in [Wei+14], however, for clarity, we will define this formally in
Definitions 4.3.1 and 4.3.2.

drc Detailed only, the count of design rules checking failures after
running the detailed router. This means that the detailed router
failed to find a completely DRC-clean routing solution. This is
partly due to not all design rules being modeled exactly in the
detailed router, but as well related to difficult or dense global
routing solutions. A significantly larger DRC count can indicate
that the global routing cost model does not reflect accurately
hard to route situations; however, often a single piece of wiring
could be responsible for multiple DRC violations.

d-n drc Detailed only, this number is the “diff-net” design rules
checking failures. It is a subset of the DRC column, more specif-
ically, DRC violations which involves two different nets (such
as too close wires or via configurations). This is especially in-
teresting for global routing evaluation, since it packs wires of
different nets into routing resources.

scenics Detailed only, this triple of number (S1.25,S1.5,S2) describes
how many nets had a detailed routing solution 1.25, 1.5 and 2
times longer than the corresponding global routing solution (see
Definition 4.3.3). This is a measure of the additional detours
that the detailed router had to take in order to realize the global

4 This reaches the extreme with C6, which has only 157 nets, but only 4 reroutes in the
edge-based router; compare this to the 666 reroutes in the continuous router case.
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routing solution. Very short nets (with net length below 6.25um)
are excluded from this metric.

fail s . Detailed only, number of failed path searches, i.e. path searches
where a feasible, DRC-clean solution was not found. Similarly to
DRC, this might indicate deficiencies in the global routing model
or too dense wiring; however, differently than DRC, this value
is w.r.t. the capabilities of the detailed router, rather than being
compared to the full set of design rules. The detailed router
makes multiple attempts, therefore a failed search might trigger
a subsequent search.

guides Detailed only, number of paths where the detailed router left
some part of a global wire and abandoned the task, because of
multiple path searches failing.

Due to non-determinism in the detailed router, some of the detailed-
specific metrics (DRC, scenics, failed searches and guides) might
oscillate across different runs. For example, a difference in the order
of tens in the DRC count might not always be significant.

Let us give the definition of wACE4(·), as adapted from [Wei+14].
In simple terms, an ACE(x) metric is the sum of the congestion of
the most congested routing resources, contributing to x% of the total
capacity. The congestion sum is weighted by capacity, and we take the
last routing resource fractionally if we cannot reach exactly the x%
fraction. Formally:

definition 4 .3 .1 (ACE metric). Let R1, . . . ,Rn be a set of n routing
resources (edges or rhomboidal tiles). Let cong(Ri) denote the congestion
value of the routing resource Ri, and cap(Ri) denote the capacity of the
routing resource. Assume that R1, . . . ,Rn are sorted by decreasing congestion,
i.e. cong(Ri) ⩾ cong(Ri+1). We define the ACE metric for these routing
resources as

ACE(x) :=
∑I(x)
i=1 cap(Ri) · cong(Ri)∑I(x)

i=1 cap(Ri)
,

where I(x) is the minimum index such that the the first I(x) resources reach
x% of the total capacity, i.e.

I(x)∑

i=1

cap(Ri) =
x

100

n∑

i=1

cap(Ri).

If there is no value which achieves exactly x% of the total capacity, we
take the last resource RI(x) with a fractional capacity and congestion value
α cap(RI(x)) and α cong(RI(x)), such that

I(x)−1∑

i=1

cap(Ri) +α cap(RI(x)) =
x

100

n∑

i=1

cap(Ri).
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The wACE4 metric is derived from the metric above.

definition 4 .3 .2 (wACE4 metric). We define the weighted ACE met-
ric or wACE4 as

wACE4 :=
1

4
(ACE(0.5) + ACE(1) + ACE(2) + ACE(5)) .

As far as detailed-specific metrics are concerned, we provide the
definition of scenics:

definition 4 .3 .3 (Scenic). Let N ∈ N denote a net, and let YN be the
global route for N. Denote the corresponding detailed route with ŶN, and the
respective lengths in the ℓ1 metric with ℓ1(YN), resp. ℓ1(ŶN). We say that
the detailed router took an α-scenic route for N5 if ℓ1(ŶN) ⩾ αℓ1(YN),
and we denote the total count of α-scenic routes with Sα.

4.3.3 Discussion

The outlook on the results is positive for the continuous router, with
improvements in many fields both in global routing and detailed
routing; these however are not uniform across all testbeds. Let us
discuss first the detailed router results at a high level.

In Testbed A, the continuous router produces significant improve-
ments (Table 4.5), with an overall reduction of 0.7% in wirelength
and 0.9% in via count. These values represent very large savings for
detailed routing, even considering the slight increase in DRC count.
This occurs mostly on units with a larger netlist, which contribute to
the highest amount of DRC violations, while scenics, failed searches
and guides improve on all chips except C8.

In Testbed B, the continuous router shows a more noticeable gains
in terms of failed searches and guides (Table 4.7). The DRC count for
the BCR run is lower than the edge-based router, with most of the
improvement in C11. However, both wirelength and via count increase
significantly; this correlates with the higher scenic count, indicates
that the detailed router, in some cases, struggled to follow the global
routing solution. The via count, especially, increases by as much as
2%, hinting that a larger number of nets is affected and have to take
large detours, likely on different layers. This impacts runtime as well.

In Testbed C, the outlook is similar: detailed routing wirelength,
vias and scenics are significantly larger in Table 4.9. This occurs de-
spite improvements in DRC count and runtime, and is partly due to
BCR using more the higher layers, and partly to some hard-to-route
situations.

We will now analyze each testbed in further detail.

5 The phrasing of “taking a scenic route” immediately clarifies the name choice.
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unit run runtime [h :m :s] reroutes wace4 [%] wirelength [m] via count

C1
BRG 00:00:44 519 79.91 0.6545 6.615× 105
BCR 00:01:35 +116% 157 × 103 90.02 10.11 0.6559 +0.2% 6.749× 105 +2.0%

C2
BRG 00:00:16 165 77.05 0.1525 1.773× 105
BCR 00:00:28 +75% 47.4 × 103 82.39 5.34 0.1527 +0.1% 1.826× 105 +3.0%

C3
BRG 00:01:30 1.68× 103 93.92 2.4319 1.654× 106
BCR 00:03:51 +157% 409 × 103 89.57 −4.35 2.4346 +0.1% 1.705× 106 +3.1%

C4
BRG 00:01:29 2.63× 103 100.03 1.5386 1.049× 106
BCR 00:04:17 +189% 298 × 103 98.27 −1.76 1.5476 +0.6% 1.087× 106 +3.7%

C5
BRG 00:00:08 29 91.61 0.0375 2.624× 104
BCR 00:00:11 +38% 6.58× 103 79.95 −11.66 0.0375 +0.0% 2.821× 104 +7.5%

C6
BRG 00:00:06 4 46.46 0.0007 9.690× 102
BCR 00:00:07 +17% 666 41.26 −5.20 0.0007 +0.0% 1.177× 103+21.5%

C7
BRG 00:00:12 27 68.45 0.1033 1.177× 105
BCR 00:00:23 +92% 25.7 × 103 73.00 4.55 0.1035 +0.2% 1.204× 105 +2.3%

C8
BRG 00:00:51 1.49× 103 91.23 0.5667 6.269× 105
BCR 00:01:50 +116% 223 × 103 99.72 8.49 0.5703 +0.6% 6.400× 105 +2.1%

C9
BRG 00:00:53 1.30× 103 98.18 0.5461 6.158× 105
BCR 00:02:14 +153% 216 × 103 98.44 0.26 0.5505 +0.8% 6.276× 105 +1.9%

C10
BRG 00:01:26 1.50× 103 92.58 1.2948 1.361× 106
BCR 00:03:39 +155% 309 × 103 91.64 −0.94 1.2990 +0.3% 1.388× 106 +2.0%

tot BRG 00:07:35 9.33× 103 83.94 7.3266 6.290× 106
BCR 00:18:35 +145% 1.69× 106 84.43 0.48 7.3523 +0.4% 6.455× 106 +2.6%

table 4 .4 Testbed A, global routing results.
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unit run runtime wirelength [m] via count drc d-n drc scenics fail s . guides

C1
BRG 00:01:26 0.6548 6.578× 105 1446 731 2 0 0 0 0

BCR 00:01:24 −2% 0.6528 −0.3% 6.551× 105 −0.4% 1499 +4% 756 +3% 0 0 0 0 0

C2
BRG 00:00:28 0.1526 1.758× 105 295 149 0 0 0 0 0

BCR 00:00:23 −18% 0.1522 −0.3% 1.750× 105 −0.4% 312 +6% 158 +6% 1 1 0 0 0

C3
BRG 00:05:27 2.4299 1.647× 106 2596 1258 0 0 0 67 67

BCR 00:04:58 −9% 2.4157 −0.6% 1.637× 106 −0.6% 2545 −2% 1212 −4% 0 0 0 52 52

C4
BRG 00:06:19 1.5383 1.038× 106 5647 2797 13 3 0 11 8

BCR 00:06:55 +10% 1.5210 −1.1% 1.024× 106 −1.4% 5904 +5% 2923 +5% 11 4 1 1 1

C5
BRG 00:00:08 0.0375 2.588× 104 42 17 0 0 0 0 0

BCR 00:00:08 +0% 0.0374 −0.2% 2.553× 104 −1.4% 42 +0% 17 +0% 0 0 0 0 0

C6
BRG 00:00:01 0.0007 9.510× 102 0 0 0 0 0 0 0

BCR 00:00:02+100% 0.0007 −0.3% 9.430× 102 −0.8% 0 +0 0 +0 0 0 0 0 0

C7
BRG 00:00:15 0.1034 1.172× 105 207 23 0 0 0 0 0

BCR 00:00:16 +7% 0.1032 −0.2% 1.169× 105 −0.2% 209 +1% 24 +4% 0 0 0 0 0

C8
BRG 00:02:29 0.5670 6.229× 105 9885 5245 19 6 2 8 6

BCR 00:03:52 +56% 0.5654 −0.3% 6.174× 105 −0.9% 10583 +7% 5621 +7% 24 8 3 7 6

C9
BRG 00:01:50 0.5470 6.069× 105 11520 6275 26 6 1 1 1

BCR 00:01:48 −2% 0.5425 −0.8% 5.975× 105 −1.6% 12284 +7% 6686 +7% 22 2 0 2 2

C10
BRG 00:03:06 1.2959 1.350× 106 10151 5380 14 3 1 0 0

BCR 00:03:14 +4% 1.2887 −0.6% 1.339× 106 −0.8% 11119 +10% 5885 +9% 14 0 0 0 0

tot BRG 00:21:29 7.3271 6.243× 106 41789 21875 74 18 4 87 82

BCR 00:23:00 +7% 7.2796 −0.7% 6.189× 106 −0.9% 44497 +6% 23282 +6% 72 15 4 62 61

table 4 .5 Testbed A, detailed routing results.



230
exper

im
en

ta
l

r
esu

lts

unit run runtime [h :m :s] reroutes wace4 [%] wirelength [m] via count

C11
BRG 00:00:31 33.5 × 103 94.51 0.3062 2.375× 105
BCR 00:01:14 +139% 97.9 × 103 85.23 −9.28 0.2893 −5.5% 2.368× 105 −0.3%

C12
BRG 00:03:16 229 × 103 82.29 2.1603 1.710× 106
BCR 00:16:01 +390% 520 × 103 65.72 −16.57 2.0795 −3.7% 1.698× 106 −0.7%

C13
BRG 00:03:19 257 × 103 83.59 2.1732 1.688× 106
BCR 00:16:31 +398% 556 × 103 65.72 −17.87 2.0771 −4.4% 1.663× 106 −1.5%

C14
BRG 00:03:01 184 × 103 81.03 2.0936 1.631× 106
BCR 00:15:33 +415% 512 × 103 65.38 −15.65 1.9983 −4.6% 1.646× 106 +0.9%

C15
BRG 00:04:36 446 × 103 87.09 2.1917 2.813× 106
BCR 00:14:18 +211% 1.17× 106 64.44 −22.65 2.0682 −5.6% 2.661× 106 −5.4%

C16
BRG 00:00:34 11.1 × 103 71.05 0.2055 2.691× 105
BCR 00:01:23 +144% 102 × 103 54.80 −16.25 0.1951 −5.1% 2.692× 105 +0.0%

C17
BRG 00:05:14 240 × 103 78.90 3.7688 3.079× 106
BCR 00:17:22 +232% 1.05× 106 61.29 −17.61 3.5748 −5.2% 3.184× 106 +3.4%

C18
BRG 00:00:36 60.6 × 103 86.91 0.2859 2.862× 105
BCR 00:00:53 +47% 105 × 103 66.35 −20.56 0.2680 −6.3% 2.846× 105 −0.5%

C19
BRG 00:00:20 9.34× 103 79.45 0.1117 1.246× 105
BCR 00:00:24 +20% 40.7 × 103 62.21 −17.24 0.1040 −6.9% 1.270× 105 +2.0%

tot BRG 00:21:27 1.47× 106 82.76 13.2969 1.184× 107
BCR 01:23:39 +290% 4.16× 106 65.68 −17.08 12.6543 −4.8% 1.177× 107 −0.6%

table 4 .6 Testbed B, global routing results.
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unit run runtime wirelength [m] via count drc d-n drc scenics fail s . guides

C11
BRG 00:08:14 0.3007 2.560× 105 2716 1587 68 7 0 149 120

BCR 00:09:55 +20% 0.3004 −0.1% 2.581× 105 +0.8% 2128 −22% 1246 −21% 79 11 0 127 95

C12
BRG 00:08:54 2.1593 1.809× 106 4 0 223 15 0 0 0

BCR 00:18:26 +107% 2.1725 +0.6% 1.848× 106 +2.2% 8 +100% 2 +2 560 34 2 2 1

C13
BRG 00:10:37 2.1687 1.792× 106 13 0 400 33 5 1 0

BCR 00:15:50 +49% 2.1837 +0.7% 1.828× 106 +2.0% 22 +69% 2 +2 967 103 14 0 0

C14
BRG 00:08:53 2.0798 1.742× 106 7 2 340 16 2 0 0

BCR 00:13:11 +48% 2.0879 +0.4% 1.786× 106 +2.5% 3 −57% 2 +0% 619 57 7 0 0

C15
BRG 00:14:30 2.1877 2.766× 106 12 7 2111 93 5 1 1

BCR 00:17:17 +19% 2.1871 0.0% 2.794× 106 +1.0% 13 +8% 6 −14% 2517 213 10 1 1

C16
BRG 00:01:23 0.2051 2.863× 105 0 0 22 0 0 0 0

BCR 00:01:47 +29% 0.2052 +0.1% 2.864× 105 +0.0% 0 +0 0 +0 26 2 0 0 0

C17
BRG 00:20:35 3.7021 3.238× 106 1327 894 502 71 26 65 32

BCR 00:24:22 +18% 3.7057 +0.1% 3.315× 106 +2.4% 1325 0% 916 +2% 682 93 3 64 32

C18
BRG 00:02:00 0.2810 3.048× 105 0 0 101 5 1 0 0

BCR 00:02:08 +7% 0.2821 +0.4% 3.134× 105 +2.8% 0 +0 0 +0 181 18 2 0 0

C19
BRG 00:00:37 0.1097 1.336× 105 3 1 26 3 0 0 0

BCR 00:00:36 −3% 0.1097 +0.0% 1.360× 105 +1.9% 0 −100% 0 −100% 32 3 0 0 0

tot BRG 01:15:43 13.1942 1.233× 107 4082 2491 3793 243 39 216 153

BCR 01:43:32 +37% 13.2344 +0.3% 1.257× 107 +1.9% 3499 −14% 2174 −13% 5663 534 38 194 129

table 4 .7 Testbed B, detailed routing results.
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C20
BRG 00:21:47 529 × 103 89.10 6.5873 3.347× 106
BCR 00:21:02 −3% 438 × 103 84.06 −5.04 6.4220 −2.5% 3.558× 106 +6.3%

C21
BRG 00:29:32 867 × 103 85.71 10.0740 5.436× 106
BCR 00:21:37 −27% 790 × 103 81.99 −3.72 9.9499 −1.2% 5.828× 106 +7.2%

C22
BRG 00:00:31 5.90× 103 92.39 0.2248 3.434× 104
BCR 00:00:41 +32% 4.30× 103 97.77 5.38 0.2290 +1.9% 3.612× 104 +5.2%

tot BRG 00:51:50 1.40× 106 89.07 16.8861 8.817× 106
BCR 00:43:20 −16% 1.23× 106 87.94 −1.13 16.6009 −1.7% 9.422× 106 +6.9%

table 4 .8 Testbed C, global routing results.
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unit run runtime wirelength [m] via count drc d-n drc scenics fail s . guides

C20
BRG 02:24:40 6.4139 3.880× 106 92 28 1674 357 102 5 4

BCR 01:36:50 −33% 6.6264 +3.3% 3.995× 106 +3.0% 116 +26% 35 +25% 2102 365 90 17 9

C21
BRG 03:36:17 9.8555 6.336× 106 539 159 5575 1642 409 23 19

BCR 02:45:17 −24% 10.2969 +4.5% 6.510× 106 +2.8% 474 −12% 113 −29% 6211 1803 576 40 23

C22
BRG 00:07:43 0.2229 3.389× 104 9 4 3 2 2 0 0

BCR 00:12:54 +67% 0.2318 +4.0% 3.698× 104 +9.1% 9 +0% 3 −25% 14 7 5 1 1

tot BRG 06:08:40 16.4923 1.025× 107 640 191 7252 2001 513 28 23

BCR 04:35:01 −25% 17.1550 +4.0% 1.054× 107 +2.9% 599 −6% 151 −21% 8327 2175 671 58 33

table 4 .9 Testbed C, detailed routing results.
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Testbed A

Evidently, the continuous router performed well on Testbed A; this
is also the testbed with the highest number of pre-existing wires.
Rhomboidal global routing is designed precisely to have the ability to
connect to detailed shapes, therefore it is not surprising that in this
case, the continuous router yielded detailed routing wirelength and
via savings. In this specific scenario, the regular edge-based router will
often not even consider a net during resource sharing, since close-by
terminals (or terminals and detailed wires) will be mapped to the
same global routing graph vertex. Moreover, in the edge-based router,
these “local” connections have no impact on congestion, therefore
the remaining global routing tasks are not fully aware of the space
consumption arising by local connections. These are modeled only
in the static pre-estimate discussed in Section 1.3.2, which is purely
heuristic.

testbed a : global routing The continuous router, on the other
hand, will compute global wires for every connection it needs to
generate. This has several implications. For one, the wACE4 metric can
be quite different across different instances. Secondly, the amount of
tasks the global router has to solve is significantly larger; in fact, in this
testbed we have as many as 181 times more reroutes, which justifies
the increased runtime. Thirdly, some of these connections computed
in the BCR run, contribute to the increased global wirelength and via
count, whereas in the BRG runs, are only generated at the very end,
to ensure connectivity.

Testbed B

Testbed B shows a promising image for BCR in terms of global routing,
with significantly lower wire length, small improvements on via count,
and much lower congestion metric. We observe also an increase of a
factor 4 of the total runtime: this, however, is in line with the higher
number of reroutes (2.8 times as many).

testbed b : low congestion The lower congestion metric might
bring difficulties to the detailed routing, as BCR might pack too
densely. Indeed, we observe some degradation in detailed routing
scenics (indicating that more detours were needed), as well as in
number of vias (and wirelength, although to a minor extent). This is
reflected on the detailed router’s runtime.

testbed b : increased detailed via count Nonetheless, the
overall DRC count, as well as failed searches and guides, is signifi-
cantly lower. Most of the improvements in this direction come from
C11 exclusively, a rather hard-to-route chip. It is important to point
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figure 4 .3 Layerwise breakdown of global and detailed routing
wirelength on C12. The continuous router layer utilization pushes the
detailed router to use higher layers.

out that higher tip-to-tip penalties and via costs did not yield better
results, nor lower via count in detailed routing. In fact, when looking
at the wire length distribution, we see that the detailed router uses
high layers more in the BCR runs, as we can see in Figure 4.3. This is
a major factor in the increased detailed routing via count. In general,
when there is sufficient space to route, higher layers are preferable to
low layers because of the lower signal resistance, so this could be very
positive for timing.

Testbed C

BonnContinuousRouter performed slightly worse, compared to the
other testbeds, on Testbed C. We see a general increase in scenics,
failed searches and guides; this indicates that the global routing might
have been harder to route. Nevertheless, the detailed router managed
to solve the instances with a lower total DRC count and in less runtime,
although at the cost of much more wirelength and vias.
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The designs of testbed C are not only geometrically larger, but they
have also many tightly packed pins on the border of the chip. These
are ports, connections between large blocks made available at the edge,
and they are meant to be accessed by a single straight wire of a suitable
wire type.

testbed c : hard-to-route pins This configuration presents
difficulties for the continuous router and the detailed router. When the
detailed router does not manage to find a solution, it attempts to rip-up
existing paths, and recomputes them later on. Wires involved in these
rip-up operations indicate areas of the chip where, due, for example,
to wire density, the detailed router struggled the most. Indeed, we
see that many rip-ups started exactly at the chip border, as shown in
Figure 4.4. Here the continuous router packed according to capacity
constraints, however the size of a rhomboidal tile is such that locally,
around the pins, the wires and vias are too dense for such a specific
routing situation. Notably though, the size of the pins is larger than
the wire type requested by the designer: this has the side effect of
making pin access harder, because it is first necessary to escape to the
correct position, instead of simply connecting straight to the metal.

This limitation is chiefly responsible of the lower detailed router
performance, and will require special consideration in the continuous
router, either by ensuring that there is enough clearance around the
chip border or around the pins, or by actually enforcing a straight
segment to connect to chip ports. In this respect, one possibility is to
configure the via cost function to push vias away from the chip border;
another possibility would be to look at the pin sizes and points to
identify ares with hard-to-route-pins.

testbed c : global routing As far as global routing results
go, we see slightly lower wACE4 metric, comparable netlength, and
actually slightly better runtime. The only metric that stands out is
global via count. In this case too, this is due to the continuous router
choosing to route many nets on higher layers than BRG. This can be
seen in Figure 4.5; much wire length is moved to layers H1 and H2
and above, and consequently many more vias are created on the layers
below. This redistributes some of the usage, as can be seen in the
wACE4 plot. Therefore, at least part of the extra detailed routing vias
in Testbed C are due to a different layer choice; however, when these
vias occur in proximity of dense ports, they can degrade the detailed
router performance.

Comparing global routers

In general, it is hard to compare edge-based and rhomboid-based
global routing results; the two models are inherently different, and cer-
tain aspects (such as local wiring) that are optimized in the continuous
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(a) Global wires (green) produced by BonnContinuousRouter in C22.

(b) Wires that conflicted with other nets during detailed routing (red).

(c) Final detailed wires (blue) in the same region.

figure 4 .4 Dense global wires in proximity of track-aligned pins
at the boundary of the chip area. Gray: pin shapes. Yellow: blockages
(power rails). Some of the conflicting detailed wires (in red) will be
kept, others removed.
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figure 4 .5 Layerwise breakdown of global routing wACE4, via
count and wirelength on C20, in comparison between BRG and BCR
runs: the continuous router uses much more the higher layers.
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router are not considered in the edge-based router. Moreover, without
a solid parameter set that guarantees that the estimated congestion
reflects the actual available space, it is not possible to compare conges-
tion values either. However, knowing the inherent differences between
the two, we can still make some remarks. We have analyzed all global
routing metrics within their respective testbed; here, we would like to
address the overall global routing behavior.

global wirelength and via count Firstly, we observe that
we have usually different global routing via counts; this is in part due
to different layer choices, and in part due to the fact that BCR routes
portions of nets that were not considered by BRG. Where space allows,
the continuous router saves global routing net length.

congestion metric Secondly, we see that the wACE4 number
produced by BCR diverges significantly from the value produced by
the edge-based router; in most cases, this is lower, sometimes signifi-
cantly. A lower congestion might indicate that the continuous router
is more optimistic, especially when looking at the increase in detailed
wirelength and via, or in failed detailed router searches. However, the
DRC count shows improvements, and higher tip-to-tip spacing values
and via costs did not yield better results, in terms of both DRC and
detailed routing via count. A potential source of optimism is not likely
to be exclusively in too low global routing via costs; thus we believe
that the congestion metric should be reconsidered after addressing the
limitations raised in Section 4.3.3.

global routing runtime As a final remark, we would like to
consider global routing runtime. The continuous router is, in terms of
wall time, overall slower on most design (by a factor 2.5 for Testbed A,
4 for Testbed B), although it shows some runtime savings in Testbed
C. However, not only the rhomboidal Hanan grid is up to 64 times
denser than the traditional global routing graph (recall we set an upper
limit of 8 to the grid line set size), but the number of routing tasks is
also often significantly higher. Leaving Testbed A out6, Testbed B had
2.8× more reroutes, which justifies the larger runtime overhead, while
Testbed C, instead, had 12% less reroutes, and consequently, 16% less
runtime. Even though it is difficult to reduce the runtime performance
to a single number, since the number of reroutes is different, and
a different congestion will also influence the routing time, we can
still conclude that the continuous router implementation is massively
faster than the edge-based router implementation, albeit this does not
always suffice to keep up with the quadratic grid density and the
increased amount of reroutes.

6 Testbed A has 181× more reroutes; given the amount of pre-existing wires it can be
considered a special case.
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4.4 conclusions and future work

We believe that the rhomboidal tile model has the potential to replace
edge-based global routers currently in existence, providing a unique
framework for handling a variety of different routing scenarios. The
continuous router offers a flexible model together with theoretical
guarantees, and enables a class of algorithms that bridge between
traditional global routing and detailed routing. Most importantly,
the continuous router algorithms allow a trade-off between quality
and runtime, and can be implemented extremely efficiently. From
practical experience, the increase in complexity of algorithms and
model is completely payed off: academic edge-based global routers,
to reach industrial feasibility, require many more tailored routines to
handle pre-existing wires, local wires, and to scale performance. The
continuous router needs none of that; this is a significant advantage
especially when looking at the practical development effort. Fewer
algorithms, with a well known and analyzed performance are more
maintainable, debuggable, and can adapt faster to the needs of a
tightly paced industry such as VLSI.

In this work, we have laid a strong foundation for this evolution to
take place. We have completely outlined the theory around Steiner
trees on rhomboidal tiles, and studied the path problem in depth, giv-
ing lower and upper bounds, and proving structural results to show
that the rhomboidal Hanan grid is the best possible. We have revised
classical Steiner tree approximation algorithms in light of the continu-
ous router, implemented them with various speedup techniques and
measured their practical performance. We then have looked at how
to complete or improve on existing Steiner trees, with local search
techniques in 3D, and lifting algorithms in case a two-dimensional
Steiner tree is all that is known. These have also been implemented
and their performance measured. However, their potential has not
yet been fully tapped: the postoptimization algorithms we presented,
given their runtime advantage, could find applications in fast conges-
tion estimation, in preventing unnecessary reroutes and speeding up
the continuous router, as well as other context such as routing-based
optimization [Sch19a].

Other than routing-based optimization, there are several other as-
pects that we have only briefly mentioned in this work. First and
foremost, timing: the first steps in this direction were taken in [Bla19].
The literature however is very rich in this regard, with different timing
models and techniques to optimize over them. Any future progress in
the continuous router domain will have to consider timing, as more
and more parts of the design flows take that in account to achieve
design closure.

Before this can take place, however, we need to fully account for
routability in the continuous router. We have made a strong case for



4.4 conclusions and future work 241

the rhomboidal tile model, implementing it from the ground up into
an existing industrial router, with decades of successful operation, and
comparing the performance of the two. The results we obtained do not
display superior performance in all testbeds yet, but helped us identify
important aspects of modeling congestion in modern routing flows.
Moreover, our experiments have shown how tightly coupled often
tools are, and it is unlikely that full continuous router feasibility can
be reached without some adaptation in the surrounding data models
and tools, especially detailed routing.

Based on the data we collected, we can outline a future path, and
we classify future work items into three categories:

congestion tuning In Section 4.1 we have stated that we have
not fully implemented the via cost model based on integral
points of the grid. This is a primary work item, because not
only it restores the theoretical guarantees of Chapter 2, but
also enables us to address the remaining deficiencies arising
in testbed B and C. Having a space-dependent via cost (and
resource consumption) can be used to fine tune the continuous
router and prevent hard to route situations like the border pins in
Figure 4.5. In this category, we place as well investigating better
hand-off procedures between global routing and detailed routing:
the continuous router solution carries much more information
than simply the final wire position, and rectilinear tiles are not
suitable for a rhomboidal tile model. Determining what a “good”
routing area is, in the case of the continuous router, is itself an
interesting problem.

runtime improvements The continuous router in its current im-
plementation remains slower than the edge-based router in some
cases. We have made currently no use of the xyz-postoptimization
in the routing flow, since our focus was proving routability; how-
ever, this could be exploited to recycle already computed solu-
tions, reducing the number of necessary reroutes. Other future
work item might include fast congestion estimation mode; in gen-
eral, many trade offs are possible from having a fast algorithm
with tunable performance.

future development As we mentioned above, timing assessment
of the continuous router is essential, followed by timing aware-
ness; this has an application in routing-based timing optimiza-
tion, together with our postoptimization algorithms. The latter
are well suited for this, since routing-based optimization works
iteratively by performing small local changes to routes, in reac-
tion to gate movement or resizing, or buffering. Buffering itself
is a potential future development item; in [Rot17; Dab21] we
see that placement resources are used together with routing
resources to compute buffered trees. In the continuous router



242 experimental results

domain, placement resources and routing resources are the same
entity, namely rhomboidal tiles.

Of course, future work items were not mentioned in random order:
priority should be placed into stabilizing further the congestion metric
against the detailed router, as a routability oracle, as everything else is
always secondary to having a reliable global router.

Final words

In this Dissertation, we tried to refresh global routing with an inno-
vative model which breaks away from decades of purely edge-based
routers. In doing so, we addressed as many as possible of the numer-
ous challenges that industrial global routers face, by drawing from the
experience of well-established tools. Modern physical design software
is multifaceted and, especially global routing, is used in all stages
of the design flow: renewing and competing against existing tools
is no small matter. New instruments must embrace this complexity,
which needs to be addressed already in the modeling stage; our effort
in developing the continuous router represents exactly this. We have
gone from a prototype technology to a fully fledged routing oracle,
which, although not yet ready for adoption, is very close, and might
give us a glimpse of what future software will look like.
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